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Abstract
Object recognition in digital images is crucial for further automation in eve-

ryday life and industry. Basic objects can be distinguished well already, but the
automated recognition of detailed categories, called fine-grained recognition,
remains challenging. Approaches in this field are usually based on an expli-
cit or implicit normalization of the object pose. Explicit approaches describe
an object by the appearance of its parts. Most previous works use annotated
locations of semantic parts in all training images. However, annotations are
expensive to obtain. Implicit approaches compute numerous local features
and aggregate them without considering their spatial position. This leads to
an implicit matching of the appearance of corresponding parts in the distance
function of the classifier. The concept does not require annotated part locations,
but the resulting features are not necessarily optimal. Reasons are that the fea-
tures might not lie on a Euclidean manifold and that the aggregation strategy is
manually chosen using validation data. In addition, it is difficult for humans to
understand why the predicted category is the most likely one.

In this thesis, we address these drawbacks with novel recognition and vi-
sualization techniques. We present approaches for explicit pose normalization,
which do not require part annotations. They are based on generating numerous
generic part proposals and selecting relevant ones for classification. Bounding
box annotations can be incorporated, which results in two simple selection
strategies. However, the selection does not rely on bounding boxes, because
parts can be also selected randomly or by using a learned constellation mo-
del. Existing implicit approaches are also improved by addressing their main
issues. We present a transformation for mapping aggregated features onto a
manifold that is suitable for linear classifiers. In addition, we introduce a novel
generalized aggregation scheme, which allows for learning the optimal strategy.
It can adapt to the properties of the dataset by learning the influence of the
largest pairwise matches. The recognition approaches are complemented with
two visualizations. One shows the learned part decompositions of a CNN and
the other the most influential training image regions for a prediction. We also
analyze and predict the influence of random noise on fine-grained models to
provide an understanding of the stability of their predictions.

We extensively evaluate all presented ideas in a qualitative and quantitative
manner using widely used benchmark datasets. Our recognition approaches
successfully improve the accuracy of the base CNNs by up to 20.6%. In addition,
they even improve the accuracy in other domains like action recognition in still
images. An analysis based on our visualization reveals the effect of the learned
aggregation strategies as well as reasons for class confusions. Finally, we dis-
cuss opportunities and challenges when working with real-world applications
instead of benchmark datasets.





Zusammenfassung
Die automatische Objekterkennung ist die Grundlage fur die Automatisie-

rung vieler Prozesse des alltaglichen Lebens und der Industrie. Die feingranulare
Bildldassifikation ist dabei eine noch ungeloste Aufgabenstellung. Sie beschreibt
die automatische Zuordnung eines Bildes zu einer von vielen sehr ahnlichen
Objektkategorien, wie zum Beispiel Vogelarten. Spezialisierte Ansatze basieren
auf einer expliziten oder impliziten Normalisierung der Objektpose im Bild. Ex-
plizite Ansatze beschreiben ein Objekt durch das Aussehen der einzelnen Teile.
Bisherige Arbeiten nutzen dazu oft von Hand markierte Positionen von seman-
tischen Objektteilen, die nur aufwendig und damit teuer zu beschaffen sind.
Implizite Ansatze berechnen lokale Merkmale und aggregieren diese unabhan-
gig von der Position zu einer globalen Bildbeschreibung. Das Konzept erfordert
zwar keine Objektteilpositionen, jedoch ist die Aggregation nicht immer op-
timal. Grtinde sind zum Beispiel, dass die Merkmale auf einer ungeeigneten
Mannigfaltigkeit liegen oder dass die Aggregierungsstrategie nur manuell mit-
hilfe von Validierungsdaten optimiert wird. Zudem ist das Zustandekommen
von Vorhersagen oft schwer zu erklaren.

Diese Dissertation beschreibt neuartige Verfahren sowohl fur die Erkennung
von Dbjekten, als auch fur das Verstehen von Modellausgaben. Die vorgestellten
Ansatze zur expliziten Posennormalisierung verzichten dabei auf die Annota-
tion von Objektteilen. Sie basieren auf der Generierung von Vorschlagen fur
Objektteile und der anschliefsenden Filterung. Ist zumindest die Objektposi-
tion in jedem Bild bekannt, dann nutzt die Auswahl diese Information. Sollten
jedoch keine Positionsinformationen vorliegen, dann erfolgt die Auswahl entwe-
der zufallig oder basierend auf einem Konstellationsmodell. Die vorgestellten
Ansatze beinhalten auch neue Ideen fur die implizite Posennormalisierung.
Zum einen wird eine Abbildung von aggregierten Merkmalen auf eine fiir li-
neare Klassifikatoren geeignete Mannigfaltigkeit vorgestellt. Zum anderen wird
eine neue Aggregationsstrategie vorgestellt, die aus den Lerndaten die optimale
Strategie ableiten kann. Die Verfahren werden erganzt durch zwei Visualisierun-
gen zum Verstehen und Erklaren von Vorhersagen sowie einer Schatzung der
Rauschempfindlichkeit von Modellausgaben.

Die vorgestellten Ansatze werden ausftihrlich qualitativ und quantitativ auf
offentlich verfugbaren Datensatzen ausgewertet. Dabei kann die Genauigkeit
der zugrunde liegenden Klassifikationsmodelle um bis zu 20,6% verbessert
werden. Zudem zeigen die Verfahren auch bei anderen Aufgaben wie der Ak-
tivitatsldassifikation in Bildern deutliche Vorteile. Die Analysen mithilfe der
vorgestellten Visualisierungen zeigen den Einfluss der gelernten Aggregations-
strategie sowie Grtinde fur Fehlklassifikationen. Abschliefiend werden Chancen
und Schwierigkeiten beim Ubergang von diesen theoretischen Analysen zu
praktischen Anwendungen diskutiert.
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1 I Introduction

1 .1 What is fine-grained recognition?
The automation of everyday tasks is one of the key pillars of today’s wealth
and productivity. The first steps were taken with new kinds of machines at
the end of the 19th century. Steam machines automated tasks like moving the
weaving loom to produce cloth or shaping large steel plates. Today, robots are
assembling whole cars by themselves, tractors harvest wheat autonomously,
and warehouse systems organize all goods completely automatically. It allowed
for huge improvements in terms of productivity and, in the long term, also a
great improvement of life.

In the early years of this development, machines mainly relieved workers
from simple, monotonous and exhausting tasks like hammering. Over time,
the advance in research allowed for assisting in more and more complex tasks.
For example, Computerized Numerical Control (CNC) machines mill complex
structures starting from a block of metal. Besides pure handicraft tasks, automa-
tion also arrived in areas which can be considered thought work like machine
learning and computer vision. Approaches in these areas allow for automati-
cally sensing the environment and reacting in a pre-defined way. New findings
and developments of this area will allow for relieving humans even from the
last unwanted and tedious tasks. In the future, we can purely focus on defining
tasks instead of their execution as this is done by robots. Computer vision and
machine learning are one crucial part towards this.

It is the task of obtaining high-level information from digital images or
videos. Image classification is probably the most basic task. Many complex
vision tasks can be reduced to it. Given a set of known object categories along
with sample images for each category, the task is to decide for a new unseen
image which category it belongs to. Pure image classification has a wide range of
applications ranging from recognizing written digits and letters to distinguish-
ing different cloth types in tagging systems for online shops and distinguishing
different traffic signs in front of an autonomously driving car.

Similar to automation in general, there has also been a development from
simple to complex tasks in image classification. While digit classification can be
tackled with simple approaches, distinguishing animal species even remains a
challenge until today. In other words, while the classification of generic objects

1
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Figure 1.1: Three birds, but only two species. Can you tell which two
images show the same species? Images were taken by Baird (2017) ; Bohn
(2017); Reago and McClarren (2012).

reached human level on benchmark datasets, the recognition of fine-grained
categories is still a major challenge.

In this thesis, we will taclde this remaining challenge. Fine-grained recog-
nition is image classification, where the known object categories only differ
in small details. We will use bird species recognition as a running example
throughout the thesis. We are given a set of C > 1 bird species and a set of
training images for each of the species. The task is then to identify the species
of a bird in previously unseen images.

Fig. 1.1 shows three sample images to visualize the challenges. All birds be-
long to the group of Sparrows, but two of them belong to the exact same species.
Even for humans, it is difficult to identify the two corresponding images. The
correct answer is provided in the footnotel. There are almost 10000 bird species
in the world (Clements, 2007) and some species just differ in a small color shade
at a body part. Hence, the coarse categorization into a group of species might
be easy, but identifying the exact name of the species is challenging even for
humans.

The above definition of fine-grained classification is often found in liter-
ature, but very vague. A clear separation of generic and fine-grained tasks is
not possible with it. We will use the following definition and understanding of
fine-grained recognition throughout the thesis instead. Fine-grained classifi-
cation is image classification, where known object categories share the same
semantic structure and where the appearance at specific points of this structure
distinguishes categories. It hence differs from generic recognition in the shared
semantic structure. For example, in scene recognition, there usually is no shared
structure between scenes and hence we do not consider it a fine-grained task in
this thesis. Recognizing birds is a fine-grained task, as all birds have a similar
basic shape with head, wings, belly, tail, and feet.

Most fine-grained tasks are very challenging due to the large intra-class
variability and the partly very small inter-class variability. The large intra-class
variability is caused by different poses, ages, gender, lighting, occlusion, and

1The first two images show the same bird species, namely the Song Sparrow. The last image
shows a Savannah Sparrow, which can be distinguished by the yellow color shade around the eye,
for example.

2



Applications | 1.2

the variations from subject to subject. The small inter-class variability is due to
the fine details, which make the difference between classes.

Fine-grained classification is closely related to instance recognition, where
the task is to distinguish a set of individuals from each other. Different individu-
als share the same semantic structure and hence the definition of fine-grained
also applies. The difference is more on the application side. Approaches for in-
stance recognition are often specifically designed for one certain type of object
like faces. I/Vhile it is not the focus of this thesis, approaches from fine-grained
recognition are also applicable to instance recognition tasks and some papers
also show results on both tasks with the same approach. However, the more
generic approaches for fine-grained recognition are often greatly outperformed
by the highly specialized ones for a certain instance-recognition task. This
especially applies to face identification.

A crucial topic in fine-grained recognition is explaining and understand-
ing decisions computed by an approach. In generic recognition and instance
recognition, systems are acting completely autonomously most of the time.
Flickr creates tags for images and Facebook identifies faces in uploaded images
without any human interaction and hence explanation is less important. In
contrast, users of fine-grained recognition systems often use it as a supporting
tool. Citizen scientists, for example, try to identify bird species in their surround-
ing and are observing and counting certain bird species. When identifying the
species with a recognition system, they are interested in why a certain bird
is a Savannah Sparrow and not a Song Sparrow. Hence, discovering ways to
distinguish species and verifying decisions of a system is important.

Understanding systems and justifying predictions is also an increasingly
relevant topic in computer vision in general. The rediscovery of deep learning
approaches greatly improved the recognition accuracy in many areas. However,
it is barely possible to understand the inner workings and hence trust in the
reliability of the system is missing. For example, if a car is steered by a deep
learning model mapping from camera stream to the steering angle and accelera-
tion of the car, then many people might hesitate to ride it. With computer vision
systems reaching more and more areas of daily life, gaining the trust of users is
an important future challenge. It should be possible to explain a decision to a
user just like an expert could explain his decision. Hence, this topic is included
in detail in this thesis as well.

1 .2 Applications
Fine-grained recognition is a popular research topic with a wide range of appli-
cations. We present several important applications scenarios, which are actively
developed at the time ofwriting this thesis.

Assisted animal monitoring One major application is animal monitoring.
Ecologist are interested in gathering statistics about animal populations in the

3
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nature and monitoring changes over time. They count occurrences of animals
and sometimes even track their movements over the year. Animal monitoring
is currently the only tool for identifying endangered species, tracking sudden
changes in populations and noticing the occurrence of new species. It is re-
quired for starting appropriate actions in case the ecosystem is endangered, for
example, if a new pesticide has unintended side effects.

A fast response time to sudden changes is a key demand of ecologists. Hence,
the most recent data is required, which means the monitoring should be as
frequent and at as many places as possible. The monitoring is currently done
manually by ecologist and citizen scientist. I/Vhile ecologists are educated ex-
perts, citizen scientists are interested and enthusiastic volunteers offering help
in protecting the environment. Both groups regularly count the occurrences
while walking through the ecosystems and identify species using field guides.
Small animals like moths are captured with traps and nets and released after
counting them. Pictures are taken for documentation purposes or for analyzing
unknown species later in the laboratory.

The manual monitoring of ecosystems only partially fulfills the demands for
recent and dense data. It is very expensive to send experts into the field. Citizen
scientists can only partially fill the gap as they are mainly available for popular
animals like birds. In addition, it takes much time for them to identify species
as they lack the level of knowledge of experts. Approaches for fine-grained
recognition can address this issue. They can speed up the species identification
for citizen scientists by providing suggestions for the animal species. The set
of possible species is hence reduced from hundreds or thousands to five or ten
species, which only need to be verified.

Automated animal monitoring As more accurate approaches for fine-grained
classification are available, fully automated monitoring systems are becoming
more and more realistic. For example, the project “AMMOD: A Weatherstation
counting species diversity” (Wagele, 2015) uses a multitude of sensors including
cameras for day and night to observe the environment. The cameras record 24
hours a day and observed animals are detected, identified, and counted auto-
matically. These stations can be deployed in many regions and continuously
send the current data to a central server. This will allow for achieving the goal of
recent and dense data at a much lower cost compared to human experts.

The ideas and representations of fine-grained recognition also serve as
a basis for further tasks besides classification. Examples are the detection
of new species and re-identification of the returning individuals. Detecting
new species is also known as novelty detection, outlier detection or one-class
classification. Based on training samples of known categories, the task is to
decide for new images if they belong to the known categories or not. In our
application, new animals might occur anytime due to an invasion of an alien
species or simply because the training set was not covering all known species.
Re-identification allows for counting multiple sightings of the same animal just

4
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once. It also requires a novelty detection component as the individuals are not
known upfront. Both tasks seem quite different to classification at the first sight.
However, they also rely on feature representations and often representations
used for classification are also very effective in other tasks as well.

Education The significance of computer vision grows rapidly mainly due
to the tremendously increased accuracy in many vision tasks. Fine-grained
recognition is no exception allowing for more demanding applications, for
example in education. Children and adults like to explore their surrounding
nature and learn about different animals and plants. However, when discovering
unknown animal or plant species, there is usually no easy way determine the
name. Applications based on fine-grained classification predict the species
from a single image taken with the mobile phone. Users can look up more
information about the detected species, e.g., on Wikipedia, and hence can
greatly increase their knowledge with little effort.

Product tagging Besides species recognition, applications can be also found
in online shops. Online markets like eBay and Amazon allow vendors to create
new products and upload pictures for it. The markets are interested in obtaining
a list of tags for the product using the uploaded image. In case of apparel,
different styles need to be distinguished: V-neck from round neck shirts, skinny
from flared pants, western from pork pie hats. The same applies to shoes
and cars as well. The difference between two types is sometimes tiny, but the
assignment to the correct type is crucial when selling it. Customers can find
products more easily using these tags and hence are more likely to find and buy
the correct item.

Vendors can add these tags manually, but it is tedious and error-prone at
the same time. It is also easy to miss some tags, as there are so many of them.
Fine-grained recognition systems allow for adding these tags automatically or
detecting possible errors in manually added annotations.

Image search Searching items also plays an important role outside of shops.
Describing images is a great challenge for image search engines in the world
wide web as well. The search engines crawl all publicly available websites
and create an index of the images they found. Users can query this index
using a textual description. In order to find an image, a detailed description
of each image is required. Currently, this is generated from the text in the
source website or with the help of image classification systems. However, the
text in the source website might be unrelated and the automated annotations
systems are currently fairly coarse. They do not have problems to recognize
beaches and sunsets, but more detailed descriptions are still lacking. Fine-
grained recognition approaches are an important contribution to extend these
descriptions with more detailed information.

5
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1.3 Previous developments
Image classification is one of the most fundamental tasks in computer vision
and knowledge about it enables a wide range of applications. The idea of auto-
matically analyzing 2D input images and generating a machine-understandable
symbolic description was presented in the 1950’s (Clark and Farley, 1955; Din-
neen, 1955; Selfridge, 1955; Shepard, 1953). The first applications mostly focus
on optical character recognition (OCR) and often assume a certain font or nor-
malization of the input image. For example, Shepard (1953) present a system for
reading credit card numbers. It reads the “Farrington B” numerical font, which
is still used on today’s credit cards. Numbers are read one-by-one. As the font
is known, a manually designed set of masks is sufficient to reliably identify the
digit which is scanned.

Further developments allowed arbitrary printed fonts or even hand-written
text (Bledsoe and Browning, 1959; Chow, 1957; Ullmann, 1969). These early
classification approaches still work on a character-by-character-basis similar to
the first system developed by Shepard (1953). The sensors of that time measure
only few intensity levels and have a spatial resolution of around 16 >< 16 pixels.
Features for describing the input are, for example, the intensity values them-
selves (Bledsoe and Browning, 1959) or moments (Hu, 1962). Nearest neighbor
matching or correlation with manually designed character class templates is
used to identify the most likely class given the image descriptor (Bledsoe and
Browning, 1959; Chow, 1957).

In the 1970’s and 1980’s, first approaches for recognizing 3D objects were
developed. Many works focused on methods based on matching predefined
2D or 3D models to the input image (Binford, 1971; Brooks, 1981; Brooks et al.,
1979; Fischler and Elschlager, 1973; Marr and Nishihara, 1978). The models are
defined such that they allow for describing the projected 2D appearance of an
object for different viewing angles and transformations of the object itself. For
example, Fischler and Elschlager (1973) describe object models with a set of
rigid pieces called components, whose interaction is described by “springs”. The
components are represented by the intensity values of a region with variable
size. The springs are constraints for the relative position of these components.
Marr and Nishihara (1978) model object categories by a combination of sim-
ple components like cylinders. Each element has a small set of parameters
describing its position and shape. The description is hierarchical and has a
root element which mostly describes the position of the object in the world
coordinate system. The subcomponents are then described relative to this root
element. Binford (1971) and Brooks (1981) use generalized cones to describe
the subcomponents and arbitrary algebraic expressions are used to constrain
the relationship between them.

The best matching model can then be used to identify to object category
present in the image. Fischler and Elschlager (1973) present an approach for
finding such a spatial arrangement in an input image using energy minimization.

6
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Brooks (1981) generates local hypotheses using prediction graphs and merges
them taking consistency between the parts into account. A crucial part of most
systems is the identification of relevant regions in the input image, which are
considered during the matching. In particular, edges are used to transform the
continuous input image into a line representation of the image (Beaudet, 1978;
Canny, 1986; Deriche, 1987; Marr and Hildreth, 1980). Using only edges instead
of all possible locations drastically reduces the search space while preserving
relevant structures for recognition.

During the 1990’s, object recognition moved from matching of the manually-
defined shape model and input image to appearance-based approaches (Murase
and Nayar, 1993; Schiele and Crowley, 2000; Schmid and Mohr, 1997; Swain and
Ballard, 1991). The appearance description can be either region-based, which is
also called local, or global. Local approaches compute appearance descriptions
for a set of interesting positions and perform matching between the positions
of training images and the current input image. For example, Schmid and Mohr
(1997) identifies interest points, where the signal changes in two dimensions.
These locations are robust to different transformations and hence well suited
for appearance-matching-based approaches. The local appearance is described
by the derivatives of the signal at this location. Given the local features of a
new input image, each feature votes for the object whose local feature is most
similar taking also relative positions into account. Lowe (2001) improve this
idea by combining the local features of many images from the same class into a
generalized class model. The class model aggregates local features of the same
view and creates a new cluster for each new view which is too different from all
existing ones. Ferrari et al. (2004) address the still open problem of severe clutter
and non-rigid object deformations. They start the matching from a small initial
set of low confidence matches. The set of matches is iteratively expanded and
contracted by adding nearby matching regions while considering geometric
transformations of the existing ones and removing mismatches.

Global approaches compute one description representing the content of the
whole image. For image classification, this description is passed to a classifier
like nearest neighbor (Bishop, 2007, Sect. 2.5.2) (NN) with different types of
distance metrics or support vector machine (Boser et al., 1992; Cortes and Vap-
nilc, 1995) (SVM). For example, Swain and Ballard (1991) as well as Schiele and
Crowley (2000) calculate histograms over local appearance features to avoid the
computationally expensive explicit matching of local features. While Swain and
Ballard (1991) use the color value, Schiele and Crowley (2000) use more generic
local neighborhood operators, which are robust to changes in scale and orienta-
tion. Schiele and Crowley (2000) also present a probabilistic model, which is
well suited for occluded objects and cluttered scenes. Murase and Nayar (1993)
transform the input image into an eigenspace. Each object category lies on its
own manifold in the coefficient space spanned by the varying appearance over
all possible viewpoints. A new input image is recognized by transforming it into
the eigenspace and comparing it to the set of known manifolds.

7
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During the late 1990’s and 2000’s, object recognition experienced a strong
increase in interest. This development was supported by the broad availability
of digital consumer cameras. Numerous publicly available benchmark datasets
were published, which helped to compare different approaches better. USPS (Le-
Cun et al., 1989), MNIST (LeCun et al., 1998a), COIL-20 (Nene et al., 1996),
PASCAL VOC (Everingham et al., 2006), Caltech-101 (Fei-Fei et al., 2007), its
successor Caltech-256 (Griffin et al., 2007) and the Graz dataset (Opelt et al.,
2006) are examples for that. While previously authors often took images them-
selves, the internet became an important source for larger datasets. Object
categories are defined by their names and image search engines are queried
with the category name and variants of it. PASCAL VOC and the Caltech datasets
were collected in this way, for example. For the first time, this approach allowed
for creating large-scale datasets with millions of images, which cover a wide
range of everyday object categories. One of the most famous examples is the
ImageNet (Deng et al., 2009) database and the ImageNet Large Scale Visual Re-
cognition Challenge 2012 classification task dataset (Rassakovsky et al., 2015)
(ILSVRC) dataset, which was derived from it.

Along with these datasets, the interest and research in category-level recogni-
tion increased as well. Prior to this time, approaches often aimed at recognizing
specific instances of objects seen in new images. In contrast, category-level
recognition aims at recognizing the type of an object and the object instances
of the testing images were not seen during training. Local approaches based
on an explicit matching of the local features available at that time tend to un-
derperform for this task as they are designed to match exactly the same object
instance in a pair of images. For recognizing categories, however, the overall
appearance matters more than the exact appearance of a certain part. Hence,
successful approaches were often based on global feature descriptions based
on aggregating local appearance descriptions.

Popular local appearance descriptors include (color) scale-invariantfeatare
transform (Lowe, 1999, 2004) (SIFT), histogram of oriented gradients (Dalal
and Triggs, 2005) (HoG), local binary patterns (Ojala et al., 1996) (LBP), and
GIST (Oliva and Torralba, 2001). The bag-of-visual-words (Csarlca et al., 2004)
(BoW) approach clusters these local descriptors and creates a global histogram
counting the occurrences of the clusters in an image. Generalizations of this
quantization step are the Fisher vector (Perronnin and Dance, 2007; Perronnin
et al., 2010) and vector of linearly aggregated descriptors Uégoa et al., 2010)
(VLAD) encoding. Further improvements were achieved by considering the
scale of an object and the spatial arrangement within the image. For example,
Grauman and Darrell (2005) concatenate global statistics calculated on different
scales of the input image. Lazebnik et al. (2006) propose to iteratively divide
an image into equally sized parts. The global description is a concatenation of
the statistics calculated on the whole image and the ones of the increasingly
smaller parts. Most approaches of this time use an SVM with either linear or
non-linear kernels for predicting the object category.
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As generic object recognition could be tackled with reasonable accuracy,
researchers explored the recognition of increasingly similar categories. This
eventually led to the field of fine-grained recognition, which is also the topic
of this thesis. The availability of suitable benchmark datasets sparked the
research similar to generic recognition ten to fifteen years before. Two of the
first datasets are UIUC birds and butterflies (Lazebnik et al., 2004, 2005), Oxford
flowers (Nilsback and Zisserman, 2006, 2008), STONEFLY9 (Martinez-Munoz
et al., 2009), CUB200-2010 birds (Welinder et al., 2010) and its extension CUB200-
2011 (Wah et al., 2011), Stanford dogs (Khosla et al., 2011), CLEF 2011 plant task
(Goéau et al., 201 1), Oxford IIIT pets (Parkhi et al., 2012) and the Stanford cars
dataset (Krause et al., 2013). In fine-grained recognition, training data is usually
scarce and hence these datasets contain training images only in the order of
around 10000 images or 50 images per category. Later datasets like Birdsnap
(Berg et al., 2014) or NA Birds (Horn et al., 2015) contain up to 50000 images,
which is still small compared to 1.3 million images of the ILSVRC dataset.

Previous generic classification approaches were not suitable for fine-grained
recognition. For example, the baseline ofWah et al. (2011) achieves only 10.3%
on CUB200-2011 bird recognition dataset (Wah et al., 2011) (CUB200-2011). It is
hence necessary to consider and exploit the properties of the task. First ideas
used explicit pose normalization in many different flavors like earlier works
on instance recognition Zobel et al. (2000). Zhang et al. (2012) use poselets
to identify corresponding parts and present pose pooling kernels to compare
the poselet detections of two images. Yao et al. (2012) try to match randomly
generated templates to the testing images. Classifiers are trained on the ob-
tained detection maps and bagging is used to aggregate their predictions. The
template matching works especially well for less deformable parts of the object
and hence the classifier bases much of the decision on these. Hence, the classi-
fication is part-based as well. Goring et al. (2014) obtain the part locations from
training images with similar object pose and build a classification model based
on localized features extracted from regions extracted at the detected part loca-
tions. The basic idea of this classification model is also used in the explicit pose
normalization approaches of our work. Liu et al. (2012) use a similar classifica-
tion framework but train detectors for semantic parts of the dog face. Branson
et al. (2010) consider the task of interactive classification, where a prediction
of a classifier is improved by asking humans easy to answer attribute-related
questions. The attributes describe the appearance of a semantic part and hence
contribute to normalizing the object pose.

In addition, some works are not fine-grained specific by design but showed
the largest benefit in this domain. For example, Yao et al. (2011b) construct
a random forest classifier in which each node uses one or two image regions
defined by relative coordinates in order to train a strong binary classifier for the
node split. Chai et al. (2012) use co-segmentation to generate foreground masks
to aggregate the local features only in this area and show the advantage of this
idea for the task of fine-grained recognition.

9
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In 2012, the winning entry ofAlex Krizhevsky (Krizhevsky et al., 2012) in the
ILSVRC 2012 sparked a new wave of deep learning approaches in both generic
and fine-grained recognition. The by far most popular implementation this
idea are convolutional neural network (LeCun et al., 1998a) (CNN) models as
introduced by LeCun et al. (1998a). The combination of large-scale training
data like the ILSVRC dataset and fast computation with GPUs lead to a new
breakthrough of this long-known idea in many vision tasks. A critical hyperpa-
rameter of these approaches is the CNN architecture. The most popular
architectures include AlexNet (Krizhevsky et al., 2012), VGG-M (Chatfield et al.,
2014), VGG Very Deep (Simonyan and Zisserman, 2014) (VGG- VD), Inception
(Szegedy et al., 2015), and residual network (He et al., 2016) (ResNet).

In the fine-grained recognition, CNNs were in the beginning mainly used
as feature extractor. The pose normalization was treated as a separate compo-
nent. Object parts are usually detected using both traditional and CNN-based
approaches. Afterward, localized features are extracted near these positions for
a pose-invariant description of the object. Examples for this include detectors
based on deformable parts model (Felzenszwalb et al., 2008) (DPM) (Branson
et al., 2014a; Donahue et al., 2014), poselets (Zhang et al., 2014b), proposals
(Zhang et al., 2014a), and fully convolutional networks as presented by (Huang
et al., 2016). Part detectors are learned from ground-truth location annotations
of these parts.

New approaches use CNNs for part discovery as well. Our work in (Simon
and Rodner, 2015; Simon et al., 2014) exploits the observation that channels in
late layers of CNNs seem to correspond to object parts. Details of the approach
are part of this thesis and presented in Chapter 4. Later works like Xiao et al.
(2015) build on the same observation, but combine multiple channels for a
single part by clustering the channels. All channels within one cluster are used as
a detector for one part. Zhang et al. (2016d) extends this idea to multiple scales
and aspect ratios by using proposals generated with selective search (Uijlings
et al., 2013). Instead of clustering channels, they cluster the proposals and
select clusters with the highest relevance for the classification task. Zhang et al.
(2016b) select the channels with the highest mean response over all proposals
generated from training images.

The knowledge of shared object structure can be also directly included in the
design of the network architecture, for example as presented by Jaderberg et al.
(2015). Explicit object detectors are learned by maximizing the training objective
starting from a random initialization. I/Vhile optimizing part detectors for high
recognition accuracy is desirable, finding a good parameter set is challenging
due to the highly non-linear properties of the optimization. The work of Liu et al.
(2015) can be interpreted as explicit part detection as well. They obtain pooling
areas from the output of a channel and aggregate local features produced by
another layer within this area.

While part- or attention-based approaches dominated fine-grained tasks in
terms of accuracy, classification based on global features caught up in the past
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Figure 1.2: Selecting relevant part detectors out of a large set of noisy
detector proposals. Details of our approaches and the contributions are
presented in Chapter 4. The bird pictures in this and other figures are
from CUB200-201 1, unless otherwise stated.

years. These approaches create a description of the whole image without explicit
preferences for certain structures in the image. Pre-trained CNN architectures
built for generic object recognition were modified, e.g., by adding a bilinear
(Lin et al., 2015) or Fisher vector (Zhang et al., 2016b) encoding. While these
ideas often perform best with the VGG-VD architecture from 2014, newer and
more complex architectures even achieve impressive performance without
any modifications. For example, the Inception-based baseline model used
by Jaderberg et al. (2015) achieves almost the same accuracy as previous fine-
grained-specific approaches based on VGG-VD.

1 .4 Contributions
Part selection for explicit pose normalization Our approaches for explicit
pose normalization build on the part proposal generation introduced in the
master thesis (Simon, 2014). We present novel ideas for part selection even if
no part location annotation is available. Fig. 1.2 provides an overview of these
contributions. The idea is to generate reliable part detectors from the channels
of a pre-trained CNN. The generated detector proposals are, in contrast to other
proposed generation approaches, robust at detecting object parts but do not
necessarily relate to the semantic object parts of a dataset. While the master
thesis presented the selection process using ground-truth part location annota-
tions, we introduce a selection for the case of bounding box annotations and no
location annotation at all. We present the counting and border strategy for the
former case and a random selection and a selection based on a constellation
model for the latter case. The approaches were published in (Simon et al., 2014)
and (Simon and Rodner, 2015) and can be applied to any CNN architecture.
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Figure 1.3: Implicit pose normalization for fine-grained recognition.
The approaches and contributions are presented in Chapter 5.

Implicit pose normalization The second set of contributions is related to the
competing idea of implicit pose normalization for fine-grained recognition.
Fig. 1.3 summarizes the novelties. The first contribution tacldes the question
of Euclidean distances in the feature spaces. The second-order average pooling
(Carreira et al., 2012) (2AvgP) applied to CNNs activations as used by Lin et al.
(2015) results in positive semi-definite matrices, which lie on a Riemannian
manifold. However, common linear classifiers assume a Euclidean space. We
combine the classification pipeline of Lin et al. (2015) with the matrix logarithm
as proposed in (Carreira et al., 2012), which maps positive semi-definite matri-
ces to a tangent space. Euclidean distances are well defined in this space and
hence the mapping improves the theoretic foundation of the approach. This
contribution was published in (Freytag et al., 2016). Second, we propose a novel
generalized framework for the final global pooling in implicit recognition mod-
els. Motivated by a learnable influence of the largest matches in the distance
function of the classifier, we introduce or-pooling as published in (Simon et al.,
2017). Both global average and bilinear pooling are special cases and can be
learned. While the former is the most commonly used final pooling step in
most state-of-the-art CNNs, the latter shows benefits especially in fine-grained
recognition tasks. As the pooling strategy is learned, the pooling can adapt
automatically to the data.

Understanding predictions and relationships Understanding is as impor-
tant as accuracy in order to analyze the behavior of recognition models and to
improve approaches in the long term. We hence present a set ofnovel qualitative
and quantitative approaches, which help to understand the novel classification
models presented in this thesis. Fig. 1.4 shows an overview. The first approach,
called activation flow, shows the decomposition of recognized objects into less
and less deformable parts. We use it to analyze limitations of generic CNNs like
AlexNet and VGG in fine-grained recognition tasks. The second contribution
is a classification decision visualization as published in (Simon et al., 2017). It
relates local regions in a testing image to the most influential training image
regions. We use it to understand or-pooling predictions and to quantify the
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Figure 1.4: The novel approaches for visualizing and understanding.
Our contributions are presented in Chapter 6.

influence of semantic parts as a function of the or-parameter using the pairwise
matching formulation of orderless-pooled local features. The third contribution
in this topic is about the influence of noise on the classifier output. We present
possible noise types, naive noise handling techniques, and an approach for
predicting the sensitivity of a certain output. This contribution was published
in (Rodner et al., 2016).

Additional experiments and applications The results in this thesis extend
the evaluation in the corresponding publication by a wide range of aspects.
For example, we added an evaluation of the part detector properties focus and
consistency for all presented selection strategies of Section 4.3. We also included
the additional CNN architecture ResNet-50 in the evaluation, which was not
available at the time of the publication of (Simon and Rodner, 2015; Simon et al.,
2014). All approaches are evaluated on datasets, which were not used in the
original publications, and an evaluation of a combined dataset is added as well.
In addition, we present novel datasets covering the recognition of butterflies,
moths, and document types as published in (Rodner et al., 2015) and (Simon
et al., 2015). We use the datasets to discuss opportunities and challenges in the
transition from benchmark datasets to real-world applications.

1 .5 Structure of the thesis
Following this introduction, we explain in Chapter 2 the basic framework for
visual recognition used throughout the thesis. We introduce image classifica-
tion as a machine learning task mapping from the input image or feature to
category score. This is followed by a description of common building blocks
and how their parameters can be learned from data. Finally, we briefly discuss
the topic of domain adaptation as a crucial technique for applying complex
models to small datasets. This is followed by Chapter 3, which explains the basic
model structures used in fine-grained classification. We present previously
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used explicit and implicit ways to address large object pose variations. We dis-
cuss individual advantages and disadvantages as well the relationship to each
other. In addition, common concepts for visualizing models and predictions
are described.

Starting with Chapter 4, the actual contributions are presented. Our novel
approaches for both explicit and implicit pose normalization are the topic
of Chapters 4 and 5. The former ones explicitly localize objects parts and
describe their appearance. We distinguish two settings depending on the level
of annotation available and present two selection strategies for each setting. In
implicit pose normalization, a single global feature description is computed
for the whole input image without considering parts. We present the matrix
logarithm for mapping aggregated features to a manifold, which is more suitable
for linear classifiers. Afterward, we present the generalization or-pooling, which
allows for learning the optimal pooling strategy from data. Interpreting and
explaining classification predictions is crucial in fine-grained classification. We
dedicate Chapter 6 to this topic and present approaches for visualizing and
understanding fine-grained recognition models. Three different aspects are
studied in detail including learned part decompositions in CNNs, the most
influential training image regions, and the stability of predictions.

Chapter 7 presents an extensive qualitative and quantitative evaluation of
all contributions of this thesis using common benchmark datasets. We first in-
troduce the datasets and explain implementation details and the experimental
setup. Afterward, we evaluate different aspects of the explicit and implicit pose
normalization approaches. The benchmark results are enriched with an analy-
sis of failure cases as well as results on a combined fine-grained and an action
recognition dataset. Finally, we present examples of our visualizations and the
corresponding quantitative evaluations. In addition to benchmark results, we
discuss in Chapter 8 the transition from research to real-world applications. In
particular, the tasks of moth, butterfly, and document type recognition are pre-
sented. We discuss possible opportunities and challenges and show that each
application requires different approaches. We conclude the thesis in Chapter 9
with a summary of the key ideas and promising future directions.
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2 I Visual recognition systems

In the past years, a wide range of approaches for visual recognition was devel-
oped. This chapter describes the mathematical framework of the approaches,
which we use as a basis for fine-grained recognition. Section 2.1 will intro-
duce the definition of a recognition task and follows the concept of empirical
risk minimization (Schiilkopf and Smola, 2002, Chapter 3). Afterward, we will
present basic building blocks and the parameter learning in the Sections 2.2
and 2.3.

2. 1 Machine learning for visual recognition
Recognizing objects in digital images appears to be an easy and well-defined
task for humans. However, the development of an automated approach for
recognizing even basic object categories reveals numerous challenges. For
example, computers represent images as an array of numbers, which is very
different from the abstract visual representation available in our mind. Even for
humans it is difficult to recognize any patterns in this representation. There are
also challenges from an application point of view. It is not possible to consider
all possible input values due to the high dimensionality of images. For example,
ifwe develop a system for distinguishing zebra images from deer images, the
output is unclear ifwe receive an image of an okapi as shown in Fig. 2.1.

Mapping from input to output In this thesis, we approach visual recognition
from a machine learning perspective. We define the recognition process as a
function

h: Q —> T (2.1)

mapping from the input space Q to the desired output T. Q contains all possible
input patterns :13, which are images in our case. A common choice is a fixed
size image input space Q : [0, IIWPJ/' XHW X3 with width Wm € N, height Hm e N,
and three channels for red, green, and blue. In some applications, the input can
also be a pre-computed feature vector.

The output space depends on the task. Image classification assumes T I
{1, . . . , C}, which are the labels for C € N object categories. In this case, h
outputs the most likely category for the input image. In contrast, approaches
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Figure 2.1: Image of an okapi, which has similarities to both zebras and
deer. Image was taken by Eng (2014).

for attribute prediction calculate a score for each attribute independently and
hence T = [0, 1]B . B € N is the number of attributes in this case. Localization
is a regression task and the output space is a location in the input image, i. e.,
T : [0, Wnn] >< [0, Hnn]. Finally, image description creates a text using an alphabet
A and hence T = /1*, which is the set of all possible strings. Please note that
especially in the last example the output might be ambiguous and hence it
might make sense to define h as a relation instead of a function. However, in
this thesis we assume a unique output for each possible input.

Restricting hypotheses When defining a task, we usually have only an ab-
stract idea of the desired h in our mind. As the exact function is not clear, we
will call h hypothesis from now on. There are infinitely many functions h and
selecting the correct one for a given task is very challenging. In our work, we
identify the most suitable hypothesis by learning it from data. Given a set of
labeled samples Q : {(:1:n, tn) I azn 6 Q, tn € T, 1 < n 3 N}, we require our
hypothesis to produce the desired output at the provided locations of the input
space, i.e., V§:1h(a:n) : tn. For example, in bird species recognition, 53 consists
of sample images for each species and we require h to work at least for these
samples. We will call 33 the labeled dataset in the following.

33 restricts the set of possible hypotheses. The more samples there are, the
more constraints need to be fulfilled by the hypothesis. Still there are infinitely
many possibilities for h, because the input space Q is infinite while the dataset
Q is only finite. It seems there is no gain from the tedious work of collecting
sample images. The reason is an important second ingredient, which is a model
for the hypothesis.

The model restricts the set of possible hypotheses as well. While the labeled
set of samples provide point-wise restrictions, the model constraints h on a
global level over the whole input space Q. It implements assumptions about h in
a mathematical framework. A common and intuitive assumption is smoothness
of h. If an image is classified as Fox Sparrow, similar looking images should be
classified as Fox Sparrow as well. An implementation of this assumption could
be the NN classifier, which predicts for a given input :1: 6 Q the category of the
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closest sample in 33 according to a defined distance measure. This constraints h
to be smooth in a region around each element of Q.

Parametric hypotheses The NN classifier is simple and intuitive, but requires
the whole dataset for predicting the label of new input samples. In addition,
it is sensitive to outliers in the dataset. Learning a parametric model of the
data addresses both drawbacks. The prediction of a new image then requires
only the parameters instead of the whole dataset. At the same time, outliers are
handled by the constraints of the model.

The search for the best-suited hypothesis is replaced by the search for the
best-suited set of model parameters. Similar to before, we require the model to
produce the correct prediction at least on the labeled dataset while considering
the constraints of the model. This is formulated as an optimization problem,
where we want to find the set of parameters, which minimizes the number of
false predictions of the model on the labeled data.

Let 0 6 O denote the parameters of the model. Furthermore, let L : T >< T —>
Rn be a distance or loss function on T, which measures how different two labels
are. Then the optimal parameter is obtained by

1 N

0*: g " - Lh .1;n,t,,. (2.2)er6£1nNn; (,,( ) )

The optimal set of parameters 0* minimizes the mean difference between model
output and annotated label. Hence, the equality of prediction and ground-
truth label mentioned before is replaced by a loss term. This more generic
formulation is often required for optimization and allows for using a smooth
function to measure the correctness of an output.

The role of computer vision Defining suitable models and collecting repre-
sentative data is one of the core concerns of computer vision. Section 1.3
presented a wide range of models published in the last decades. In the early
years, recognition models were very application specific and many concepts
were described manually by the developer with almost no parameters learned
from data. Later works modeled the recognition process in a more generic
manner and learned a small set of model parameters using tens or hundreds
of images. There is always a trade-off between how much of the recognition
process is explicitly modeled and how much data is required to train the model.
Today’s approaches are often designed to be as generic as possible and hence
require large datasets to work well. The combination of parametric model and
labeled dataset allows for selecting effective hypotheses. The model should
ideally be generic and usable in a wide range of applications. In contrast, the
dataset is highly application specific and should represent the expected distri-
bution of the input samples as good as possible. The hypothesis will fulfill our
expectations the better, the closer the assumptions of the model are to reality,
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the more representative our data is, and the more data we have in general. This
reveals that computer vision approaches can be further improved by developing
more suitable the parametric models and by collecting more and better data.

2.2 Representations for visual recognition

The recognition process is complex and hence usually separated into less com-
plex operations. This section presents operations, which are commonly used
in state-of-the-art recognition models. In particular, we will focus on CNNs
as they are used later as a basis for our fine-grained recognition models. The
operations will be denoted by f (y) : z, where f is a function, y the input and z
output. The input and output space depends on the transformation f and its
parameters 0 6 R0, O E N. If not mentioned otherwise, we will assume that the
input and output is a column vector of real values with dimension E 6 N and
D 6 N, i.e., f : RE —> RE. The same symbols are used for all transformations.
However, they denote a different vector in the definition of each transformation.
The only exception is the transformations itself, which is given a unique name
for later reference in the thesis.

2.2. 1 Linear transformations
Generic linear transformation Linear transformations are one of the most
common operations in today’s visual recognition systems. It is included in a
wide range of approaches, e.g., linear classifiers, convolutions, transformations
for dimensionality reduction like principal component analysis (Pearson, 1901)
(PCA), and linear transformations to obtain an embedding. A generic linear
transformation is defined by

J1:linear(y) : 6 _ y’

where 0 6 RE XE is a parameter matrix. In many implementations an additive
bias term is included in the linear operation. However, a bias term can be also
implicitly included by added an extra dimension to the input y with the value 1.

If 0 is learned such that the output z are scores for D categories, then f“near
is considered a linear classifier for the input y. Depending on the optimization
criterion during training, the operation is called multinomial logistic regres-
sion (Cox, 1958; Theil, 1969) or one-versus-all SVM classifier, to name just two
popular examples. f“near can also be an embedding of the input features into a
different D-dimensional target space if Hhneaf € RE XE is learned to minimize
distances between samples from the same category while maintaining or maxi-
mizing distances between different categories. More details on the optimization
criterion are presented in the following Section 2.3.
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Convolution Another special case of the linear transformation is the discrete
convolution, which nowadays is one of the most used operations for extracting
intermediate representations from image data. It is a mathematical operation
on two discrete functions. In our case, the input y E RE is interpreted as the
first function with y: Z —> R and

W1) = 11101 Hwd E) + 111 (2-4)
where the bracket notation y[i7] describes the 17-th element of vector y and
17 € Z. Furthermore, let 0: Z + R be a second discrete function derived from
the parameter vector 0 6 R0, O 6 N, with

_ 1 1 "
0

€( ) Ho 1f1§o§O (
o . ,

otherwise
2.5)

where 0[o] denotes the o-th element of the vector 0 as before and 0 6 Z. Then
the output z of the one-dimensional discrete convolution is defined as

OO

Zldl1— Z 9(d—0)-W1)» (2-6)

where z[d] denotes the d-th element of the output vector z 6 RE and 1 g d 3 D.

The relationship to the linear transformation as shown in Eq. (2.3) is given by
the representation of the finite discrete convolution as a matrix multiplication.
Let A9 6 RE XE be the circulant matrix

QQ /\/\ [\Dl—\ \_/\/ 2/\ 55 Q® /\/-\ CJQRD \_/\_/

0

Ag I I . I

0(E - 1) 190.1: - 2) e(
an-3) 0(E— 1) e( 135

derived from this function, where the first column is equivalent to 6’ and where
each consecutive column is the result of a circular shift of the previous one.
Then the finite variant of the discrete convolution shown in Eq. (2.6) can be also
calculated as

z : Cg - y (2.8)

and hence is a linear operation as shown in Eq. (2.3).

So far, we only considered the one-dimensional convolution. Object re-
cognition uses two-dimensional multi-channel images as input and hence a
two-dimensional convolution for multiple input channels is used. The formula-
tions of Eqs. (2.4) to (2.6) can be extended in an intuitive and natural way. The
operation stays linear and a formulation comparable to Eqs. (2.7) and (2.8) can
be derived for this case as well.
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2.2.2 Element-wise non-linear operations
Convolutions are especially effective for high-dimensional data, as the number
of parameters is still comparatively low relative to the number of input- and
output elements. However, concatenations of linear transformations are still
linear. Element-wise operations provide an easy way to increase the complexity
of learnable functions while keeping the parameter count low. These operations
are also called activation function in the context of CNNs. We will present three
popular examples in this section.

ReLU The most common non-linear operation in state-of-the-art CNNs is
the rectified linear unit Uarrett et al., 2009; Nair and Hinton, 2010) (ReLU). Let
the input and output have the same length, i.e., y, z 6 RE. Then the ReLU
transformation fReLU is defined as

ZIdI = fReLU(yId]) = Il'l8.X(0, y[d]), 1 g d g D. (2.9)
It keeps positive values unchanged and replaces all negative values by 0. While
numerous extensions like leaky ReLU (Maas et al., 2013) or maxout networks
(Goodfellow et al., 2013) have been proposed, the original ReLU remains the
most widely used activation function in today’s architectures.

Exponentiation Element-wise operations also play an important role in other
models and approaches besides CNNs. The exponentiation is one example of
that. Let y and z be the input and output of equal size as before. Then

zI0lI : fp°Wer(yId]) : yId]l, y E R, 1 § d § D, (2.10)

defines the element-wise exponentiation of the input vector to the power of
y € R. This operation is used for gamma correction (Gonzalez and Woods,
2017, Sect. 3.2) or feature transform (Lin et al., 2015; Perronnin et al., 2010), for
example. A generalization is the signed exponentiation, which was introduced
by Perronnin et al. (2010) as power normalization and which will be also used
later in the thesis. It is defined by

Zldl = fSig“€d‘p°Wer(vldl) = Se11(yldl)|yldl|l1 7 € R1 1 S d S 19- (2-11)
fSig“ed'1’°‘”er preserves the sign and performs the exponentiation on the absolute
value of the input.

Dropout A special operation used only during gradient descent optimizing
is dropout (Hinton et al., 2012). It is a non-deterministic operation, which
randomly sets values to zero. Given a probability p € [0, 1], it is defined by

' h b b'l'ZICZI : fdr0pout(yIdI) : l/Int pro a 1 ltyp (2.12)

6 S6
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with 1 g d 5 D. Each element is processed individually and hence on average
a portion p of all elements is kept while 1 — p elements are set to zero. Hinton
et al. (2012) argue that dropout improves generalization ability and reduces
overfitting of trained models. It avoids that a single element in the descriptor
is responsible for recognizing an object as an element is set to zero in p of all
calculations. Hence, the model is forced to learn descriptors which are more
distributed and helpful for many different objects and scenes. Experiments
support this and attest dropout applied to the output of linear operations a
significant improvement in terms of recognition accuracy. Many state-of-the-
art architectures use dropout, for example AlexNet and VGG-VD.

2.2.3 Aggregation
Robustness against small object deformation, image translation, and sensor
noise is a crucial property of feature descriptors used in object recognition.
Descriptors computed on very small regions cannot fulfill this requirement. For
example, consider a high-frequency pattern with vertical stripes of alternating
color and one pixel width. If the image is translated by one pixel orthogonal to
the stripe orientation, the gradient direction at all locations changes by 180°.
Hence, gradient-based descriptors computed at individual pixels are not very
robust to changes in the input image.

This applies to all kinds of representations. Pooling aggregates statistics
from a larger neighborhood and hence contributes to a more robust descrip-
tion. For example, aggregating statistics in a neighborhood of size 2 in the
mentioned example yields statistics which are more robust to translations as
each histogram includes edges for both gradient directions. Pooling is similar
to the convolution introduced before, with the main difference that pooling is
usually parameter-free and that the operation can be non-linear.

Definition Let the input and output be real-valued vectors with identical
shape, i. e., y, z 6 RE, and let T € N be the neighborhood size for the aggrega-
tion. Then a spatial aggregation function is defined by

Ztd1= f§gg(:u) = .<1<{:utn] I1 s 11 s D A In — dl s T1). 1 s <1 s D, (2.13)
8.where g: ‘l?(R) \(Z) —> R is a local aggregation scheme and where fdgg(y) denotes

the d-th value of the vector-valued function fagg(y) : RE —> RE .
In the case of two-dimensional multi-channel input, the neighborhood

spans both input dimensions within each channel, but not across channels.
The aggregation as shown in Eq. (2.13) is often not done on all possible input
locations but rather on a subset. Depending on the context, this is sometimes
also called pooling with stride or cell-based statistics computation. Pooling
with stride only keeps every 2'-th value in the result of Eq. (2.13). This is quite
common in state-of-the-art CNN architectures. Similar to before, we present
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formulas only for the one-dimensional single-channel case to keep notation
concise. The extensions to two dimensions can be done in an analogous way.

A special case is the cell-based aggregation, which summarizes values within
distinct non-overlapping cells of the input. The neighborhood size T is equal to
the stride and hence each output value is computed from a distinct neighbor-
hood. This aggregation scheme is used in many hand-crafted image descriptors
like SIFT or HoG, but is common in CNNs as well.

A second special case is the global aggregation of local features. In this case,
the neighborhood size is equal to the size of the input and hence only one
output is obtained. It is used to obtain a single description for the whole image
or to fuse predictions made at parts of the image.

Average and maximum pooling Maximum and average pooling are the most
common aggregation functions in contemporary approaches. The former com-
putes the maximum and the latter the mean of all values in the neighborhood:

gmaX(S) : rp€a5xs and gaVe(S) I é Z5, (2.14)
SES

where S E ‘.B(R) \(Z) is the set ofvalues in the local neighborhood and the input to
the aggregation functions gm“, gave: ‘B(R) \ (Z) —> R. In CNNs, maximum pooling
is often used between consecutive convolution operations where the spatial
resolution of the feature representation is reduced. Average pooling is used
in some architectures like ResNet as a final step to aggregate local descriptors
before passing the result on to the linear predictor (He et al., 2016). In BoW-
based approaches, the histogram computation within a window can be seen
as an average pooling over encodings of the contained local descriptors as
discussed later in Section 2.2.6.

2.2.4 Normalization
Learning parameters of a recognition approach is critical for achieving a high
recognition accuracy. The optimization performed during learning often yields
better solutions, if feature descriptors are within a certain value range. Some
approaches even assume that a certain value range or that the input follows
a certain distribution. Normalization is applied to descriptors to fulfill this
requirement. In this work, LP- and softmax, batch and local response normal-
ization (Krizhevsky et al., 2012) (LRN) are used.

LP-normalization Normalization with respect to a LP-norm scales an input
vector to unit length. Let p E R, p Z 1, a real number and y E RE an input
vector. Then L1’-normalization is defined as

2 = fLp-“°““(y) = i I E 1 . (2.15)
““’“’” (2.€:11yt1111P)1
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The advantage of normalized vectors is a more suitable distance metric in high-
dimensional space if a linear classifier is used. A linear classifier uses the inner
product as similarity function, which also called kernel function in this context.
Let y, y’ E RE, E E N, be two vectors in the E-dimensional feature space. Then
the inner product is defined by

(:1/1y’): <><>S(p)l|y|l2llv’ll21 (2.16)
where p E [0, 71'] is the angle between the two vectors y and y’. As can be seen,
both the angle and magnitude of the two vectors influence the inner product.
The term cos(p) is also known as cosine similarity. In high dimensional space,
the angle is often more meaningful than the magnitude and hence the cosine
similarity is a popular similarity measure.

The effectiveness of cosine similarity and the efficiency of a linear classifier
can be combined with L1’-normalization. In the case of normalization with
p = 2, we have ||yl|2 I ll?/l|2 = 1 and Eq. (2.16) simplifies to

008(1)) = <11. :1/>1 (2.17)
which means the inner product and the cosine similarity are equivalent. Hence,
the linear classifier with cosine similarity kernel can be obtained by normalizing
the input vectors.

Softmax function The output of an operation like the linear transformation is
often unbound. In certain cases, it is required to transform the values such that
they fulfill the properties of a discrete probability distribution, i. e., all values are
within [0, 1] and the vector adds up to 1. This is the case, if the cross-entropy
is used as a loss, for example. The softmax function (Bishop, 2007, p. 1 15) is a
widely used normalization approach in this case.

Let y E RE be the input and z E RE the normalized output vector. The
softmax function is then defined as

z]d] = fS°ftmaX(y) = LE] 1 < cl < D (2 18)" 25:1 6111')’ t t ' '
Each element of the input y is transformed by the exponential function and
the resulting vector is L1-normalized. Hence, it is a combination of an element-
wise non-linear transformation and a L1’-normalization as presented before.
All elements are positive, because of the exponential function. In addition, all
elements add up to one due to the L1-normalization. Hence, the output vector
fulfills the properties

z]d] e (0,1) /\ §:z]d] = 1. (2.19)
d=1
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While the z]d] are no real probabilities, the output is often treated as a discrete
probability distribution.

Batch normalization Batch normalization (Iofie and Szegedy, 2015) was devel-
oped and presented specifically for accelerating the gradient descent optimiza-
tion when training deep CNNs. CNNs consist of a concatenation of parametric
transformations. During learning, the value distribution of the intermediate
outputs of each layer change after each learning step. This is called internal
covariance shift by Ioffe and Szegedy (2015). The shift might decrease conver-
gence speed as the optimal parameters of subsequent transformations most
likely change together with the shift of previous layers.

Batch normalization aims at reducing the shift by normalizing the output
distribution. This is followed by a learned element-wise linear transformation.
Let y E RE be the input vector, which is assumed to be a set of d samples from
the input distribution. The output z E RE has equal size as in all normalization
operations. Furthermore, let 0 E R2 be the parameters of the normalization.
Then a batch normalization operation is defined by

\/v(v)2 + 6
where 6 > 0 is a small constant added for numerical stability and where )1: RE —>
R and 0: RE —> R are the mean and variance:

Ztdl - the-“O:m(y> - @111 + @121. <2-20>

@l—\ Me S
Qt—\ -M@/1(1)) = E dl and e(:u)2 = — (1/ldl — /1)2- (2-21)

The normalization shown in Eq. (2.20) consists of two steps: whitening and
a linear transformation. Whitening transforms the input such that it has zero
mean and unit variance. This is followed by a parametric linear transforma-
tion. According to Ioffe and Szegedy (2015), whitening only might restrict the
representation capabilities of a descriptor. For example, if the normalization
is followed by an element-wise non-linear Sigmoid transformation, then the
values would all stay within the linear part of the function. The linear transfor-
mation allows fba““h‘“°rm to be the identity transform, i. e., it does not change
the input, if this is better suited to solve the optimization task in learning.

The Eqs. (2.20) and (2.21) calculates the mean and variances over the whole
input vector of a single sample. In state-of-the-art CNN models, the mean
and variance are usually calculated for each channel individually. In addition,
multiple samples are used to increase the robustness of the estimated distri-
bution parameters. These samples are called batch and hence the name batch
normalization. After deployment, the mean and variance computed across the
whole labeled dataset are used.
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Local response normalization The CNN architecture AlexNet uses a novel
type of normalization called local response normalization (Krizhevsky et al.,
2012) (LRN). It assumes a multi-channel input, i.e., a vector-valued discrete
function. LRN inhibits high-responses of neighboring elements of the vector-
valued input at each location. Let y E RE be the vector-valued input at a
certain location. In case of CNNs, each element in y corresponds to the output
of a single channel. Furthermore, let z E RE be the equally sized output
and 0 E R3 >< N the parameters of the normalization. The local response
normalization is then defined by

Z1111 - f1m<11td1) - yldl . (2.22)min(D,d+9I4]/2) 9131

<6[1]+ Hm 2 l 1/ )yM2>17:maX(1,d—9 4 2

In case of 0 : (0, 1, 0.5, 2), fl”) divides each element of the input by the L2-
norm of the elements in the local neighborhood similar to L2-normalization.
The higher responses there are in a neighborhood, the larger is the divisor.
This causes a competition as only a few elements can have a large output.
The parameters have a strong influence on the strength of the normalization.
Krizhevsky et al. (2012) uses 0 : (2, 10'4, 0.75, 5), which was found using a
held-out labeled dataset. A notable special case is the L2-normalization shown
in Eq. (2.15), which can be obtained with 0 : (0, 1, 0.5, 2D). The last entry 2D
results in Eq. (2.22) in a summation over all elements, which is also done in
L2-normalization.

2.2.5 Second-order operator
Outer product Carreira et al. (2012) and Carreira et al. (2015) introduced
second-order operators, which showed an improved recognition accuracy while
keeping the computation time low due to the use of linear classifiers. We will
use 2AvgP presented in the papers later.

Let yl E RE, 1 3 l 5 L and E E N, be a set of local feature descriptors for
a single sample and z E RE XE the output. 2AvgP calculates the outer product
of the local features and aggregates the result in a neighborhood with average
pooling as shown in Eq. (2.14)

L

z - f2AVgP<{111}1i1> - %Z 1)? -111. (2.23)
l:1

This aggregation of outer products is also called Gram matrix (Horn and John-
son, 2012, Sect. 7.2) and is equivalent to the covariance matrix as used in Tuzel
et al. (2008), if the mean of the local features y) is a vector of zeros. The idea
of using second-order statistics has also been used by other approaches like
Fisher vectors or VLAD.
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Compact representation f2A"gP computes a matrix of shape E >< E and hence
can be high dimensional. If the representation is used as input of a linear
classifier, the representation can be greatly compressed while maintaining
the discrimination ability. We will briefly introduce one possible approach,
tensor sketch (Pham and Pagh, 2013), which was successfully applied to CNN
architectures by Gao et al. (2016).

As discussed before, linear classifiers use the inner product as kernel func-
tion to measure the similarity of two descriptors. In case of features obtained
with 2AvgP, the inner product between two descriptors z, z’ E RE XE is propor-
tional to the aggregated quadratic kernel between all pairs of corresponding
local features y),y§,, E RE, 1 3 l 3 L, 1 g m’ g M:

(vec(z),vec(z')) oc (vec 19;) ,vec<Z (2.24)

T M
= tr ml) vi-1.(y§-..)T>> (2-25)

I 771:1

= (y1y1T'Jl11(y'm)T) (2-26)

Ni“:/:22e2/“

nMLE?HmgHM“

‘Q=e

§

= <1-/11 v111)2 1 (2-27)

where vec(-) denotes the vectorization and tr(-) the trace of a matrix. The
Eqs. (2.25) and (2.27) use the relationship between the trace and inner product
and Eq. (2.26) the linearity of the trace.

Tensor sketch can be used to approximate this quadratic kernel by a linear
kernel between transformed descriptors. Instead of average pooling of the outer
product, we can use average pooling on the transformed local features. The
inner product between the resulting features of each type is approximately the
same as shown by Pham and Pagh (2013).

The first step is a random projection of the local features y) and yfm. In
the following, we will only refer to the local features y), but all statements also
apply to yjn. Let (b: RE —> RE denote such a transformation with D being the
target dimensionality and D << E2. Let furthermore kn ~ U({—1,1}E) and
q,, ~ U({1, . . . ,D}E) with 1 3 0 § 2 vectors, which are once uniformly drawn
from the respective sets and fixed in all further operations. We define count
sketch functions

111; RE >< {0, . . .,o}E >< {-1,1]-E -> RE (2.28)
\11¢1(y11l<11,q11)= Z ktlvlytlvl With 1 E d 5 D. (2-29)

19735
q11li1l=d
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which compute such a random projection into a D-dimensional space while
approximately preserving inner products (Pham and Pagh, 2013). Please note
that the result is different for each 0 as the random vectors kn and q,, are different.
We obtain two different projections for each local feature.

The definition count sketch functions in Eq. (2.29) allow for an efficient
computation of the count sketch of the outer product of y) as shown by Pagh
(2013). Their approach uses polynomial multiplication implemented with fast
Fourier transform (Cooley and Tukey, 1965) (FFT):

</5(:u1) I FFT_1(FFT(\1’(:u11k1,q1)) O FFT(\1’(y11k2,q2))) 1 (2-30)
where FFT(-) and FFT_1(-) denote the FFT and its inverse and where o denotes
the element-wise multiplication. q5(y)) is the desired feature representation,
which allows for approximating the quadratic kernel. Gao et al. (2016) apply
this transformation to all local features using the same kn and q,,, 1 < 0 § 2, at
all locations. This is followed by average pooling of the resulting projections to
obtain a single compressed descriptor for the whole image, which approximates
the average outer product. In their experiments, compressed bilinear pooling
allowed for reducing the feature dimension by a factor of 32, from 512 - 512 :
262144 down to 8192, while preserving the classification accuracy.

2.2.6 Common architectures
The presented transformations are elementary and can be combined arbitrarily.
The arrangement of multiple operations will be called model architecture in
the following. While the focus of the previous section was on operations related
to CNNs, we will first show that also a traditional approach based on HoG and
BoW can be expressed. Afterward, we will introduce the CNN architectures used
in the experiments of the thesis.

HoG with BoW approach Prior to the dominance of CNNs in computer vision,
hand-crafted descriptors and encodings based on them were widely used as
explained in Section 1.3. The first combination extends Section 1.3 with more
details about a popular pipeline consisting of HoG and BoW. HoG as presented
by Dalal and Triggs (2005) divides an image into equal-sized cells and computes
a histogram over discretized gradient orientations weighted by their magnitude
in each cell. The histogram of neighboring cells is concatenated and normalized
using L2-normalization. The result is used as local descriptor afterward.

BoW clusters the local HoG descriptors of all training images using k-means
(MacQueen, 1967). Each resulting cluster center is used as a codeword, which
is also called prototype vector. A soft assignment is used to compute a vector
describing the similarity of each prototype to the local descriptor. In case of
kernel codebook coding (Philbin et al., 2008; Van Gemert et al., 2008), this
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similarity vector z E RP is obtained by

21(2),/1-) . M 1an: P P with 1.;(;1),).1.,,) :e 3111'! /~'--)2, (2.31)
Zn/:1 111(1)./1)./)

local descriptory E RE , parameter 0 E R1, and prototype vectors up, 1 < p g P.
The global BoW descriptor of an image is given by averaging all local similarity
vectors in an image. It is then passed on to a linear classifier based on SVM.

Formulation as CNN In terms of elementary transformations, the calcula-
tions of HoG can be seen as a convolution of the input image with as many
filters as there are discrete gradient directions. Each filter responds to the differ-
ent gradient directions and is followed by ReLU as we only care about positive
responses. The result is a vector for each location, which contains non-zero
responses for filters, which correspond to the gradient direction at this location
and which are weighted by the magnitude of the edge. Average pooling then
combines all histograms within each cell and the resulting histograms of neigh-
boring cells are concatenated. Finally, L2-normalization is applied to each local
descriptor individually.

The BoW computations are in essence very similar to the first step of HoG.
The distance of the prototypes to a single feature vector can be expressed as
a matrix-vector-multiplication, where the stacked prototypes are the matrix.
It is even possible to express this as a special case of a convolution. As the
input vectors are normalized, the inner product and the Euclidean distance are
directly related with

lly-/1,1112 = (v—/1,..v—up> = —2(v1/1p)+llvl]2+ll/11,112 = —2(y1/1p)+2. (2-32)
where we use the relationship between Euclidean distance and inner product as
well as the linearity and symmetry of the inner product. Hence, the term within
the exponential function of the kernel in Eq. (2.31) is equivalent to

(2——lly—/1,1112 = 9(1)./1,1,) -9- (2-33)2
Transforming the output of the matrix-vector-multiplication with a linear oper-
ation and applying softmax and average pooling to the resulting vectors gives
the BoW output as presented before. The final classifier is a simple linear trans-
formation as mentioned before.

CNNs architectures Most state-of-the-art approaches in computer vision are
currently based on CNN models built for image classification. In particular, the
commonly used AlexNet (Krizhevsky et al., 2012), VGG Very Deep (Simonyan
and Zisserman, 2014) (VGG- VD), and residual network (He et al., 2016) (ResNet)
architectures will be described in the following. AlexNet is the winning classifi-
cation model in the ILSVRC 2012 and can be seen as the starting point of today’s
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Block I l0PlJ’E Conv Conv Conv Conv Conv FC FC FC
+ ReLU —l— ReLU + ReLU + ReLU + ReLU -1- ReLU —|— ReLU + Softmax
+ Norm + Norm + Max + Dropout + Dropout
+ Max —l— Max

Resolution 227x227 55x55 27x27 13x13 13x13 6x6 1x1 1x1 1x1
Channels 3 96 256 384 384 256 4096 4096 1000

Figure 2.2: Architecture ofAlexNet, the winning classification model of
the ILSVRC 2012.

2x 2x 3x 3x 3x

B|<>¢k I lnPU’E Conv Conv Conv Conv Conv
+ ReLU + ReLU + ReLU + ReLU + ReLU + ReLU + ReLU + Softmax
+ Max + Max + Max —l— Max + Max + Dropout+ Dropout

Resolution 224x224 112x112 56x56 28x28 14x14 7x7 1x1 1x1 1x1
Channels 3 64 128 256 512 512 4096 4096 1000

Figure 2.3: Architecture of VGG-VD in the variant with 16 layers. It
simplifies the design principles ofAlexNet and achieves considerably
higher recognition rates.

popularity of CNNs. It assumes a fixed size input image with 227 >< 227 pixels,
which is obtained by either cropping or warping the original input image. A
mean image computed as the average RGB value across all training images and
subtracted from the input image, which slightly increases accuracy.

Fig. 2.2 shows the actual architecture. The computation consists of five
blocks with convolutions and three blocks with linear transformations. The
convolutional blocks consist of convolutions with up to 384 filters and each is
followed by a ReLU. After the first and the second convolutional block, LRN and
maximum pooling are applied. The fifth convolutional block is followed by a
single maximum pooling. The linear transformations contain the operation it-
self and ReLU. Dropout is added after the first and second linear transformation
block. The output of the last linear transformations is a vector of class scores
and hence the prediction of the model.

VGG-VD Two years after the publication ofAlexNet, VGG-VD greatly improved
its recognition accuracy by adding more layers and simplifying design principles.
It won the classification challenge of ILSVRC 2014 and is today still widely used
in tasks like fine-grained recognition and semantic segmentation.

Fig. 2.3 shows an overview of the architecture. All convolutions and pooling
operations share the same hyperparameters. The only exception is the number
of filters in convolutions, which are doubled after each pooling operation and
starts with 64 The filter width is 3 >< 3 with a padding of 1, which preserves the
spatial resolution of the intermediate representations. Pooling operations are
applied five times in total with a 2 >< 2 neighborhood and a stride of 2, which
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2x 7x 35x 2x

l<1<>-wt IR-SA] II II R-SA ll II R-SA ll
BN Sf

+ Max + Average

-
Resolution 224x224 56x56 28x28 14x14 7x7 1x1 1x1
Channels 3 256 256 1024 2048 2048 1000

R BRGSAI GS I

I 2x I 2x + BN

Block I Input COHV COHV Add I Block I Input COHV COHV Add I
+ BN + BN + ReLU + BN + BN + ReLU
+ ReLU + ReLU

Resolution WxH WxH WxH WxH Resolution WxH WxH WxH WxH
Channels C C/4 C C Channels C C/2 2C 2C

Figure 2.4: Architecture of ResNet. Residual connections skipping three
convolutional blocks allow for training of even deeper networks.

means a reduction of spatial resolution by a factor of 2. The three final linear
transformations are equivalent to those in AlexNet.

The increased complexity also greatly increases the computational cost by
a factor of 12 compared to AlexNet. The run time for predicting ten images
at once in a single batch rises from 23 ms to 286 ms on a Nvidia Titan Z. The
main reasons are the increased number of layers, the higher resolution of the
intermediate filter maps, and the larger number of filters in some layers.

ResNet Further improvements are possible with even deeper networks like
ResNet, the winner of the classification task of the ILSVRC 2015. This architec-
ture consistently improved also other tasks like object detection and semantic
segmentation by concatenating over 150 convolutional blocks. Problems in
training such a deep network are addressed by residual connections, i. e., con-
nections skipping three convolutional blocks.

Fig. 2.4 depict the structure of the model variant with 152 layers. Each con-
volutional block consists of convolution, batch normalization, and ReLU. The
first block is similar to AlexNet. Afterward, the network consists of residual
blocks denoted by ResA and ResB. Both contain two parallel paths from input to
output. The first path consists of three convolutional blocks and the second is
either a bypass (ResA) or a single convolution used for adjusting the dimension-
ality of both paths (ResB). The adjustment of dimensionality is required in five
residual blocks, which reduce the spatial size of the intermediate representation.
The output of the last residual block aggregated over all spatial locations using
average pooling and passed on to a linear classifier.
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Comparing CNNs and HoG with BoW The main building block of CNNs are
convolutions and hence their name. It is interesting to see the connection
between transformations used in these models and other models like the pre-
sented HoG with BoW approach. We showed that both HoG and BoW are
basically a convolution of the input with pre-defined filter masks. The convo-
lution is followed by a ReLU in case of HoG and pooling in both cases. The
final descriptor is then passed on to a softmax function and a linear classifier.
Hence, this pipeline is comparable to a common three-layer CNN architecture
with manually set filter parameters in the first layer, parameters obtained by
unsupervised learning in the second layer, and a final discriminatively trained
linear transformation.

CNNs can improve upon this pipeline by learning a larger proportion of
parameters from training data in a discriminative manner and by concatenating
more convolutions. However, the models are often much more complex and the
resulting large parameter count requires a huge amount of labeled training data.
In addition, learning such a huge parameterized model with over 100 million
parameters and good generalization ability is a challenging task.

2.3 Learning representations
Once the structure of a recognition model is defined, the optimal values for
the parameters are found using optimization as introduced in Section 2.1. This
process is called learning from data and is crucial for high accuracy. We will
focus in this thesis on supervised learning of discriminative models, i. e., models
learned with annotated data and used for distinguishing previously unseen data
afterward.

2.3.1 Splitting the dataset
Section 2.1 introduced the recognition model as a parameterized hypothesis
hg, whose optimal parameter values 0 are found using the labeled dataset Q =
{(:cn, tn) I 1 < n § N} C Q >< T. These learnable parameters include the values
of a convolutional filter and the weights of a linear transformation, for example.
Their optimal value can be obtained by solving the optimization problem in
training. However, most approaches also contain hyperparameters C E Q in
addition to the learnable parameters 0. These include architectural choices like
the convolutional filter width or the number of stacked convolution operations.
Their optimal value is very hard to find due to their discrete character or due to
a highly non-linear relationship to the objective function.

The simplified optimization shown in Section 2.1 is hence more properly
described as follows. The labeled dataset D is split into the non-overlapping
non-empty training, validation, and testing sets @221“, EVE], Die“ C Q, i. e.,

$
Qtrain m Qval m Qtest :
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The training and validation sets are used to find the optimal parameter and hy-
perparameters, respectively. An unbiased evaluation of the learned parameters
is in practice as important as the learning process itself. The held-out data @1681
is used for this purpose. Finding the optimal hypothesis h(@-(Q1 M-) is then a
nested optimization problem

1

CEQ I I (a:,t)€’D"a1

1
Where 6*(() I argming Z L(h(97C)(a3), t) . (2.36)

9€6 l (33 t)€@train

Please note that Eq. (2.35) calculates the aggregated loss on 33”] while Eq. (2.36)
uses @1121“. Once the optimization is done, the testing set is used to obtain
an estimate for the accuracy on unseen data. For improved hyperparameter
optimization, Eq. (2.35) is repeated several times with different splits of training
and validation data, which is also known as cross-validation. However, the
testing set should always remain unchanged and should not be used to pick
the best hyperparameters. For more details on this procedure, e.g., suitable
splits, number of repetitions, required set sizes, and so, we would like to refer
the interested reader to (Bishop, 2007, Sect. 1.3).

2.3.2 Loss functions
The goal of the optimization is to find the hypothesis which best fits our ex-
pectations. Loss functions are used to measure how close the prediction of a
hypothesis is to the expected output.

0-1-loss The prediction of a hypothesis is considered correct, if the output
matches the expected output, and false otherwise. The loss function closest
to this notion is the 0-1-loss, which is 0 for correct prediction and 1 for a false
prediction (Scholkopf and Smola, 2002, Chapter 3). In the following, let z :
h(9,¢)(a:) E T be the prediction of the hypothesis hwaq) for a given sample
(ac, t) E Q. The 0-1-loss is then defined as

£0/1(z,t) I ll(z ,2 1): {II if , (2.37)

where 11 (-) denotes the indicator function. The mean loss in Eqs. (2.35) and (2.36)
represents the error rate, which is the most widely used measure for comparing
approaches in image classification. However, all false predictions are treated
equally, independent of how close the prediction might be to t. This renders
learning very hard as all gradient-based optimization approaches require a
non-zero gradient. £0/1 is a constant function with a jump discontinuity and
hence has a zero derivative on its whole domain except for the equality case,
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where the derivative is even undefined due to the discontinuity. Hence, it is
usually only used for hyperparameter optimization in Eq. (2.35).

Hinge loss Smooth loss functions are used to approximate the solutions ob-
tained with L2/1. Commonly used and relevant for this thesis are hinge, cross-
entropy, and Euclidean loss (Bishop, 2007, Sect. 7.1, 4.3.2, and 3.1.1). Hinge
loss is used in the training of binary maximum-margin classifiers, i. e., classifiers
which maximize the margin between the decision boundary and the training
data. SVM is an widely used example of that. Let the target label space be binary,
i.e., T : {—1, 1}, the prediction a real-valued score z E R, and (ac, t) E 33 a
sample with its label. Then the hinge loss is defined by

£hinge(z, t) : max{0, 1 — t - z}. (2.38)

In case of a correct prediction, i. e., the prediction is t, the loss is zero as 1 t - z :
1 — 1 — 0. The further the prediction score changes towards the false prediction,
the higher is the loss, reaching 2 at a prediction of —t. If the hypothesis is a
linear operation, i.e., z : h(@7¢)(:1:) : f1i“‘*“"(a:), and in training % T E R1 is
minimized in addition to the hinge loss, then we obtain a linear soft-margin
SVM classifier as in Cortes and Vapnik (1995).

Cross-entropy loss An common alternative to Hinge loss is the cross-entropy
loss, which is often used for training CNNs on classification datasets. It is
defined for two discrete probability distributions. Hence, the label space is
T = ]0,1]E and both the label and the prediction should add up to 1, i.e.,
25:1 tId] : 25:1 zId] : 1. In addition, it requires z]d] 75 0. Originating from
information theory, the cross-entropy loss expresses the average number of bits
needed to encode a character drawn from an underlying true distribution using
an encoding scheme, which is optimized for a different distribution.

In machine learning, the underlying distribution corresponds to the label
t and the prediction z is the distribution for which the coding scheme was
optimized for. The optimal codeword length of the d-th element is log(fi) and
the probability that it occurs is t]d], 1 § d 5 D. Hence, the average number of
bits is obtained by

iMe
H~

U

NOS:-:“"@PY<-21¢) - 1-it 101-§2(%) - -Z11-11 1<>s2(Zldl)- <2-39>
d:1

The minimal value is achieved for z : t and equal to the entropy of t. In case of
classification with D categories, t consists of a 1 for the ground-truth category
and 0 at all other positions. Hence, the tight lower bound of the loss is 0.

Euclidean loss Hinge and cross-entropy loss are used for classification tasks.
For regression tasks, e.g., estimating the age of a person given a picture of
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the face, the Euclidean loss is a common choice. Let the label space and the
predictions be real-valued, i. e., t, z E R. Then the Euclidean loss is defined by

[\'Jl—\ §M@
c@“@11d@an(2,t) = %IIz - tII2 = - (z]d] - t]d])2, (2.40)

and hence computes the squared difference of the entries in z and t. Finding
the optimal parameters with the Euclidean loss is also known as the method of
least squares.

It can be used for classification tasks as well, if the target label space and
the predictions are probability distributions as in cross-entropy loss. However,
while cross-entropy in combination with softmax normalization is equivalent
to maximum likelihood estimation, there is no theoretical interpretation for
the Euclidean distance on probability distributions. In addition, we observed
inferior accuracy for CNN models trained with Euclidean loss compared to
cross-entropy.

2.3.3 Bias-Variance tradeoff and regularization
In training, we identify the parameters and hyperparameters which perform
best on the training and validation set in terms of minimal loss. It is important
to keep in mind, that the samples of these two sets are merely are small finite
subset of the infinitely large input space. This means we might obtain a solution
which works perfectly on the training and validation set, but generalizes poorly
to unseen input samples. The effect is called overfitting.

It can be addressed by decreasing model complexity, for example by chang-
ing the architecture or with regularization. Highly complex models with many
parameters often show less smooth and hence unpredictable behavior between
samples, which causes larger errors on unseen samples. In contrast, the output
of less complex models is smoother and hence the generalization is better. How-
ever, the model might not be able to solve the task well anymore. This effect is
called bias-variance tradeoff (Bishop, 2007, Sect. 3.2). While bias describes the
error due to wrong model assumptions, variance is the error caused by noisy
training data. Choosing the right complexity is part of the hyperparameter
optimization and called structural risk minimization (Vapnik and Sterin, 1977).

Regularization is a simple way to address overfitting without changing the
architecture. It changes the objective function by adding a new term to it. The
term penalizes certain parameter values, usually those causing a large norm. In
case of the training optimization problem shown in the beginning, Eq. (2.36),
the regularized problem is given by

1 O
a*((;) I argmin Z c(/1]“, (.-1;), t) + 5 Z|HIo] |P, (2.41)

eee l@ l (w7t)€@,,.,,,, 0:1
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where p E N andf E R1. Common choices are p = 1 and p : 2. The former is
also called lasso (Tibshirani, 1996) as it often causes the solutions to be sparse.
The latter is called Tikhonov regression (Tikhonov and Arsenin, 1977), ridge
regression (Hoerl and Kennard, 1970) or, in the context of CNNs, weight decay.

The regularization parameter 5 influences the strength of regularization.
Large values offi increase regularization and hence the bias of the model. In
contrast, a small 5 restricts less and hence increases the complexity and variance
of the model.

2.3.4 Optimization approaches
The two optimization problems of training, Eqs. (2.35) and (2.36), are often
handled in different ways. The hyperparameters describe architectural choices
and are often either discrete or the objective function is not differentiable
with respect to them. They can also include regularization parameters, which
would always become zero as no regularization decreases the objective function
value. Hence, candidates are sampled from the hyperparameter space and
evaluated. Exhaustive search and grid search are two examples for that. In
contrast, parameters are typically real-valued and the objective function is
often differentiable with respect to these variables. Iterative approaches like
stochastic gradient descent (SGD) with momentum, coordinate descent and
analytical solutions are applied in this case. This section presents a selection of
common choices for each group.

2.3.4.1 Notation

For ease of notation, we explain the methods using a generic formulation of an
optimization problem. It relates to finding the optimal parameter 0* in Eq. (2.36)
for a fixed hyperparameter Q‘, but is applicable to any kind of optimization
problems and especially to the hyperparameter optimization in Eq. (2.35). The
aggregated loss is simplified to an objective function Q: O —> R, mapping from a
set of parameters to the loss on the training set. Hence, the generic unrestricted
optimization problem becomes

0* : argmin Q(6l) . (2.42)
9€@

Some approaches are iterative, which means they start with an initial solution
0(0) E O and incrementally improve it. The solution of each iterationi E N is
denoted by 0(2) E O in the following.

2.3.4.2 Sampling approaches

Exhaustive search A na'1've and straightforward way of finding the optimal
solution is trying all possible parameters and selecting the one with the minimal
objective function value. This is called exhaustive or brute-force search. The
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advantage is its simplicity, which makes it suitable even for the most complex
problems. However, it requires a finite and rather small parameter space. In
addition, the evaluation of the objective function should not be computationally
expensive as the total run time is a product of the run time of Q(0) and the
number of elements in O. These properties make the approach especially
suitable for finding the optimal hyperparameters in Eq. (2.35), as they often
describe discrete choices in the architecture. For example, whether to use
average or maximum pooling is such a choice suitable for exhaustive search.

Grid search In case of too large or even infinite parameter spaces, it is not
possible to try all possible values anymore. Grid search is an approach to extend
the ideas of exhaustive search to those spaces. It samples a finite subset O’ C O,
IO’ | << IO], of the parameter space and approximates the optimal parameter
with the optimal parameter in O’

19* w argmin Q09) . (2.43)
0EO’

The sampling allows for using exhaustive search as explained before. Often the
sampling is done for each axis independently and all possible combinations of
the sampled values are evaluated, hence the name of the approach.

\/Vhile grid search might not find the optimal solution, it is much more
efficient than exhaustive search. As it is based on sampling, it can also be
used for hyperparameter optimization such as finding the optimal number
of channels in the convolutional layers of a CNN. The sampling strategy is
crucial to success. It is either done manually with an educated guess or by
drawing hyperparameters from a distribution over O, also called random search
(Bergstra and Bengio, 2012). The number of samples is important as well. If
the sampling is too sparse, then the approximate solution might be far away
from the true solution. However, dense sampling greatly increases computation
time, especially in high-dimensional parameters spaces due to the curse of
dimensionality.

2.3.4.3 Iterative approaches

Gradient descent So far, we did not assume and hence also not exploit any
property of the objective function Q. If the parameter space is real-valued and Q
is a continuously differentiable function, then gradient-based approaches can
be used. The negative gradient —Vp Q(0) : —VQ(0) of the objective function
Q with respect to its input 0 provides the direction of steepest descent of the
objective function at position 0. Gradient descent is an iterative gradient-based
optimization approach commonly used in machine learning, which exploits
this observation. It iteratively moves the current solution into the direction of
the negative gradient

90-1) I 9(1) _ nu) . VQ(Q(1))’ (244)
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where 0(1) E R1 is called learning rate or step size and i E N. The iteration can
be stopped if the gradient values are close to zero, i. e., II VQ(0(’)) II < 6 for a small
6 E R1, or if a maximum number of iterations is reached.

Convergence to a stationary point, i. e., local minimum or saddle point, can
be guaranteed for smooth objective functions. This is the case, for example,
if the step size fulfills the Wolfe conditions (Wolfe, 1969, 1971), Q is bounded
below and continuously differentiable in O, and if the gradient V Q is Lipschitz
continuous in O (Nocedal and Wright, 1999, Theorem 3.2, p. 43). Ifwe further
choose the step size with line search, i. e.,

11(1) = argmin 0(1) - -11(1) - VQ(0(’5)) , (2.45)
11(2) ERJF

then convergence speed is given by the tight bound O(e—2) (Cartis et al., 2010;
Nesterov, 2004). However, finding the optimal step size is often computationally
too expensive and hence the learning rate is manually set resulting in a slower
convergence speed of O(e_1). The approach only converges towards a saddle
point or local minimum, which might be a bad approximation of the globally
optimal solution. Hence, gradient descent is often repeated several times with a
different initialization 0(0). The solution with the best objective value is then
the final approximation and the result of the approach.

The advantage of gradient descent is its simplicity. It can be applied to any
continuously differentiable objective function and even to non-differentiable
functions by using subgradients. In addition, the memory consumption is only
proportional to the number of parameter dimensions. This made gradient de-
scent a popular choice in a wide range of machine learning applications. There
are, however, other approaches like Newton’s method (Nocedal and Wright,
1999, p. 51) or the Broyden—Fletcher—Goldfarb—Shanno algorithm (Broyden,
1970; Fletcher, 1970; Goldfarb, 1970; Shanno, 1970) (BFGS), which converge
quadratically at the cost of greater memory consumption and hence are prefer-
able if the parameter space is not too high dimensional.

Stochastic gradient descent Further assumptions on the objective function
allow for more efficient optimization approaches. If the objective function
consists of a sum over a set of samples as in Eqs. (2.35) and (2.36), a single
gradient calculation can be computationally expensive and hence convergence
is slow. Online approaches such as stochastic gradient descent (SGD) tackle this
problem. Instead of using the whole sample set, called batch learning, only one
or a few samples are used to update the current solution (Bishop, 2007, Sect.
3.1.3). This is called online or mini-batch learning.

Let @221“ denote a labeled dataset as before and let Q have the form

1 /owpg Z Q(0,a:,t), (2.40)
(m,t)€@train

37



chapter2 | VISUAL RECOGNITION SYSTEMS

where Q’: O >< Q >< T —> R is the objective function for each sample, which
corresponds to the loss function in our case. SGD is very similar to regular
gradient descent. It starts with an initial solution 0(0) E O. In each iteration,
Q0) C 33221“, Q0) 75 0, is selected from the whole set @221“ and the previous
solution is updated by

e(:'+1)=e(()-11(1). Z VQ'(0,a:,t) , (2.47)
(.cc,t)€@(2)

where 11(2) E R1 is the learning rate and i E N. The gradient in Eq. (2.44)
is replaced by the gradient of the sum of objective function values over the
sampled dataset DE). Due to the linearity of the derivative, this is equivalent
to the sum of the gradients. In case of |3D(“)| : 1, the update is called online
learning, and mini-batch learning otherwise.

The mini-batches ®(") are usually uniformly drawn from @221“ without
replacement until all training samples have been selected once. One such pass
through the whole set is called epoch. Afterward, we start drawing from the full
set 33220‘ again. The stopping criterion is identical to gradient descent. Some
care is necessary when the gradient is used as stopping criterion, as gradients
estimated with a small mini-batch might have a high variance. It might then be
necessary to average the gradient over a fixed number of iterations.

The gradient calculation in Eq. (2.47) uses a mini-batch and is an approx-
imation of the gradient in regular gradient descent, Eq. (2.44). This estimate
can be quite noisy, especially with small mini-batches. LeCun et al. (1998b)
argue that this noise is actually beneficial as it helps to overcome local minima
and hence the result gets closer to a global optimum. In addition, there usually
are many similar samples in the dataset and thus the gradient approximation
is fairly close to the gradient computed on the whole batch. This results in
a faster convergence of the approach. The noise, however, also prevents the
optimization from converging successfully. The noisy gradient estimates cause
jumps into the wrong direction in the parameters space instead of closer to-
wards a stationary point. Decreasing the learning rate over time can address
this problem. For example, Moulines and Bach (201 1) prove convergence for
convex objective functions and a learning rate schedule 11(1) : it - A), 11 E R1 and
)1 E (0.5, 1). The convergence is often still rather slow.

SGD with momentum The noise in the gradient estimation of SGD can be
reduced by using momentum (Polyak, 1964). The idea is to update the current
solution with a linear combination of previous gradient estimates instead of the
current estimate only. Let 10(1) E O denote this combined estimate and a E R1
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the momentum coefficient. Then SGD with momentum performs

w(i+1) : a . ww — um) . Z VQ'(H,a":,t) (2.48)
(:n,t)€@(’3)

0W9=0@+wW9 aw)

in each iteration with learning rate 'a(i) € lR%+, i e N, and Q“) C Strain as before.
111(0) is initialized as a vector of zeros, i. e., 10(0) : 0 E 6. Hence, the first iteration
in Eq. (2.49) is equivalent to stochastic gradient as in Eq. (2.47). Afterward, the
previous update w(") influences the current update with the coefficient a.

An improved variant, called Nesteroz/3 accelerated gradient (Nesterov, 1983)
(NAG), is also widely used in the training of state-of-the-art CNN architectures.
Its update rule is as follows

w<@+1> :...w<@> »..<@>. $( ;®Uvo'<e+w<@>.w.»:> (2.50)
ac,t6 1

m”9=m9+wW9, man

which is the rewritten formula presented by Sutskever et al. (2013). The differ-
ence is in the location at which the gradient VQ’ is evaluated. NAG computes
the gradient at an updated parameter 6 + wit), which an estimate for the new
parameter 6<’3+1) missing only the gradient term. Nesterov (1983) showed that
this improves the local convergence rate in case batch gradient descent and
convex objective functions with a Lipschitz continuous derivative from O(%) of
SGD with momentum to O(7%).

SGD with momentum does not give any advantage for local convergence,
i. e., the last steps when converging to a stationary point, as shown by Wiegerinck
et al. (1994) and LeCun et al. (1998b) in theoretical and experimental results.
However, in case of CNNs, the time until convergence for the complete optimiza-
tion is significantly lower if momentum is used. In addition, the convergence
speed of momentum and NAG is almost identical in this case with only a small
advantage for NAG, even though NAG improves the local convergence rate
significantly. Theoretical results seem to contradict empirical results.

There are two reasons for that. First, training a CNN is a non-convex op-
timization problem and is solved with stochastic instead of batch gradient
descent. The presented theoretical results in terms of convergence rates do not
apply and few theoretical bounds are available for this setting. Second, it turns
out that the initial or transient phase of convergence is much more important
as most of the training time is spent on it (Darken and Moody, 1992; Sutskever
et al., 2013).

To the best of our knowledge, there are no theoretical results analyzing the
effect of momentum for this phase. However, Lan (2012) showed a theoretical
advantage of momentum in the transient phase for a related accelerated gra-
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dient method applied to a convex objective function. This explains at least to
some extent the large benefit of momentum methods for CNN training.

Coordinate descent One-dimensional optimization problems are often much
easier to solve than high-dimensional ones. Coordinate descent aims at exploit-
ing this by iteratively optimizing each axis of 6 while keeping the remaining
ones fixed. Let the 6 : H321 (90 denote the O-dimensional parameter space.
Furthermore, let oll), 1 g of‘) 5 O, denote the index of the axis in 6 to be op-
timized in step i € N and 6“) the solution of the previous iteration. Then the
improved solution HUT1) 6 (9 is obtained by

6(2'+1)[0] :

argming Q((6(")[0], . . . , e<@'>j@<@'> _ 1], e, e<@>[0<@> + 1], e<@'>[oj)t) if 0 = 0<@'>
0“) [0] else 7

(2.52)

where 1 3 0 § O andi 6 N. The index to optimize oli) is often cycling linearly
through all possible indices, i.e., 0“) : (1 mod O) + 1. A more general formula-
tion is block coordinate descent, in which groups of variables instead of only a
single variable are optimized while keeping all remaining variables fixed.

A special case is the coordinate gradient descent (Wright, 2015), which
approximates Eq. (2.52) with a single gradient descent step

(1) 1 1 - _ 7;65)/t+1) I _ u() - g6€(6( )) 1ef1SE_ 0() 7 (2.53)

where all) 6 R+ is the learning rate and 2' € N. The iteration is repeated until
the objective value does not change anymore after a complete cycle through all
axes, i.e., jQ(6(i)) — Q(t9(l_O))\ < 6 for a small e € lR{+ and/i > O, or ifamaximum
number of iterations is reached.

The remaining one-dimensional optimization problem in Eq. (2.52) is of-
ten much easier or faster to solve. Any of the other presented optimization
approaches can be used. Convergence is not guaranteed in general and con-
vergence speed is often slower than gradient descent as shown, for example, by
Nocedal and Wright (1999, p. 54).

The advantage of coordinate descent is the reduction of a complex high-
dimensional optimization to much simpler one-dimensional problems. In case
of grid search, this helps to overcome the curse of dimensionality. In general,
this comes at the cost of worse convergence properties compared to gradient
descent. However, for special cases of the objective function or for very high-
dimensional problems, coordinate descent has shown very good convergence
rates (Beck and Tetruashvili, 2013; Hsieh et al., 2008).
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Initialization Iterative approaches like the ones presented in this section
require an initial or starting point 6(0) Q 9. Especially for non-convex optimiza-
tion problems with numerous local minima, the choice is crucial for obtaining
a good solution. Typical choices are a constant or random initialization. In case
of linear transformations used in CNNs, the parameters of the transformation
are typically independently drawn from a uniform or Gaussian distribution with
zero mean and heuristically set variance. The bias term is often initialized with
a constant value of zero.

There are several proposals on how to set the variance of the distribution
with different theoretical justifications for each. For example, Glorot and Bengio
(2010) propose to choose the variance such that both the variance of the input
remains unchanged after the transformation as well as the variance of the
gradient when propagating the gradient through the transformation. This
results in a trade-off in form of the following formula

2
2 :i 2.54U E + D 7 ( )

where E Q N and D Q N the dimension of the input and output of a linear
transformation as in Section 2.2.1, respectively Glorot and Bengio (2010) use a
uniform distribution and hence draw values uniformly from [ \/g/_J—%, \/541%].

He et al. (2015) extends this idea to the case of linear operations followed by
a ReLU transformation as shown in Section 2.2.2. This leads to a variance of

02 = \/g . (2.55)

The starting value is hence drawn from a Gaussian distribution with zero mean
and the mentioned variance. This initialization scheme is used for convolu-
tional filter masks as well.

Random initialization of the filters in the commonly used convolution op-
erations are high-pass filters and very similar to common edge detectors. This
can be explained by the sudden changes of values within a filter mask, which
cause a dominance of high frequencies in the frequency domain of the filter.
Convolution in image space is equivalent to a point-wise multiplication in fre-
quency space. Hence, convolving an image with a randomly initialized filter
results in an emphasis on high-frequency components, which are edges and
noise. The random values are even drawn from a distribution with zero mean
and are very similar to classical filter masks used for edge detection like Prewitt
(Prewitt, 1970).

The second option for initialization is the use of a pre-trained model, i. e., pa-
rameters which are the solution for a different but related optimization problem.
This is possible if the objective function has the shape of a sum over a labeled
dataset as in Eq. (2.46). If an optimal set of parameters was already found for
the related dataset, it can be used as initialization for the iterative optimization
on the actual dataset. This is common practice for CNNs, as these models often
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require a large number of labeled samples, which are expensive or impossible
to obtain. Models are hence pre-trained on a large dataset like ILSVRC and then
used as initialization. The optimization starting from a pre-trained model is
also called fine-tuning.

2.3.4.4 Analytical solution

The iterative approaches for real-valued optimization problems are numerical
approaches. They hence only return an approximate solution. In certain cases,
it is possible to obtain exact solutions by finding a global optimum analytically.

One of the fundamentals of optimization is the first-order necessary condi-
tions for local optima (Nocedal and Wright, 1999, Sect. 2.1). If a point 6* Q (-) is
alocal minimum, i.e., V49 Q /\/: Q(t9) Z Q(t9*) with an open set/V C (9, 0* Q N,
and the objective function Q is real-valued and smooth, then the gradient of
the objective functions is zero at this point, i. e., VQ(6*) : 0. This observation
can be used to obtain local minima in unconstrained optimization problems
as follows. The necessary condition VQ(6) : 0 defines a system of equations.
The solutions, i. e., the roots of the gradient, are stationary points, which can be
local minima, maxima or saddle points. Afterward, exhaustive search is applied
to this set of candidates, i. e., the candidate with the smallest objective function
value is selected as global optimum.

This approach is the only one together with exhaustive search, which guar-
antees that the result is a global minimum. Another advantage is that the
solution can be obtained exactly if the equation system can be solved analyti-
cally. However, the approach is limited to less complex optimization problems.
In case of constraints, all points along the boundary of the feasible set are
candidates as well. This renders the approach often impractical especially for
high-dimensional problems. In addition, finding the roots of the gradient might
be very hard as well. In case the roots cannot be found analytically, numerical
approaches can be used to find an approximation. Newton’s method is a well-
known example of that. We kindly refer the interested reader to Nocedal and
Wright (1999, p. 51) for more details.
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3 I Basic concepts in fine-grained
recognition

The core idea of most approaches in fine-grained recognition is a pose-invariant
description of the foreground object. In this chapter, we will introduce basic
concepts for implementing this idea. After a short motivation, we explain
explicit and implicit models for exploiting part structure in image classification
tasks. This is followed by an introduction to visualization and understanding
of predictions for classifiers based on these models. The presented concepts
are the basis for our own contributions presented in the subsequent chapters.
Please note that the notations slightly overlap across chapters due to the limited
amount of letters in the alphabet.

3. 1 Motivation
The human way of generic and fine-grained classification as introduced in
Section 1.1 is quite different. In generic classification, two categories usually
differ in the general appearance. While easy to distinguish, it turns out to be
hard for humans to describe, how exactly they distinguish the categories car
and computer keyboard, for example. Fine-grained classification, on the other
hand, is quite the opposite. It is even hard for humans to distinguish similar
categories, but once the decision is made, it is easy to explain it by comparing
of object part appearance. Even systematic ways for identifying the category
exist in many cases, for example, in the form of a field guide for animal species.
The field guides are based on the appearance and shape of different parts as
well. Hence, object parts are a promising basis for distinguishing categories.

From a computer vision point of view, part-based approaches have several
advantages. The bird as a whole has different poses when sitting, flying, sleeping,
and so on. In contrast, the visual variance of parts is usually smaller. For
example, the head of a bird can only move around as a whole, but its shape
is fairly static. Hence, a description based on these parts results in a smaller
amount of required training data. It also allows for models, which can explain
predictions since they are close to how humans would distinguish objects. This
made part-based recognition a basic component of fine-grained recognition.
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3.2 Explicit pose normalization
The first type of models explicitly models appearance and spatial arrangement
of parts. The model is learned from data using a varying amount of part an-
notations. First, object parts are collected. Second, detectors are trained for
localizing the parts in new images. The training often involves the learning of
the spatial relationships. Finally, localized features are then calculated at the
part locations and each descriptor contributes as separate components to a
classifier, which is trained using class labels. The following paragraphs explain
the concepts and approaches relevant to this thesis for each step.

Obtaining parts In order to model the appearance of an object using its parts,
we first need to find suitable parts. Depending on the available annotation,
this and the consecutive steps differ greatly. We distinguish three cases with
decreasing level of annotation effort: supervised, semi-supervised and unsuper-
vised. In the supervised case, locations of semantic object parts are annotated
by humans and hence available in training or even at testing time. These an-
notations are very helpful as highly accurate locations increase the value of
localized descriptors. Hence, most approaches directly use them without any
further part discovery.

The semi-supervised setting requires only bounding boxes of the object of
interest. This greatly reduces annotation effort at the cost of almost no informa-
tion about the object pose within the bounding box. The bounding box is still a
helpful as it allows for at least distinguishing foreground and background. For
example, Felzenszwalb et al. (2010) train a detector for the whole object, called
root filter, and add discovered object part detectors for increased accuracy. The
parts are initialized relative to the root filter by greedily placing it at locations
with a large norm across the covered weights in the root filter. Similar part
arrangements are grouped into views of the object. The main issue is that so far
there is no semantic relationship between the parts of different root filters and
making the correspondence is quite challenging. Zhang et al. (2013) propose to
create a separate classification task for each of the root filters.

The unsupervised setting assumes that no location information is available
at all. As there is no information at all about the foreground object, the parts are
obtained by clustering (Xiao et al., 2015), for example. The clustering in BoW
can be seen as part discovery as well. Please note that in image classification,
the class label is still available in training. The settings presented here only
distinguish the amount of annotated location information.

Part detection In our work, we assume that there is no location information
available at testing time and hence we need to detect parts in unseen images.
For the supervised setting, a wide range of detection approaches has been
presented, for example by Goring et al. (2014), Berg and Belhumeur (2013)
and Felzenszwalb et al. (2010). Many approaches use a sliding window with a
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linear classifier to detect parts of an object. Felzenszwalb et al. (2010) uses this
idea with a HoG feature map. The result is a detection map, which contains a
detection score for each pixel location in the input image. The sliding window
approach can be also seen as a convolution of the HoG feature map with a
two-dimensional filter mask. It is also related to template matching (Brunelli,
2009) on the HoG feature map as the convolution with a filter is equivalent to
the correlation operation with the transposed filter. Hence, many approaches
belong to this type.

The parameters of such detectors are usually trained as a binary classifi-
cation task. The training samples are derived from the annotated locations.
All locations belonging to a part are positive samples, while all the remaining
locations in each image are negative ones. Hence, the number of negative sam-
ples is huge. In addition, the neighboring samples are highly redundant due to
overlap. Hard negative mining is usually used to handle these problems.

As CNNs became popular again in recent years, these models were also used
for part detection in a similar manner as convolution-based approaches. In
contrast to a single filter, several cascaded convolutional layers with a larger
number of filters are cascaded as shown in Section 2.2.6. Only the last convo-
lution consists of one filter per detected part producing a detection map as
before. However, the spatial resolution is much smaller as CNNs use pooling
steps between the convolutions.

The training of part detectors in the semi-supervised and unsupervised
setting is often tightly connected with and sometimes even one with the part
discovery step. In the work of Felzenszwalb et al. (2010), the filters for the
discovered parts are initialized by interpolating the object detector filter to
double resolution. The part detectors are then trained together with the whole-
object detector.

Spatial model The positions of parts relative to each other are described by a
spatial model. The model is used as prior in detection to filter noisy detections
and improve accuracy.

There are several ways to model the spatial relationship of an object and its
parts. Most models have a tree shape, which means the location of the parts is
modeled relative to a single parent part or the object itself. In case the tree has a
depth of two and hence all parts are only connected to the root, the model is
called a star shape model as used by Zobel et al. (2000) or Felzenszwalb et al.
(2010), for example. Deeper hierarchies are used in the three-layer model of
Zhu et al. (2010) and AND/OR trees of Zhu et al. (2008). In addition, deeper
hierarchies also occur often in manually defined structures as used in human
pose estimation (Chen and Yuille, 2014). Some works replace the hierarchy
of parts by a fully connected graph between all parts and learn the hierarchy
from data (Pishchulin et al., 2013). Besides hierarchical models, there are also
non-parametric models and in particular exemplar-based approaches. Works
like Divvala et al. (2012) argue that a spatial model becomes obsolete if there
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are enough exemplars of an object. Goring et al. (2014) adapt this idea and use
the ground-truth part annotations of training images with similar object pose.

In this thesis, we will use tree-shaped models, in particular star-shape mod-
els, describing the two-dimensional arrangement of parts. Such a model de-
scribes the part locations with the parameters djj Q R2, one for each part
1 < p g P and view 1 5 v 3 V. Each variable describes the relative offset
in image space to the common root location of an object. This root location is
manually defined. For example, in case of DPM, it is the middle of the object.
The djj are unique if the root location is fixed.

The part location is also often modeled by independent Gaussian distribu-
tions for each part. The definition so far corresponds to a distribution with the
mean dz Q R2 and variance E; Q R2” for each part. The variance incorporates
variations in the part position, which can occur due to changes in perspec-
tive and deformation of the object. Larger pose variations can be modeled by
multiple views v Q N, 1 g o 3 I/, of an object. This is necessary since neither
the assumptions of Gaussian distribution nor the independence of parts are
suitable anymore in this case. Each view describes a different arrangement of
parts. In case ofbirds, one o might model the side view while sitting and another
one the pose during flying, for example.

The parameters can be learned in a supervised way using either annotated
or discovered part locations. Usually, a fixed number ofviews need to be defined
or the number of views is initialized with one and increased on demand if the
model deviates too much from the annotated locations. Each training sample is
assigned one view and the offsets are updated. Inference consists of selecting
the most likely view for the given noisy part detections and deriving the object
location. It is very similar to the training phase but with fixed part offsets and
covariance matrices. A detailed example of learning and inference of such a
model will be presented as part of our contributions later in Section 4.3.2.

Tree models and convolutions There is a notable connection between star-
shaped models and two-dimensional convolutions with vector-valued input as
used in CNNs. Suppose the input to a convolution operation is vector-valued,
i. e., has multiple channels in the terminology of CNNs. Let each input channel
be a part detection map containing the detection score at all locations of an
image for a specific part. Furthermore, let us assume that the filter mask has only
positive entries. Then the convolution operation, i.e., applying the filter mask
of each channel to the corresponding input channel and adding the results, can
be seen as the inference step of a star-shaped spatial model with a detection
map for the whole object as output.

The relationship is even more clear if the filter mask has for each input
channel large entries at locations of high probability for the occurrence of the
corresponding part. For example, if the head of a bird always occurs at the top
of the object, then the filter mask corresponding to the head would have a large
value in the top area. Hence, if the part detection score at a position is large at
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positions, where the entries in the filter mask are large as well, then the resulting
score for the whole object is large as well.

A cascade of convolutions can even represent a full part-based detection
model in a generic way. For example, a cascade of three convolution operations
can represent a DPM style detection architecture (Girshick et al., 2015). The first
convolution operation applies several edge detector filter masks to the input,
where each filter mask corresponds to a component of the HoG descriptor as
explained before. The second convolution performs part detectors on the result.
The third and final convolution then aggregates the part detection scores to an
object level detection map as described in the paragraph above.

A cascade of four or more convolutions can be interpreted in a similar way.
It builds up a hierarchical representation of patterns, from low-level to abstract.
This can be used to motivate the number of filter masks used in current CNN
architectures. Early layers correspond to basic low-level structures like edges,
which are often similar for many categories. Later convolution operations
correspond to larger and more complex structures like whole birds, which
means the variability is much greater. Visualization experiments by Zeiler and
Fergus (2014) support this interpretation. Consequently, most architectures use
few filter masks in early convolutions and more in later ones.

Observations for convolutions sometimes also apply to generic linear opera-
tions as used in the CNN architectures VGG-VD and AlexNet before the actual
linear classifier. If the filter mask of a convolution has the same spatial dimen-
sions as the input and is only applied once on the input, then the operation is
identical to a linear transformation on the vectorized input. Hence, the first
linear operation in VGG-VD and AlexNet, named rc6, can be also seen as an
exemplar-based representation of all possible objects and their poses.

Pose normalization for classification Modeling object structure in the way
presented so far proved to be successful in many applications including image
classification. This especially applies to representations based on CNNs and
learned on large-scale datasets like ImageNet, which contain millions of images.
In fine-grained classification, however, the datasets are usually smaller by a
factor of 100. This means only a few tens of training images are available for
each category. At the same time, the variation in pose and appearance within a
category is huge.

Hierarchical part-based models often perform unfavorably with so few train-
ing examples. The reason is the huge number of possible object part config-
uration. For example, in order to distinguish birds, we need to learn for each
species its appearance in all possible poses. Appearance often varies for each
species as there are e.g., young, female, male birds. This means a classification
model needs to recognize a large number of patterns, which is in the order of
the number of classes times the number of poses times the number of possible
appearances of each species. Learning a robust model for all these patterns
with few training samples is challenging.
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Pose normalization addresses this issue by assuming that the spatial arrange-
ment of parts does not influence category of an object. For example, the species
of a bird is not affected by its pose. It is implemented by modeling the object
appearance at a part level instead of the object level. Localized appearance
descriptors are calculated at the maximum response of the part detectors or
at annotated part locations, if available. The spatial model learned by the root
node is sometimes even ignored for part detection, as it is most likely inaccu-
rate due to the low amount of training data. The appearance descriptors for
each part are then concatenated and provide a part-based representation of the
object appearance.

3.3 Implicit pose normalization
An alternative concept to explicit is implicit pose normalization. Instead of
calculating localized features at object parts, these approaches perform the
pose normalization in an implicit manner. Local features from all positions are
aggregated in an orderless manner without considering the appearance of the
corresponding input image region. However, the features are calculated and
aggregated in such a way, that the distance function of the classifier considers
only the similarity of corresponding object parts. Hence, the decision is com-
puted in a similar way as in explicit pose normalization. In this thesis, we will
focus on encodings based on average and bilinear pooling. First, important
concepts for pairwise matching will be introduced. Afterward, we will explain
the approaches and their relationship to pose normalization.

Fast match kernel Early image classification approaches were based on a
pairwise matching of local descriptors. The similarity or kernel value of a
testing image with a training image is calculated by aggregating the kernel
value between all pairs of local features. Let yl Q IRE, 1 g Z < L and y§n Q
IRE, 1 § m 3 M be local feature descriptors of two images with L,M Q N+.
Furthermore, let /4: IRE >< IRE e IR denote a kernel function. Then the kernel
/<5: ‘1?(IRE) >< ‘J3(IRE) —> IR for pairwise matching of two sets of local features is
defined by

FIi3 gm“-Ms3/<>S({yi}iL:1» {:1/I-..}%:1) = — (Z/l>yIn)' (3-1)

While the kernel works well with properly selected features and kernel functions,
it is computationally expensive with a quadratic complexity in the number of
local features.

Bo and Sminchisescu (2009) showed that kernel functions based on a pair-
wise matching can be approximated in an efficient way. The local features are
transformed using <b: IRE —> IRE’ and aggregated using average pooling. With a
properly chosen transformation gb, the inner product between two such global
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features is approximately equivalent to the original kernel value, i. e.,

bll—\ PIMP‘@- él—\ IP43 Q-
BI1)5 gm“$13

R(— (cm) — (yi-..)> ~ — (yr, y§-..)- (3-2)

In case of /<,(yl, yjn) : (yl, yjn), i.e., a linear kernel between local features,
the transform is the identity transform, i. e., gb(yl) : yl. This can be easily seen
when computing the inner product between two encoded features vectors

Phi 5:
R._. IMP‘

2
(Z Z141, M Z yin) = — <91» % Z yin) (3-3)

l:1 m:1 : m:1

BzIi IP13 itdsI — (yi,y§-r.)- (3-4)

where Eqs. (3.3) and (3.4) use the linearity of the inner product. Hence, the
linear kernel between the mean features is equivalent to the aggregated linear
kernel between all pairs of local features. Both the mean feature calculation and
the linear kernel computation have linear complexity in the number of local
features and the number of feature dimensions. This provides an efficient basis
for matching local features in two images.

Second-order operators Section 2.2.5 presented the second-order operator
2AvgP, which computes the mean outer product of the local features. It turns
out that 2AvgP is an efficient match kernel for the quadratic kernel between
local features with g/5(yl) : vec(ylylT):

L M
<% Z-<-<-<y.yi>. % Z V--<y;..<y:..>t>> <3-5>

l:1 m:1

->< <-C lg?) y:-..<y:..>i>> we
m:1

T M
: tr ml) yi-..(yI..)T>) (3-7)

: m:1

= ((yiylT)Tyi..(y5m)T) (3-3)

;M~;M~;M~6

Z7Z7

-MsiM~iM~
F‘Q== ,-

5

I (yIn)Tyl (3-9)

= <91» yI-n)2- (3-19)
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where we vectorized the aggregated feature denoted by vec(-) and where tr(-) is
the trace of a matrix. Eq. (3.6) uses the linearity of the vectorization function and
we omitted normalization by fi for brevity. Eq. (3.7) uses the property of the
vectorization as a unitary transformation, i. e., a transformation that preserves
the inner product. Afterward, in Eq. (3.8), we use the linearity of the outer
product similar to Eq. (3.4) and the linearity of the trace. Finally, we use the
invariance under cyclic permutations of the trace and the symmetry of the
inner product in Eq. (3.9) and Eq. (3.10). Hence, 2AvgP is equivalent to the mean
quadratic kernel between all pairs of local features. We will use this insight in
our own contributions in Chapters 5 and 6.

Combining detection and description So far we only used the second-order
operators for encoding local appearance features. In fine-grained recognition,
we are interested in part-based descriptions, which consider both part detection
and appearance description. The second-order operator 2AvgP can be extended
for such a model. Lin et al. (2015) presented a first idea in this direction, called
bilinear pooling. Instead of computing the outer product of an appearance
descriptor with itself, they combine local appearance descriptors from two
distinct CNNs with it. Let yl Q IRE and vi Q IRE, 1 3 l 3 L, be two types of
features for each location Z. Then the aggregated global bilinear description
z Q IRE XE is obtained by

1 L
Z: Zzywf. (3.11)

l:1

Lin et al. (2015) motivate their approach as a bilinear combination of local-
ization and description features similar to earlier works like Tenenbaum and
Freeman (I997), for example.

While actual experiments with localization features were missing, the idea
is promising. We can support and extend their motivation with the following
insight. The linear kernel of combined features of Eq. (3.11) can be analyzed in
a similar way as Eqs. (3.6) to (3.10). Let y,,y§ Q IRE and vlyvj Q IRE, 1 3 Z 3 L,
be the two types of features for each location l for two images. Then the linear
kernel of the two resulting bilinear representations z, z’ Q IRE XE is given by

L M

<--><z>.v@-<Z'>> - <3 Z;-6-<11.-i>. § Z1-<><;-/1-..</-1-..>t>> (P-12>
1 T T / / TI mgt1‘((yz"i) U-m(’vm) ) (3-13)

1
I W Z(vIn)TvlylTyIn (3-14)

l,m

1
: W 2(vlv vIn>(yl> yIn>v 6'15)

l,m
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It can be seen that the linear kernel is calculated for each feature type individ-
ually and then multiplied. Hence, '0; and of can be used to weight the inner
product of yl and yj at different locations or vice versa.

Suppose yl and yg describe appearance and '0; and vj are scores obtained
from a part detector. "vi and rug hence are vectors with length equal to the
number of object parts, which have high values if a part is occurring at location
Z and zero otherwise. The kernel (yl, yfln) is then high if both locations l and
m correspond to the same object part. Hence, only the similarity between the
same parts influences the kernel value. This is identical to the linear kernel
between explicitly pose-normalized feature descriptions.

Instead of part detector scores, part similarity features would be sufficient.
The inner product between two such vectors should be high if both vectors
represent the same object part. In this case, the pose normalization is done
completely in an implicit way, i.e., there is no explicit part detection map output.

3.4 Model understanding and interpretation
Fine-grained recognition is challenging even for humans and hence a class
prediction alone is usually not sufficient. Predictions of these systems are
often used to support manual classification or even interactively as shown by
Freytag et al. (2015), for example. In addition, the difficulty of recognizing
differences between categories might cause users to doubt if a prediction is
correct. Thus, understanding and interpreting predictions is as important
as recognition accuracy. This section presents relevant existing visualization
techniques, which are extended by own contribution in Chapter 6. The focus
lies on approaches applicable to CNN-based models. However, most ideas are
generic and can be used for other models as well.

3.4.1 Visualizing learned concepts
The first set of approaches analyzes the learned parameters of a recognition
model. Especially CNN models are often seen as a black box, in which the
input is magically turned into a prediction. The fact that state-of-the-art CNN
models contain millions of parameters, which are learned from millions of
training samples, amplifies this impression. Approaches in this section aim at
gaining more insight into the recognition process by visualizing intermediate
representations like learned parameters and class prototypes.

Parameter values Especially in the case of the first convolution applied to
an input image, plotting the parameters, i. e., the filter masks, is an insightful
approach. The filter masks of convolutions can be seen as templates used
for matching. Since the first convolution is applied directly to the input, the
templates have the same modality as the input. Plotting the filter masks like
an image gives an idea of the low-level concepts learned in training. Fig. 3.1
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Figure 3.1: Learned filter masks of an AlexNet model trained for the
ILSVRC classification task. Visualizing the filters gives an insight into
the relevant low-level structures in an image and allows for comparing
them to previous approaches based on hand-crafted descriptors.

provides an example of the filter masks learned by an AlexNet model learned
on ILSVRC. The visualizations reveal connections of these convolutional filter
masks with the hand-crafted filter masks used in previous approaches. For
example, the filters shown in Fig. 3.1 are similar to Gabor (Gabor, 1946) and
Wavelet filters (Mallat, I989). They also seem to be linear separable in many
cases, which was used as motivation for speeding up the computation of CNNs
by splitting a two-dimensional convolution into two one-dimensional ones, e.g.,
in the work of Jaderberg et al. (2014).

Maximizing output Most approaches for understanding models are based on
finding input patterns, which maximize a certain intermediate or final output.
Given the learned model and a selected output element, denoted by I’: Q —> IR,
the task is to find a sample az Q Q, which maximizes the output

13* = a.rgmaxf(:1:) . (3.16)
a;€@val

For example, Zeiler and Fergus (2014) search for the sample in a labeled dataset
®"aI, which maximizes the output of a selected convolution operation. Their
paper shows the result for the AlexNet architecture and several channels for
each layer. The visualization supports the previously mentioned claim, that the
layers in a CNN correspond to increasingly abstract patterns.

Instead of searching for an optimal pattern in a dataset, the input can be
also chosen from the whole sample space Q

*i ~

a: _ argma.xf(:v) . (3.17)
a:QQ

This optimization problem is typically solved using gradient descent starting
from random input values (Erhan et al., 2009; Lin and Maji, 2016; Mordvintsev
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et al., 2015b) or a real image (Mordvintsev et al., 2015a,b). Most works also
include a regularization term in the optimization in order to obtain visually
appealing results.

3.4.2 Visualizing predictions
In the previous section, we analyzed the model itself. A complementary analysis
is the visualization of a prediction for a specific input. This is important for both
understanding a model in general by analyzing examples and for convincing
the user of the prediction.

Relevance maps One possible way is identifying input elements, which have
the highest influence on the classification decision. In case of image classifica-
tion, areas with high influence can be highlighted by plotting a relevance map
of the same spatial dimension as the input image.

For example, the whole recognition pipeline f : Q —> 7' can be approximated
by a linear transformation at the current input. The parameters of the linear
transformation can be derived from the first-order Taylor expansion (Taylor,
1717). In case of a single selected output element of f, denoted by f: Q —> IR,
this expansion has the form

f(a:') w + (:1:’ — a:)TVf(w) (3.18)

for the case Q = IRNW, Np, Q N, and T I IR, where :1: Q Q is a sample from the
input space and V f (ac) the gradient vector off at location ac.

Simonyan et al. (2013) select the winning class score as output element and
use the gradient vector V f(a:) as relevance map. They reshape the vector to
the original shape of the input image and plot the absolute values of it. High
values of the gradient are assumed to have a large impact on the selected class
prediction. This is indeed true at least in the local neighborhood, for which the
linear approximation is close to the actual value of f. We will build on this idea
in the part detection of Section 4.2.

Relevance maps can be also generated directly from local features computed
with CNNs. The output of convolutions is large at locations, which match the
template represented by the filter mask the best. Since the filter masks were
learned such that they solve the vision task in the best possible way, a high
output of filter masks also corresponds to a high response to patterns, which
are relevant for the prediction. Hence, the LP-norm of local features gives an
idea of the corresponding image region.

The norm does not reveal, whether a single feature was the deciding com-
ponent in the prediction. However, it allows for distinguishing irrelevant from
possible relevant regions similar to conspicuity or saliency maps as shown in
Iost et al. (2005), for example.
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Quantifying influence ofparts Ideas from feature selection can also be adapted
for identifying and visualizing discriminative image regions. Approaches using
explicit pose normalization are particularly well suited, as object parts are mod-
eled with separate features. A decision can then be easily broken down to the
influence of individual object parts.

For linear classifiers, the class score is computed as the inner product be-
tween weight and feature vector. The computation of the inner product can
be broken down into the sum of inner products between the features and the
corresponding elements of the weight vector of a part. The absolute value of an
inner product measures then the contribution of a part to the whole prediction.
If the absolute value is high, the part greatly influences the prediction. Zhang
et al. (2016d) presents an approach based on this idea for fine-grained tasks.
They extend it by learning independent SVM classifiers for each object part.

Kernel view The visualization of a prediction can be further improved by
adding references to the training set. In case of classification, references can
show the similarity of a testing image to related training images and hence
reveal similarities, which the user might not be aware of. For example, if a
model for bird species recognition makes a wrong prediction, showing related
training images from the winning class might reveal that there are very similar
variants of a species. This can help a user if the user has only the most common
variant in mind. We will call the visualization, which use the relationship to
training images, the kernel view.

SVMs provide a natural way to break down a classification prediction to the
relationship of input and training data. Section 2.3.2 presented the hinge loss,
which is adapted for training an SVM. The formulation using the hinge loss is
also called primal problem and uses the feature vectors during optimization.
The corresponding dual formulation uses the inner product between data points
instead. Let the label space be T : {-1, 1} and QUE“ : {(a:,,, tn) I 1 3 n 3
N} C Q >< T the training set. Then the dual problem is given by

N NN
1

— — t t / / /fln€I:g113éXnSNT§:1Bn 2 712:1 $31 n n (wn) {En >
= = n:

s.t. 3)-,,Z(),1§n3N (3.19)
N

Z tnfin : 0-
n:1

The solutions obtained by the dual formulation are equivalent to the ones of
the primal problem. The prediction for a new sample (:11, t) Q Qtest is given by

N

Z t,,fl,,(a:, wn) , (3.20)
n:1
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where we ignored the bias term as it can be replaced by an additional constant
component in the feature vectors. The decision is broken down to the weighted
inner product of testing with each training sample. Ranking the training data
according to 6,, (w, awn) or its negated value provides an overview of the training
samples which support the decision for a certain class the most.
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4 I Explicit pose normalization
with discovered object parts

Explicit pose normalization is an essential concept for fine-grained recognition
and used in most works in the field. This chapter presents our contributions
in this area. Section 4.1 will first give an overview of the complete recognition
pipeline. Afterward, we present details about our part proposal generation in
Section 4.2 and our selection of relevant proposals with weak or no supervision
in Section 4.3.

4. 1 Image classification with object parts
The outline of our image classification pipeline for fine-grained recognition
based on explicit pose normalization is given in Fig. 4.1. It builds on the com-
monly used structure described in Section 3.2 before, which was shown in the
bottom part of the figure. For a given input image, part detectors are applied
and the most probable location for each part is computed. Afterward, we de-

Part
Selection Part Part

proposals selection
i

O
I

Feature Detect Feature
EXtraCti0n parts extraction

i i

J-
IIIIIIIIIIIIIIIIIIIIIIII

J-
SVM

Figure 4.1: Outline of our part-based image classification pipeline.

57



Chapter 4 I EXPLICIT POSE NORMALIZATION WITH DISCOVERED OBJECT PARTS

scribe the appearance of each part by computing descriptors for image patches
at each part location. These descriptors are concatenated with a global image
description containing the context of the scene. The combined description is
passed on to a classifier such as an SVM. Please note that we assume symmetry
of object parts. That means if an object has two legs, for example, then the
appearance of both legs is similar and describing the appearance of one leg is
sufficient. Consequently, we only use the most probable location of each part
even if the detection map contains multiple peaks.

The crucial component of this classification approach are the object parts.
Previous works learned semantic part detectors from annotated ground-truth
part locations. However, manual part location annotations are expensive and
tedious to obtain, especially at the scale of current datasets. Our work con-
tributes approaches for obtaining part detectors with weak or even no location
supervision. Weak supervision refers to the generation of part detectors given
bounding box annotations for all training images, but no part location anno-
tations. In the unsupervised case, no location annotation is available at all. In
these settings, it is not possible to simply learn an object detector or regression
function from the annotated locations in the training data.

We obtain part detectors in two stages. First, we generate generic part
detector proposals using a pre-trained CNN. The number of candidates is large
and the detection quality might also vary greatly. If all candidates are used
in classification, we would obtain a huge and noisy feature representation.
Hence, foreground-related proposals are selected using either the provided
bounding box annotation in the weakly supervised case or by exploiting spatial
relationships between the discovered detectors. Please note that we obtain a full
detector instead of just the part locations in all training images. This is different
from interest point detectors like SIFT, which provide only the locations without
any semantic connections between detections of two images. Our generated
detectors can be applied to new images and are assumed to detect the same
object part for every image.

4.2 Part generation
The generation approach presented in this section was introduced in the master
thesis (Simon, 2014) and slightly improved in our consecutive work (Simon et al.,
2014). It generates part proposals from a CNN, which was trained for image
classification. In the following, we will present the CNN training procedure, the
part generation itself, and how we obtain the most probable location of a part
in an image.

CNN learning Section 3.2 explained, among other ideas, that CNNs learn part
detectors useful for discrimination of images. In particular, the individual filters
or channels of a convolution operation can be seen as a part detector. The
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response of the convolution is high at locations, which are relevant for a filter.
We exploit this observation and train a CNN for a classification task using a
large-scale dataset. Usually, training data is too less in fine-grained tasks to
train a state-of-the-art CNN model from scratch. Hence, we use pre-training,
which means training the model for image classification on a large dataset like
ILSVRC first. The resulting weights are used as initialization for the consecutive
fine-tuning using the fine-grained task of interest.

Extracting part detectors In the learned model, we select a convolutional
layer and exploit the individual filters or channels of it as object part detectors.
In particular, the last convolution operation with an output resolution greater
than one by one is used for part detection. This is motivated by the increasingly
abstract patterns, which seem to be learned by CNNs in late convolution opera-
tions. In case ofAlexNet, for example, each channel in conv5 is used to obtain
one part proposal, resulting in 256 part proposals in total.

Localize parts The filter output of a convolution after the activation function
provides a detection map, which contains high scores at areas which contain the
corresponding object part, and zero at other locations. However, the resolution
is often very small and hence the localization error is high. For example, the
last convolutional layer conv5 of a standard AlexNet architecture produces an
output with spatial dimension 13 >< 13, which is fairly coarse.

We use neural activation maps (N/llléls) to address this issue. Given a se-
lected filter of a convolution in the trained CNN and an input image, the NAMs
approach computes the flattened gradient of all output elements with respect
to the input image pixels. Let :1: Q Q denote an input image and f the trans-
formation performed by a CNN up to a selected channel in a convolution.
Furthermore, let the z Q IRE be the vectorized output of this single convolu-
tional filter, i.e., z : f(a:) and z[d] : fd(a:) the d-th element in this vector. Then
the NAM is given by

NAM(a:) = i Vfd(a:) = V((f(a:), 6)), (4.1)
d=1

where e Q IRE is a vector of ones. Hence, a NAM is the gradient of the aggregated
output of the convolutional filter. In case of multi-channel inputs, NAM(a:) has
several channels as well. We flatten the gradient by computing the L1-norm
across all input channels at each location and obtain a single non-negative
detection map.

The gradient has the same shape as the input sample. Hence, the spatial
resolution of the NAM is much higher compared to the immediate output z
of the convolutional filter. In addition, the NAM does not require a mapping
from output elements to corresponding input pixels when localizing a part. This
mapping can be complex due to different padding, stride, and filter mask shapes
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Figure 4.2: Convolution output f (:13) of a channel in AlexNet and the
corresponding l\lAl\/[(33). Each row shows the results for one image
shown in the first column. The dog image is from Oxford IIIT pets.

in each convolution. In contrast, the gradient directly relates the aggregated
output to the image.

We present examples of the resulting NAM in Fig. 4.2. Each row in the
figure shows the results for a different input image. We first show the image,
followed by the convolution output of a selected channel in AlexNet pre-trained
on ILSVRC and the corresponding NAM. As can be seen, the resolution of the
NAM is much higher. In addition, the map also does not suffer from border
effects, which are caused by zero padding. This effect can often be seen as high
detection scores near the border of the convolution output despite no relevant
patterns are located there.

The NAMs can be all zero. This is the case, for example, if the output of con-
volutions is all negative and hence ReLU transforms all values to 0. The gradient
of the output is then all zero. An all-zero NAM occurs often in commonly used
CNN architectures. It is interpreted as no detection, i. e., the corresponding part
does not occur in the input image.

Extracting a single location In the classification framework, the NAM is re-
duced to a single location, which is the most probable location of the corre-
sponding object part. We fit a Gaussian mixture model (Bishop, 2007, Sect. 9.2)
(GMM) with P Q N components to all pixel coordinates of the map weighted
by the corresponding score in the NAM. Afterward, the mean vector of the
strongest component is used as the detected location.

Compared to computing the maximum response location, the GMM is
more robust against noisy NAMs. The noise can occur, for example, because of
multiple detections near the same part or false detections. In addition, the GMM
also allows for handling multiple detections in an image, which is important as
birds, for example, have two eyes and two legs with identical appearance.
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4.3 Selecting relevant part proposals
Especially CNNs pre-trained on a generic classification dataset produce a di-
verse set of part proposals as they are related to all kinds of objects contained
in the generic classification task. In addition, the number of generated parts is
usually large, which results in a high-dimensional and noisy part-based image
representation. This can cause a decrease in accuracy and can lead to memory
limitations when working with larger datasets. Hence, we select now the pro-
posals which have the highest relevance to the fine-grained classification task
of interest. The basis for the selection are the extracted locations of all parts and
training images.

We assume that parts related to the foreground object have the highest
relevance for classification. This is the case for most fine-grained tasks. For
example, bird species distinguish each other by the appearance of different
semantic parts. However, it is important to keep in mind that the scene can
provide context knowledge. For example, gulls are usually seen near the sea and
hence the background of gull images often contains water, sand, and a specific
vegetation. In our approach, we include this knowledge by adding a global
feature description in addition to the parts. In the part selection, however, the
context is ignored.

The approaches for selecting relevant object parts are grouped by the amount
of location annotation available for the training images in addition to the class
labels. The supervised setting assumes semantic part location annotations. In
the master thesis (Simon, 2014), we presented how to select parts in this case
and hence kindly refer the interested reader to this work for more details. In the
weakly supervised setting, the location annotation is only available in the form
of object bounding boxes. Bounding boxes can be cheaper to obtain as they
can be annotated with only two positions per object. Finally, the unsupervised
setting relieves the user from any kind of location annotation by assuming only
class labels at training time. This thesis presents approaches for the weakly
supervised and unsupervised cases as published in (Simon and Rodner, 2015;
Simon et al., 2014). In all settings, we assume no annotation for the testing
images at all as this is the most relevant one for practical application.

4.3.1 Weakly supervised part selection
If bounding box annotations are available at training time, it is possible to
roughly distinguish fore- and background. We formulate the selection as a
maximum likelihood selection of the most likely part proposal out of all avail-
able proposals such that the probability of the observed data is maximal. Let
bp Q {0, 1}, 1 3 p 3 P, 25:1 bp : 1, be indicator variables with bp : 1 denoting
that part p is the selected part. Furthermore, let Qlrain : {(:1:,,, tn) I 1 3 n 3 N}
denote the training set. Each element in the training set consists of the sample
image a:,, Q Q and the label tn Q (N >< IR4). The label consists of the class ID
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in the first component and the locations of the upper left and bottom right
corner of the bounding box in the remaining four components. The maximum
likelihood problem is then given by

p* I argmaxlP’(3Dtrain I bn I 1) . (4.2)
1SP§P

The optimal p* refers to the part, which explains the training set the best. We
solve the problem by using the common assumption that the training samples
are independent and identically distributed and applying Bayes’ rule, which
results in

N

p* I argmax H lP’(:cn, tn I bp I 1) (4.3)
1sp§P n:1

N lP’(bn I 1 I zen, tn) lP’(a:n, tn)
I . (4.4)--<-.1 1)

We use a flat prior for both IP’(bn I 1) and P(:1:n, tn), apply the log transform, and
hence obtain

N
p* I argminz log lP’(bn I 1 I azn, tn) . (4.5)

1§psP n:1
The term IP’(bn I 1 I :1:n, tn) describes the probability, that the part n is the most
relevant one for the current sample image azn and annotation tn. Hence, the
part with the highest aggregated log probability is select as the most likely one
in Eq. (4.5). Depending on the definition of P(b,, I 1 I wn, tn), we obtain different
selection strategies.

Counting strategy The first model assumes that a part is relevant if it is located
within the bounding box of the object. Let 12:2 Q IR2, 1 3 n 3 N, 1 3 p 3 P,
denote the detected location of part proposal p in image n. Furthermore, let
BB: T —> ‘]3(IR2) denote a function mapping the annotations to the set of
locations belonging to the bounding box. Then the probability is defined as

1- 'f t'dttd dAp BBtnP(bp:1|wmtn):I u 1lp8.I‘plS eece an /-<:nQ ( )7 (4.6)
u ese

where 0 < u < 0.5 is a small fixed value incorporating the uncertainty of our
assumption. The assumption might be wrong due to noisy part detections and
possible false annotations of the bounding box, which are inevitable in large
datasets. This definition results in an intuitive part selection. The optimal part
in Eq. (4.5) can be found by counting for each part proposal the number of
training samples, in which the detected part location is within the annotated
bounding box of the image. Hence, we name the approach counting strategy.
The model allows for discovering a diverse set of parts as no assumptions are
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placed on the part location within a bounding box. The discovered parts can be
arbitrary and do not necessarily correspond to parts, which we use as humans.
Hence, this model is especially suitable for scenarios, where we do not have any
prior knowledge of the discrimination ability or location of the parts.

Border strategy Noisy detections of parts near the bounding box boundary
or noisy annotations can lead to a low objective value for parts, which are close
to the boundary of the object. Consequently, the counting strategy favors parts
which are on average in the middle of the bounding box. However, for object
categories like birds, the small discriminative details of the object are often
close to the boundary of the object, e.g., the bird head, tail, and feet.

Our second model is inspired by this observation and extends the counting
strategy accordingly. Let Rzf, Q 1R2 denote the detected part location of part p in
image n as before. Then the probability of a part to be relevant is defined as

1 — 1/ if part p is detected and 12:2 Q BB( )
P(b,, I 1 I :1:n, tn) I (1 — u)e'B ifpartp is detected and 12);; Q BB(

u if part p is not detected
FF@I~33\/

(4.7)
where B Q lR., denotes the shortest Euclidean distance of the detected location
to the bounding box border normalized by the diagonal of the bounding box.
The definition is equivalent to the counting strategy for part detections within
the bounding box and for missing detections. However, if the part is detected
outside of the bounding box, the probability decreases smoothly with increasing
distance B of the detected location to the boundary of the bounding box. The
value of B is normalized by the diagonal of the bounding box to be robust
against the object scale. We call this model the border strategy as the parts close
to the border of the bounding box are relevant as well.

In contrast to the counting strategy, this model restricts the selected parts
less and hence can lead to a larger variety of the selected parts. However, this
can also lead to a selection of noisy parts. The optimal model choice depends
on the object type of the fine-grained task.

Selection ofmultiple parts The optimization in Eq. (4.5) selects a single part.
Multiple parts can be obtained by generalizing the optimization problem such
that the optimization includes all possible selections of M Q N parts. This
results in the following optimization

fo im- 3Ev‘mybp€{07r1rIInSp§ I oglP’(bp I 1 I wn, tn) . (4.8)

$521 bp:M —

For M I 1, the optimization is equivalent to Eq. (4.5). If M is two or larger,
Eq. (4.8) optimizes the sum of aggregated log probabilities, i. e., the sum of the
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objective function used in Eq. (4.5) for the selected parts. Each summand is
independent from the other ones and non-negative. This allows for an easy
optimization, by calculating the value of all summands and selecting the parts
with the highest corresponding summand value.

The distinction of object categories usually requires multiple parts. For
example, birds are characterized by the appearance of head, belly, and wing
feathers, among others. The number of selected parts M is a hyperparameter,
whose optimal value depends on the application and which is usually found
using cross-validation.

4.3.2 Unsupervised part selection using constellations
The annotation of bounding boxes in thousands or even millions of images is a
laborious task. As the budget in many applications is very limited, it is desirable
to develop approaches that can even work without any location annotation at
all. This setting is called unsupervised part selection. It is unsupervised in the
sense of available location annotation, but class labels are still available. This
means the training dataset is given as 53min I {(:1:n, tn) I 1 3 n 3 N}, where :1:n
is a training sample as before and tn Q N is a class label. The approaches for
unsupervised part selection are characterized by the assumptions about the
objects parts. This thesis presents and evaluates two selection strategies, which
will be described in the following. They are based on the same optimization
problem shown in Eq. (4.8), but differ in the definition of the probability.

4.3.2.1 Random selection

The first approach assumes that the relevance of a part is independent of the
detected locations in the training images. This is equivalent to a flat prior and
means the value of the probability is then given by

VnQ {1,...,N}VpQ {1,...,P}: lP’(bnI 1Ia:n,tn) Iv, (4.9)

with a fixed 0 < v < 1. All parts have for all samples the same probability to
be relevant. This results in an equal objective value for all possible selections
independent of the actual value of u. We uniformly draw one possible solution
and hence call the approach random selection.

The random selection can be seen as a special case of the counting strategy.
The counting strategy gives equal probability to all parts with a detection inside
the object bounding box. If the bounding box is expanded to cover the whole
image, then we obtain the random selection approach. Consequently, it shares
similar properties. It is very generic and can be applied to any kind of data.
The selected parts are very diverse, which can be good to cover a wide range of
object parts. However, many unrelated parts are selected as well.

The motivation behind random part selection is the interpretation ofparts as
interest point detectors. Usually, part proposals are interpreted as a component
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of an object, which has a certain structure. This does not apply to certain
tasks like scene or texture recognition, where the parts are more likely small
objects or abstract patterns in the scene and are not connected to each other.
Hence, the part detector proposals are more suitably described as interest point
detector proposals. However, in contrast to interest point detectors like SIFT,
each detector is specialized to a certain type of pattern.

4.3.2.2 Selection with a constellation model

The contrary situation is present if object parts are connected and hence have a
spatial structure. The spatial structure constraints the position of parts relative
to each other. For example, the bird head is located above the belly in many
images, while the feet are usually below. The part proposals can contain both
related and unrelated parts. Unrelated parts correspond to background patterns,
which can occur anywhere in the input image and hence also in a wide variety of
locations relative to the foreground object. In addition, the background is likely
different in each training sample. In contrast, the foreground-related parts will
have a spatial relationship due to the similar object structure in all images.

Our second approach for the unsupervised setting, called neural activation
constellations (NAC), uses this observation to identify foreground-related parts
among all proposals. We assume that there is only a single foreground object
of interest and that parts related to the foreground object appear in consistent
spatial arrangements. Different spatial arrangements can occur, e.g., due to pose
and viewpoint changes. However, the deviation within each such arrangement
is assumed to be small. In contrast, the relative position of unrelated parts is
assumed to have a high variance. An overview of the approach is also available
as video on YouTube1.

Model definition We learn a part constellation model given the detected lo-
cations of all part proposals in all training images to distinguish related from
unrelated parts. The model is defined as a tuple I‘ — (B, 8, D, A) and consists
of the part selection for each view B, the view selection for each image S, the
relative part location D and the anchor points A. It is a multi-view model with a
fixed number V Q N of spatial arrangements or views. Each view consists of a
different selection of parts, which is captured by B I {I215 I bl) Q {0, 1}, 1 < o 3
V, 1 < p 3 P}. A value bl? I 1 denotes that part proposal p is selected for view o,
and is zero otherwise. Similar to before, the number of selected parts for each
view is fixed and hence the variables in bl? are constrained by 25:1 12$ I M for
all views 1 3 o 3 V. Selecting the relevant parts for each view requires learning
aset oflatentvariablesé‘ I {sn I sn Q {0,1},1 3 n 3 N, 1 3 o 3 V} with 5% I 1
denoting that the object in sample image n is shown with the pose or view o. As
mentioned before, we assume that a single object relevant to the classification

lhttpsz//www.youtube.com/watch?v=T7qdPREd81w
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task in each image. Hence, the latent variables are constrained by 2,‘,/:1 3}’, I 1
for 1 3 n 3 N.

The relative position of the selected parts of each view is described by the
shift vectors D I {dig I dI,j Q I—1,1I,1 3 p 3 P, 1 3 o 3 V}. A shift vector
describes the mean relative offset of part pin view o. The offset is described in
normalized image coordinates and relative to an anchor point. These anchor
points A I {an I an Q I0,1I2,1 3 n 3 N} are latent variables, which represent
the object location in image n.

Model learning The model and latent variables in I‘ are learned in an unsu-
pervised way given the detected locations of the part proposals in all training
images. Let K I {kfl I 14?, Q I0,1I,1 3 p 3 P, 1 3 n 3 N} denote the de-
tected location of part p in image n. The corresponding indicator variables
V I {oi I ofi Q {0,1}, 1 3 p 3 P, 1 3 n 3 N} denote, whether part p was de-
tected at all in image n. A value of 11$ I 1 corresponds to a successful detection
and is zero otherwise. The learning is formulated as a maximum-a-posteriori
estimation of the parameters given the detections

I‘* I argma.xlP’(I‘ I K, V). (4.10)
I‘

This formulation allows for a very efficient learning algorithm compared to
a marginalization of the latent variables. The objective function is further
transformed with Bayes’ rule and a flat prior for location related variables, i. e.,
the anchor points A and D. The prior captures that there is no preference for
certain part locations, which is intuitive if we do not want to constrain our
application domains. We also use an independence prior for the selection-
related variables in S and Z5’ and the common assumption of independence of
training samples and parts given the model parameters. This results in

arg1ma.xlP’(lC, V I I‘) -lP’(l5’) -lP’(S) (4.11)

.N P

I argirnax H H )11>()2.g';,,-))g | r) -113(5) -13(5). (4.12)
nI1 pI1

The term lP’(/1/2;I'i,, ()2 I I‘) describes the probability of the detection result given the
constellation model. If the part p is used in the view selected in image n, we
assume that the detected part location is distributed as a Gaussian distribution
with the mean at the modeled location an + dlj and variance (o§)2 Q IR+. If the
part is not used, the model does not provide any prior information about the
location and hence we assume a uniform distribution over all possible locations.
Hence, we obtain

P 1—t%,p
)r>(/c, v I r) I H/v()2)g Ian + dig, (35)21)t%.- L , (4.13)

22:1 NW
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where lg’, — bl? - bl - 33 Q {0, 1} is equal to one if part p is visible in sample azn,
the view 2) is selected for this sample, and the part is selected in this view. The
term Nnn Q N refers to the number of pixels in the image, i. e., the number of
possible locations.

The probabilities P(B) and P(S) follow a uniform distribution over all fea-
sible values of the bl? and sf, and are zero for non-feasible configurations. The
feasible configurations are all assignments of the variables which fulfill the
constraint that M parts are selected for each view and that only one view can be
assigned to one image. In the following, we will denote this set of feasible model
configurations with /\/l. Including this and the assumption of identical variance
02 Q IRI for all parts and views as well as applying the negative log-transform
allows for reformulating the optimization in Eq. (4.12) as

N P V
_ A 1

argmm — ZZZ tgmlog/\/(I<:l,? Ian + dl?, 021) + (1 — inn) - logw)
Fe‘/VI nI1 pI1 'vI1 pm

(4.14)
N P V

Iargminzzz 13,7, II)3I'2, —an —dl,jII2. (4.13)
Fe‘/M nI1 pI1 'uI1 M

Ibn-on-5%

The resulting Eq. (4.15) shows the final optimization problem. It is solved
using block coordinate descent as introduced in Section 2.3.4.3, optimizing
the variable sets B,S, D, A independently, similar to standard expectation-
maximization algorithm.

Solutions The optimization of each step in the block coordinate descent can
be solved analytically. In case of B and S, the optimal solution can be found by
sorting error terms as all summand are non-negative. We change the summation
order in Eq. (4.15) such that the two running indices of the optimized variable
are the outer sum. The inner sum runs over the remaining index. The variable
to optimize is placed in front of the inner sum, resulting in

I‘Q/\/l 2(1) .M<3%
P

2
argmin Z 112 - sZII/2:2 — an — dl,?II2) and (4.16)

I I I1

—-E1(P)v)

M 1MSUE TZM3 -3%3
NV

argmin £III2‘,lg — an — dl,?II2 . (4.17)
PQ/\/l ,7/:11):

E2 (n,'u)

The E1(p, o) and E2 (n, o) in each summand are independent and non-negative.
In addition, the number ofparts per view and views per sample are fixed. Hence,
the optimal assignment for the bl? and 3% can be obtained by sorting the E1(p, /(1)

67



Chapter 4 I EXPLICIT POSE NORMALIZATION WITH DISCOVERED OBJECT PARTS

and E2 (n, 2)). In case of the part selection bl?, the best parts for each view are the
M parts with the lowest E1 (p, o). In a similar way, the optimal view for a sample
is the one with the lowest E2 (n, 1)). The value of these optimal bl? and 3% is set to
one, while the remaining ones are set to zero.

The optimal solutions for the real-valued variables an and dlj can be ob-
tained as the root of the first derivative. The optimization can be seen as a
common least squares problem for these variables, which is a convex problem.
The first derivative of Eq. (4.15) with respect to an is given by

§ T42 'U 2M3._L9< 311 ._L9< “SaleIU-
RU(93 ):;;,,,,I)z)1;;-()n_¢zI,’II2 I (31;-an_dg) ( 1). (4.13)

The derivative has a single unique root at

* 2(2) ._M< “:65'6an I (25 - (1);) /(Z 131,.) . (4.13)
U/7p/

The root is a global minimum, because the optimization problem is convex
without constraints on the variables and hence every local minimum is a global
one. Similarly, the optimal dlj is given by

N N

415* I 213,- (31; I an) /(Z 13.7,). (4.20)
71:1 n/I1

The Eqs. (4.16), (4.17), (4.19) and (4.20) for obtaining the optimal values for
the four sets of variables can be interpreted intuitively. For example, we select
for each view the parts with the on average minimal distance between modeled
and detected part location. The shift vectors are assigned the mean offset of the
detected locations relative to the fixed anchor point. Similar interpretations are
possible for the optimal view selection and anchor points.

The iterative optimization is initialized with random assignments for the
parts and views as well as the image center as the anchor point in each im-
age. The shift vectors are computed first and hence their initialization can
be avoided. Convergence is determined using the part selection variables bl?.
The optimization is similar to the one in expectation-maximization algorithms
and hence also shares similar challenges. In particular, the obtained solution
can vary greatly depending on the initial solution. We repeat the optimization
multiple times with different random initializations and take the solution with
the lowest objective function value. This reduces the risk of obtaining a bad
local minimum.

Inference The view selection 3"’ Q {0, 1}, 1 3 o 3 V, and anchor point a Q IR2
can be estimated for an unseen image as follows. The inference is similar to the
training shown in Eq. (4.15) with the only difference that the model variables B
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and D are fixed. Hence, we randomly initialize 5'” and a as before and perform
block-coordinate descent to find the optimal values using Eqs. (4.17) and (4.19).
The model inference is not required for the selection of the most relevant parts.
However, we plan to exploit the model in the classification process in the future
as well.

Part selection The part selection identifies the most foreground-related part
proposals using the learned model. In our unsupervised part selection ap-
proach, we define the parts as relevant which appear most often as part of the
constellation model. The term tap : bl; - 11$ - 5% 6 {O, 1} as used above describes
this as a formula. If tap : 1, then part p is considered relevant for image n as
it is visible and used in the view selected for this sample. In the part selection
optimization of Eq. (4.5) used before, this results in the following definition

1- T V H =1]P(bp I 1y.1.,,,t,,) I {U ” :alS§v=1 W’ (4.21)

Vwith 0 < u < 0.5 as before. The value of 20:1 tap can be either zero or one. It is
one, if the part v is used in the view selected for image :12”, and zero otherwise.
The sum cannot be greater than one as exactly one view is selected per image in
the model learning.
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5 I Implicit pose normalization
with orderless pooling

Implicit approaches address pose variation with a global orderless aggregation
of local features. As shown in Section 3.3, this results in an implicit pose normal-
ization approach due to a pairwise matching of local features in the distance
function of the classifier. Our contributions in this area are twofold. We first
present in Section 5.1 the combination of the Log-Euclidean transformation
and bilinear pooling for CNN architectures, which we published in (Freytag
et al., 2016). Afterward, we introduce the novel generalized pooling strategy
oz-pooling published in (Simon et al., 2017).

5. 1 Log-Euclidean transformation
Motivation The recent work of Lin et al. (2015) shows the effectiveness of
second-order operators for CNN-based representations in fine-grained tasks.
Further experiments (Lin and Maji, 2016) also show advantages in texture classi-
fication compared to generic CNN models. Their approach applies the pooling
strategy 2AvgP described in Section 2.2.5 to the local features computed as the
intermediate output of a CNN. The resulting matrix is positive semi-definite,
which can be seen by analyzing the resulting representation. Let yl 6 RE,
1 3 l § L and E E N, be a set of local feature descriptors for a single image as
before. Then the 2AvgP encoding is given by % ZZLI1 jg; - yl. For every s 6 RE,
we have

1 L

ST (Z ' U1) 5 I — : _ (5T?Jz)2 Z O (5-1)z 1 b4+—\ iM~
Us

—I

/-\
‘Q "“—I sé;/ Clo

b4I—\ ._M~
and hence the resulting matrix of 2AvgP is positive semi-definite. It is also
symmetric as the transpose is a linear transformation and because

(yll ~ :u1)T = yf - (1/DI = cu; - 291- (5-2)
Symmetric positive semi-definite matrices form a Riemannian manifold

as shown in (Bhatia, 2015, Sect. 6.1). Consequently, the manifold is not Eu-
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clidean. However, linear classifiers such as SVMs or logistic regression as used
in CNNs optimize the separating hyperplane assuming a Euclidean space. This
contradicts the natural geometry of symmetric positive semi-definite matrices.
Carreira et al. (2012) and Tuzel et al. (2008) proposed to map elements in the
Riemannian manifold to a Euclidean space. In their work, the matrix logarithm
presented by Arsigny et al. (2006, 2007) is used. It maps elements of the Rieman-
nian manifold to the tangent space at the identity matrix I. This tangent space
is a Euclidean manifold and hence well suited for linear classifiers.

Definition The Log-Euclidean transformation applies the logarithm to the
eigenvalues of the matrix z. Let z : f2AvgP ({yl}lL:1) denote the resulting matrix
of the aggregated local features. Furthermore, let z : UDUT be the eigen-
decomposition of this matrix and D : diag()\1, . . . , AE) the diagonal matrix
containing the eigenvalues. Then the matrix logarithm logm is defined by

logm(z) : Udiag(log()\1), . . . ,log()\E)) UT. (5.3)

The transformation does preserve all information contained in z as the loga-
rithm is a monotonic function. We add a small constant 6 > 0 to the eigenvalues
before computing the logarithm for numerical stability.

In our work, we extend the successful bilinear pooling architecture presented
by Lin et al. (2015) with the matrix logarithm as used by Carreira et al. (2012)
and Tuzel et al. (2008). We compute the improved encoding using the local
descriptors of the last convolutional layer of a CNN after the activation function.
This is followed by a signed square root transformation applied to each element
individually, also known as power normalization, and L2-normalization. This
novel combination of a CNN and matrix logarithm for bilinear encodings was
published in our paper (Freytag et al., 2016).

Interpretation The matrix logarithm has a clear motivation from a topological
point of view. However, the influence of the mapping can also be seen from a
machine learning point of view. Eigenvalues represent the strength or influence
of the corresponding axis represented by the eigenvector. A small absolute
value of the eigenvector hence corresponds to a small influence. The logarithm
changes the relative influence of the eigenvalues. Eigenvalues smaller than
0.567 have a larger absolute value after the transformation, because for this
value we have log(0.567) z -0.567. For example, an eigenvalue of 0.1 becomes
about -2.303 after the transformation. This means its influence is increased by
a factor of 23. The emphasis of small components can be beneficial for vision
tasks in which small details are important to distinguish categories.

We simulate recognition results on a binary classification task with syn-
thetic data to support this claim. Each training and testing sample z 6 IRZXZ
is generated as follows. 30 local features yl E R2 are drawn from two distribu-
tions /\/((0, 0)I, diag(1O_2, 10)) and /\/((0,e)I,diag(10_2,10)). Local features for
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Figure 5.1: Influence of the matrix logarithm on the classification accu-
racy in the synthetic example. Smaller values of e correspond to a more
challenging classification task.

samples of the first category are drawn from the first distribution only. The
local features for the second category are drawn with probability 1 — p from
the first and with probability p from the second distribution. The obtained
local descriptors are then encoded using bilinear pooling with and without the
Log-Euclidean transformation. Only the local features drawn from the second
distribution are discriminative. We set p : 0.1, which corresponds to a small
proportion of relevant local features, to simulates a challenging task.

We generate 25 samples for each class and train a linear SVl\/I. The model
is evaluated afterward on 25 additional held-out samples. The result of 100
repetitions and different values of 6 € IR can be seen in Fig. 5.1. We compare the
accuracy with and without the matrix logarithm. For small e, the two classes
become indistinguishable due to the strong noise. The accuracy begins to
increase above random guessing at 6 : 10-0-25, if the matrix logarithm is used.
In contrast, the regular bilinear features require e 2 10025. For e > 10075,
the classification task is solved with almost perfect accuracy. As can be seen,
the matrix logarithm shows a significant improvement for a wide range of 6
supporting its advantage in distinguishing small details.

5.2 or-pooling
Learning architecture from data Computer vision tasks can be tackled using
a huge variety of model architectures. The architecture is crucial for high accu-
racy, but it is usually difficult to optimize it. The main reasons are that finding
the optimal architecture is a discrete optimization problem and that there is an
infinite number of possible architectures. Usually, the architecture is optimized
together with the remaining hyperparameters by sampling promising choices
and evaluating it using held-out validation data. This approach reminds of
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hand-crafted features, which were designed in a similar way. It is greatly limited
by the computational power and hence only a few choices can be evaluated. In
contrast, learning the optimal architecture from data as the other parameters
could greatly improve this similar to learned versus hand-crafted filter masks.

In our work, we take a first step in this direction by learning the pooling
strategy from data. The pooling step aggregates local features in a neighborhood
to a combined description as described in Section 2.2.3. We focus in our work
on the final global pooling strategy before the classifier. Two popular choices in
state-of-the-art recognition models are average pooling and the second-order
operators introduced in Section 2.2.5. The former is usually used as the final
transformation before the classifier. This includes the ResNet and Inception
models as used for generic image classification. The latter show great benefits
especially in fine-grained classification tasks and are often used in combination
with the VGG-VD architecture for local feature extraction.

We propose a new generalization or-pooling, which generalizes both aggrega-
tion strategies into a parameterized framework. It contains a single parameter,
which allows for a continuous shift of the strategy and which can be learned
from data using gradient descent. Hence, or-pooling reliefs the computer vision
expert from evaluating different strategies and additional strategies can be even
learned as well.

Focusing on relevant matches In Section 3.3, we presented the similarity
function of the classifier for global average pooling and the second-order op-
erator. We showed that both pooling strategies result in a pairwise matching
of local features. The difference is that the linear kernel in case of global av-
erage pooling is given by the sum of the inner products between all pairs of
local features. In case of 2AvgP, the inner product between the local features is
squared. The square shifts the relative influence of local feature pairs to the one
with the largest inner product. In other words, the largest inner products have a
significantly higher influence on the image similarity.

Focusing the similarity on a few local feature pairs has proven beneficial
in fine-grained recognition tasks. The reason is that only the similarity of a
few semantic parts is relevant for recognition. However, in other tasks like
scene recognition, the overall appearance might be more important and hence
an equal contribution of the matches seems intuitive. The definition of our
generalized framework or-pooling is chosen such that it is possible to learn the
influence of the highest matches from data. In the following, we will first present
the computation followed by the analysis of the resulting similarity function of
the classifier.

Model structure A classification model based on or-pooling is described by
a triple (h, g,C). The function h : w >< Z 1- yl € IRE computes local feature de-
scriptors for an input sample ac E Q and location Z, 1 g l g L. In state-of-the-art
CNN models, the local features are computed by a cascaded set of convolutions,
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activation functions, and pooling operations. Common choices for h are the
layers of models like VGG-VD or ResNet up to the last convolutional layer. Their
output is a regular grid of local features, which describes the appearance of the
corresponding areas in the input image.

The local feature extraction is followed by the pooling function g : {yl}l ->
z € RD mapping from the set of local features to a global image description.
Models like ResNet and Inception use global average pooling, while fine-grained
work like Lin et al. (2015) use second-order operators. This corresponds to

L L
1 1gaVe({yl}lL:1) : Z Z yl and g2AvgP({yl}f:1) : V€C(Z Z Iggy?)

l:1 l:1

as introduced in Sections 2.2.3 and 2.2.5. The global vector has length D : E
and D : E2 in these two cases.

Finally, the global description is passed to a classifier C : z -> u € RC.
It maps the global description to a vector of C € N category scores. Linear
classifiers learned with softmax normalization and cross-entropy loss are the
most widely used choice in case of CNNs. However, our or-pooling model is
not restricted to a specific classifier and other functions are possible as well.
Please note that we focus in this definition on the use of or-pooling as the final
aggregation step before the classifier, because this allows for achieving the
desired pose normalization. In addition, it allows for applying the visualization
approaches, which will be introduced later in Chapter 6.

Aggregation with or-pooling In case of or-pooling, we choose the pooling strat-
egy g : galpha. It is a replacement for gave and g2AVgP and hence also aggregates
all local features into a single descriptor. We defined it by

1 L
galPha({yl}IL:1) : vec Z alpha-prod(yl, 04)) (5.5)

1 1

with the vectorization function vec and

alpha-P1"0d(yz»@) I (S3T1(i'Jz) O Ii'lzIa_1)Z'J1T> (5-5)

where Sgn, o, I-I, and -O‘ denote element-wise functions for the sign, multipli-
cation, absolute value and exponentiation operation. The pooling operation
in Eq. (5.5) computes the mean over transformed local features. The transfor-
mation at each position is given by Eq. (5.6). We take the local feature to the
element-wise power of a — 1, while keeping the sign of each component, and
compute the outer product of the result with the local feature. The result is a
matrix, which is vectorized in order to use it as input to the consecutive classifier
C in order to predict the class scores.
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This transformation is parameterized by a E R, which directly controls the
pooling strategy. It is a model parameter, which can be learned from data along
with all other model parameters. Its gradient with respect to the pooling output
is given by

agalpha 1 L

3T({yz}l)I WC <Z ZZZ; ?Jz(S31"l(?Jz) Q I?JzIa_1 @11’1Iyz)T> - (5-7)

This distinguishes ot-pooling from previous pooling approaches, which treated
the pooling strategy as a discrete hyperparameter. We move this hyperparame-
ter to the set of regular model parameters by transforming the discrete architec-
tural choice to a continuous family of pooling strategies. A decay on the value
of a was not necessary for convergence in our experiments. In both Eqs. (5.6)
and (5.7), we add a small constant e > 0 when calculating the exponentiation
and logarithm for numerical stability.

Special cases Global average pooling and 2AvgP are special cases of or-pooling
and can be obtained for certain values of the model parameter a. The first spe-
cial case is obtained with a : 2. Eq. (5.6) can be simplified to alpl1a—pr0d(yl, 2) :
yly? and hence the outer product is computed. This is identical to 2AvgP as
used by Carreira et al. (2012) and bilinear pooling of Lin et al. (2015). For a value
of ct : 1 and non-negative yl, we compute alpha.—p1'Od(yl, 1) = yI)ylT : eylT,
where e 6 RE is a vector of ones. This results in a matrix of shape E >< E, which
contains the vector yl in each row. The mean calculation in Eq. (5.5) hence
computes a matrix of the same shape, which contains the mean vector over all
yI multiple times. Each row of the or-pooling result matrix is hence equivalent to
the result of average pooling. While the dimensionality is different, the classifier
has the same information and hence also achieves the same accuracy.

Our approach smoothly interpolates between the two strategies. This prop-
erty allows for analyzing differences in the predictions, e.g., on which object
parts the prediction is based on. In the experiments, we will show an evaluation
for the semantic parts of a bird using CUB200-201 1 dataset. In addition, new
pooling strategies can be obtained for values of o other than 1 and 2.

Influence of a Our approach also achieves the desired learnable focus on the
largest matches of local features. We can compute the linear kernel between
two oz-pooling vectors analog to Eq. (3.10) in Section 3.3 as

<Z» Z’) <>< Z<y@»y§n><y§““1,(y§n)°‘_1) » (5-8)
l,m

where we assume non-negative yl and yjn for clarity. The linear kernel is identi-
cal to 2AvgP for a : 2 and to global average pooling for o : 1. The value of o
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directly influences the relative influences of the individual local matches. The
larger the value of a, the larger is the relative proportion of the largest match
within the sum in Eq. (5.8). This can be compared to LP-norms, where the influ-
ence of the largest element increases with larger values ofp until converging to
the maximum norm.
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6 I Understanding and interpret-
ing fine-grained classifiers

The automated prediction of the object category for a given image is valuable.
Many applications and users, however, require more than the category alone.
A way to understand the decision in a reproducible way can be as important
as a correct prediction. In addition, further improvements of computer vision
approaches require a detailed understanding of the inner workings of existing
models. This chapter hence complements the recognition approaches of the
previous sections with ideas for visualizing and understanding decisions. We
present two visualizations, which provide insights into the recognition process
of a single image. One focuses on the learned part decompositions in CNNs
while the other visualizes the most influential training image regions of a deci-
sion process. Afterward, a mathematical analysis and an estimation approach
for the stability of a prediction with respect to noise is introduced.

6.1 Learned part decompositions of CNNs
The predictions of a recognition model are based on the information, which it
contains in the form of architecture and model parameters. While the model
architecture is usually manually defined and hence well understood, the param-
eters are numerous and derived from training samples. For complex models,
their number can be in the order of millions. It is then difficult to understand
how a prediction was derived from the information stored in the parameters.
In this section, we are interested in why the classification model predicted the
winning object category given a single image. We focus on generic CNN models
such as AlexNet and VGG-VD. The visualization and its quantification will be
the basis for analyzing limits of these architectures in fine-grained tasks.

Our approach is called activation flow and visualizes the intermediate CNN
elements, which have the highest contribution to the predicted score of the
winning object category. It is an overlay over the input image, which shows
the decomposition of the scene into increasingly smaller parts similar to a
hierarchical decomposition of an object into semantic parts. In contrast to a
manually defined part hierarchy, the visualization shows the part hierarchy,
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Figure 6.1: Outline of the activation flow computation. After a forward
pass, we identify the winning class and identify elements in earlier layers,
which had the highest influence. Each identified element is accurately
projected to the input space for visualization purposes.

which is used by the CNN and learned from the training data. It hence provides
an insight into the recognition process.

Overview The concept is shown in Fig. 6.1. The first step is a normal forward
pass through the network, which yields the class scores as well as all the in-
termediate CNN outputs of each layer. Starting at the winning class score, we
recursively identify the elements of highest influence in the previous layers.
Each identified element is then projected back to the corresponding location
in the input image for visualization purposes. The projection is possible as
intermediate CNN outputs have a spatial structure in most layers and hence are
a three-dimensional structure with width, height, and a number of channels.
For example, an element in the lower left of such an output corresponds to the
lower left of the input image.

Tracing back the highest score The backtracing starts at the last layer, which
corresponds to the class scores. The element corresponding to the highest class
score is added to a set of elements to investigate next. Please note that we
currently only consider the winning class for clarity in the figure. Our approach
then iteratively removes and investigates elements from this set. For each
element, it identifies the most influential elements in its preceding layer and
adds these elements to the set. This procedure is repeated until all elements in
the set are from the input data.

We select up to I-<2 6 N most influential elements in each iteration. The
selection is done as follows. In case of element-wise operations, there is a
one-to-one relationship between input and output elements. Hence, a single
output element has only one most influential input element. In case of linear
operations, we define the contribution of an input element as the product of its
value and corresponding weight. Larger positive values correspond to a higher
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Figure 6.2: The drawing scheme for the highest contributing elements
in the CNN. For each selected element in a layer, we select the k: highest
contributing elements in the previous layer. Each identified element
is projected to the input image and elements of consecutive layers are
connected and colored. Darker colors correspond to later layers.

contribution and hence the /c elements with the largest product are selected. We
do not compute the absolute value of this product, as we are only interested in
contributions to a positive class score. The selection for aggregation functions is
defined in a similar way. Average pooling corresponds to a linear operation with
equal weights at each location and is treated accordingly. In case of maximum
pooling, the maximal value within the corresponding input window is picked.

Back projection Each element visited in the backtracing procedure is pro-
jected to the input image for visualization purposes. The exact projected lo-
cation is obtained by projecting an element’s location layer-by-layer onto the
earlier layer outputs. Element-wise operations such as activation or normal-
ization functions do not influence the spatial position and hence the location
is projected to the identical location in the previous layer. Local operations
such as convolution or pooling compute the output of a single element on a
small window. We project the location of an output element to the center of the
corresponding window in the input data. Elements belonging to layers without
spatial structure, such as the matrix multiplications denoted by FC in the plot,
are projected directly to the image center without backtracing.

Visualization Fig. 6.2 shows how to visualize the selected elements. Each
picked element is projected to the input image as explained. Elements of
consecutive layers are then connected and form a tree of highest contributing
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elements. In addition, we color the elements and connections according to
their position in the hierarchy of the CNN. Later layers are colored with darker
colors and earlier layers have brighter ones. For clarity in the figure, we limit
the visualization to include only later layers and set is : 2.

The resulting plot allows for identifying relevant elements in an image and
understand their relationship in the learned CNN model. For example, the long
red lines can be interpreted as the recognized decomposition of the whole image
into large scene or object parts. It corresponds to the first matrix multiplication
FC, which aggregates the feature map to a global feature vector. Consecutive
brighter lines show how each of these larger elements is decomposed into
smaller less abstract patterns. In Section 7.7.1 of the experiments, we show the
results and also use the visualization as a basis for a quantitative analysis

6.2 Decision visualization for or-pooling models

When moving from generic CNN models to specialized fine-grained approaches,
new opportunities as well as new challenges appear. Explicit pose normalization
models are based on detected object parts and hence the model output can be
easily related to and visualized using these parts. However, a visualization for
implicit pose normalization approaches is more challenging. In this section,
we hence present an approach for understanding the predictions of our or-
pooling model, which was introduced in Section 5.2. In contrast to the previous
section, we analyze only the classifier using the relationship of a prediction to
the training data, which was used to learn the model parameters. The approach
was published in (Simon et al., 2017) and can be applied to state-of-the-art
CNN models like ResNet and Inception as well as they are special cases of an
oz-pooling model.

Visualization design The goal of our approach is to visualize the most influ-
ential training images regions. It is an extension of previous works, which use
the dual formulation of an SVM classifier to rank the training images by their
influence in a certain prediction as explained in Section 3.4.2. If we would
remove the highest ranked images from the training dataset, the class score
would decrease drastically. Our approach extends this image-level analysis to
a region-level analysis. In particular, we are interested in the regions, which
support the winning class score of a given image the most. If we would replace
these regions in the corresponding training images with black rectangles, the
class score would decrease significantly.

Fig. 6.3 shows a schematic drawing of the visualization. We visualize the
decision of a single testing image, which is shown in the bottom left. The
testing image is analyzed by the oz-pooling model and the winning category is
determined. We compute for this category, which regions of the training images
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Figure 6.3: Schematic drawing of our decision visualization approach.
We visualize the decision of a single testing image, which is shown in the
bottom left. In the top right, we show the training image regions, which
support the decision for the winning class the most. The percentages
indicate the relative influence of a region pair.

support the decision the most. This selection procedure is explained in the
next paragraph. The highest contributing regions are cropped from the original
images and shown in descending order of influence in the top and right part of
the visualization. In addition, the corresponding region in the testing images
is visualized with a black line and the relative influence of this region pair is
written above it.

Please note that we visualize the most influential region pairs, not the most
similar one. The difference can be seen by the relative influence of the first and
last training image region in Fig. 6.3. The training region ranked fifth (bottom
right) is the most similar one among all shown five training regions. However,
its influence is much smaller compared to the region ranked first (top left),
which has a relative influence of 56.0%. The reason is the different training
sample weight, which was learned by the classifier in training on an image
level. Previous works either stay at this image level, but were lacking the local
connections, or showed the most similar patches only. Our work combines both
aspects into one visualization.

Influence of training image regions The crucial component of our approach
is the computation of the influence of a pair of testing and training image region.
Our approach applies the representer theorem (Argyriou et al., 2009; Schtilkopf
et al., 2001) to the classifier 6 of the winning class in the or-pooling model. Theo-
rem 1 in the work of Scholkopf et al. (2001) applied to our case states the follow-
ing. Let Q be a non-empty set, /<;: Q >< Q —> R a positive definite real-valued ker-
nel and H,.., the corresponding reproducing kernel Hilbert space. Furthermore,
suppose we are given alabeled dataset Q : {(a:,,, tn) I 1 < n 5 N} C Q >< R, a
strictly monotonically increasing real-valued function it: [0, oo) —> R, and an
arbitrary cost function £: (Q >< R2)N —> R U {oo}. Then any optimal 6* Q H,.,
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solving the optimization problem
/v I\/ »v /v

C — a1fgH1i115((<B1,i1-(3(w1)).- - -- (5I3N>tN»C(5I3N))) + WIICII) (6-1)
CEH/-t

can be represented in the form

N
C(a:') - Z [in /<;(:L", inn), (6.2)

11:1

where ||-|| is the norm in Hn, [in Q R for all 1 § n 5 N the learned weight of a
training sample, and an’ Q Q a testing sample. The original formulation of Kimel-
dorf and Wahba (1971) included only optimization problems with Euclidean
losses. Scholkopf et al. (2001) relaxed this to arbitrary strictly monotonically
increasing functions L. The formulation Eq. (6.2) is identical to the inference
step of the dual formulation of SVMs and hence widely used in this context.

I\/

Eq. (6.2) computes the prediction of the classifier C as a sum over weighted
kernel values between the testing vector m’ and each training sample azn. In
case of an or-pooling model and a linear classifier, the azn and ac are obtained
with or-pooling and the kernel is the inner product. We can use this to further
reformulate Eq. (6.2) by substituting the oz-p()Ol€(l features by their computation
formula shown in Eq. (5.5). Let :13’, azn Q REXE denote two 04-pOOl€Cl features
obtained from the local features yI, y.,"1‘n Q RE, 1 g Z 3 L, 1 § m 3 Mn, Mn Q N+,
1 § n g N. The linear kernel between ac’ and azn is then given by

(vec(a:’), vec(acn))

- <§ Em-((8%--<1-/2) -> ly2l““1)(:u2)I)- Z ve@(<sg-<1-/t.) <> I;-1¢..n@‘"1><.-a>t)>
C M (6.3)

F) 3:l—l as .I % (((SsI1(:uZ) <> |yZI“'1)(yZ)T)l((SsH(y?..) Q I1)?-‘..I°"1)(tu.’l”..)T))
(6.4)

bl 3:l—\ at -M-5= — (1/E)“:/Z1.(Sg11(:()I)<>|yIl"”1)T(SeH(:ul;.)@I11/Z;.I"‘“1) (6-5)

N 3:l—\ atid-5= Z (1)/I-11/?..)<(Sg1'1(:¢/I) O |IlJI|"‘“1)-(Sal)-(1)/Z.) O |yZ.l“_1)> (6-5)

analog to Eq. (3.10) in Section 3.3 with tr(-) denoting the trace as before. As
in Eq. (3.10), we used the linearity of the inner product, the property of the
vectorization as a unitary transformation, the invariance of the trace under
cyclic permutations, and the symmetry of the inner product. Substituting the
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kernel function in the representer theorem of Eq. (6.2) with Eq. (6.6) results in

iM2it§2ZMQ: I-Qgm:
3H:

6(-11") = (vi-:u%><(Ss11(:ul) 6 I?JIIa_1)»(S31"1(?J?n) O l:uZl.l“_1)> (6-7)

= <1/Z-:uI;.><(Se11(:'1l)<> I:/II°‘"1)-(SsH(yZt)@ Iv?-.|“_1)> - (6-8)
n

'f)/l,m

The score for a category is computed as sum over all training samples and all
pairs of locations in each training sample and the testing sample. For each
pair of locations (Z, m) given sample n, we calculate the product of sample
weight, inner product of local features, and the inner product of transformed
local features. In the following, we denote the product by yfm. The value of
yffm measures the contribution of the region pair to the classification score. A
large positive yfm indicates a strong support for a category as it contributes
significantly to a positive class score.

Region selection For our visualization, we are interested in the training image
regions, which support the classification decision the most. We divide the region
selection into two steps for efficiency reasons. In the first step, we identify
the most relevant training images. They are determined by the value of the
aggregated 'yI‘m over all locations ZZLI1 ETAZQ1 yfm . This is equivalent to the
corresponding summand in the representer theorem. Similar to the yffm itself,
larger values are interpreted as a greater support for a decision. Hence, we
pick the top five images in descending order. The second step identifies the
most supportive pair of image locations for each selected training image. We
compute "yI”m for each location pair (Z, m) and select the pair with the highest
value. The computation of yffjm for all summands can be done efficiently using
a formulation based on matrix multiplications.

Relative influence We also provide a quantitative evaluation of the support.
While the value of yffm measures the support, it is difficult to understand what
can be considered a large value. We are interested in how large the influence of
a region pair is relative to all other regions pairs. This will allow for investigating
if only a few training sample regions influenced the decision.

We assume in the following, that all local features are non-negative, as it
is the case for most state-of-the-art CNN models due to the common ReLU
operation. In this case, yfm is non-negative for all positive training samples as
well, because the inner product between non-negative vectors is non-negative
as well. The influence of a region pair (Z, m) of training image n relative to all
other supporting region pairs is then defined by

- "YZE-."ya" : ’ , (6.9)
m if-I-1 if-1 Ygii 11(1)-. = 1)vZfn
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where tn is the class label of sample n and ]1(tn = 1) is one for positive class
samples and zero otherwise. We would like to remind that we only consider
the one-vs-rest-classifier of the winning class C and hence have a binary classi-
fication task. The normalization factor in the denominator is the aggregated
yfm over all region pairs of positive training samples. Training samples from the
negative class are excluded, as we are only interested in the supporting image
regions. Examples of the resulting visualization, as well as statistics computed
with it, will be presented as part of the experiments in Section 7.7.2.

6.3 Sensitivity of classifier decisions
A common issue in real-world applications is the domain shift between the
training data and the observed data after deployment. This means that the un-
derlying data distribution of the training data is different compared to the one
of the observed data. For example, common training datasets were obtained by
downloading images from websites like Flickrl, where professional photogra-
phers present the best of their high-resolution digital single-lens reflex (DSLR)
shots. However, the photos presented after deployment might be snapshots
taken with smartphones in casual situations. Hence, the recognition model
is suddenly faced with low-quality, noisy, and blurry images. Even in the case
ofwildlife monitoring, domain shifts can occur if the camera used in the field
differs from camera used for taking the training images. This might be due to a
new generation of camera traps or simply different types of cameras used by
the involved research groups.

While the previous sections focused on the understanding of a prediction,
the understanding of its sensitivity with respect to such shifts is a crucial topic
as well. We will discuss possible forms of domain shifts and present the analytic
approach for estimating the sensitivity of a prediction, which was introduced
in our work (Rodner et al., 2016). In addition, we empirically analyze the effec-
tiveness of naive approaches commonly used to tackle increased noise level
in images. The aim of this section and the corresponding experimental results
shown in Section 7.7.3 is to raise awareness of the impact of domain shifts and
to build an expectation about the accuracy of learned models after deployment.

Noise types The domain shift between training and observed data can occur
in a great variety of forms. In our analysis, we focus on increased noise levels,
color shifts, image rotations, and translations of the foreground object. Fig. 6.4
provides an overview. Additive Gaussian white noise is always present in camera
sensors and causes issues especially in low-light photographs or when recording
with low-quality cameras. It is additive, which means that noise values inde-
pendently drawn from a zero-mean normal distribution are added to the signal.
Let :1: Q RN)“ denote the signal and C Q RN)”, Q’ ~ /\/(0,021), the independent

1https://www.flickr.com/
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Figure 6.4: Overview of possible perturbations, which cause a domain
shift. We focus on various forms of Gaussian noise, color shifts, rotations,
and translations.

identically distributed noise at each pixel with zero mean and variance 02 Q R+.
Then the perturbed signal zi: Q RN)” is given by

:2: = ac + Q’. (6.10)

The definition represents additive noise for a grayscale image. For color or
other multi-channel images, the noise can be different on each channel. In
this section and the corresponding experiments, we evaluate additive Gaussian
noise occurring on all channels independently as well as in the intensity or
saturation channel only.

Noise can also occur in the form of non-smooth signal changes. Salt or
pepper noise is a common example. It describes that the actual value of a set of
pixels is set to the maximal or minimal intensity value. The reason might be a
malfunction of single elements in the camera sensor, for example. The noise
process can be modeled by a change of the signal at a randomly chosen set of
pixels. Let :2 Q RN)”: denote the signal and Q’ Q RN)“, Q ~ U (0, 1)NPw, avector of
independent and identically distributed variables. Furthermore, let p Q [0, 1]
be the probability of the occurrence of the noise and T Q R the intensity value
after the change. Then the perturbed signal 5: Q RN)": is given by

A T I ,,, <
wInpnI : Cfnpl p ,1 < npn, < Npn. (6.11)

:1: Innn] else T T

In contrast to the previous noise type, color shifts, rotations, and translations
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are global transformations. Color shifts occur due to a varying color of the
light source and different processing algorithms in cameras. We approximate
such shifts by adding a random but fixed value to the hue channel of all pixels.
Rotations and translations transform the location of an intensity value instead
of the value itself. They occur due to the uncontrolled recording environments,
in which the foreground object can have an arbitrary position relative to the
camera. This is the case in most fine-grained tasks.

Increasing robustness The domain shift caused by new types or stronger
levels of noise leads to a degraded recognition accuracy. However, it is often not
possible to obtain a sufficiently large amount of noisy training data and hence
training with noise-free images cannot be avoided. We evaluate and discuss
two na'1've approaches, which try to minimize the domain shift and increase the
robustness. The first approach is image preprocessing and in particular image
denoising. The aim is to modify the observed data such that the underlying
data distribution is closer to the training data. This can be done, for example, by
using linear filters such as a Gaussian filter or morphological operations such
as the closing operation.

The second approach takes the opposite direction and modifies the training
data such that it is closer to the expected data after deployment. It can be
achieved by artificially injecting noise into the training data. This is called data
augmentation and became especially popular in the training of complex CNN
models such as AlexNet and VGG-VD. In contrast to image preprocessing, it is
not necessary to modify testing images and hence a potential loss of information
can be avoided. However, data augmentation requires a proper modeling of the
expected noise as a wrong noise model can decrease the accuracy.

Estimating sensitivity The approaches for increasing robustness assume that
the expected noise is known at training time. This is often not the case espe-
cially if a single approach is used in a wide range of different environments.
As unstable prediction due to noise cannot be avoided, we are interested in
whether it is possible to at least predict the sensitivity of a classifier and warn
users about unstable outputs. The resulting prediction can raise the awareness
of users and encourage changes in the recording environment to reduce noise.
In this section, we present a framework for such an estimation. Our approach is
a gradient-based method and can be applied to common recognition models
such as CNNs.

Let f: Q —> R denote a single output element of a recognition model, e.g., the
score of the most likely object category. Furthermore, let :2 Q Q : RN)” denote
the vectorized input image with Nnn Q N pixels. All formulas will be presented
for grayscale images only for brevity reasons, but can be easily extended to
multi-channel color images. The perturbation of the sample due to noise is
described by the perturbation function 7T1 Q >< R0 —> Q. Given a sample 02 and
a random variable Q Q R0, it computes the perturbed sample. Without loss of
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/v

generality, we assume ¢r(:2, 0) : :2, Va: Q Q. The change Af of the output for an
image :2 Q Q due to the perturbation 71' with parameter Q‘ Q R0 can be estimated
using the first-order approximation

/v

Af : f(Tr(:2, — Tr(:I3, 0)) w g 0) (6.12)

_.GT _.ZT

T

The first factor, 3; (:2) Q RN)”, is a gradient vector measuring the influence
of changes of the input image to the CNN output. Reshaping it according to
the original input image shape produces a gradient map similar to the NAMs
used in Section 4.2 for part localization. It can be easily computed with a
single backward pass. In previous work, this gradient map was also used for
computing saliency and segmentation, e.g., in (Simonyan et al., 2013). This
relationship is also intuitive in the resulting Eq. (6.12). If an image has very
salient regions throughout the whole image, then changing their intensity values
is likely to have a strong effect on the CNN output. However, if only a small
part of the image is salient, then the effect of changing intensity values is on
average lower. The term ‘g—2‘T(:2, 0) Q ROXNP6 is the Iacobian matrix containing
the partial derivatives of the perturbation function 7T. Each column contains
the derivatives of all output components with respect to a single component of
Q evaluated at Q‘ : 0. Hence, ‘E-2),—Z‘3.‘T(a:, 0) Q ROXNW captures the influence of the
noise parameters on the perturbed output. For brevity, we will denote Jacobi
matrix ‘;’l9—g’T(:2, 0) with Z and the gradient vector %T(:2) by G.

The perturbation 71' can be seen as a stochastic process. We assume that that
the expectation of the CNN output over Q’ is f (:2), i. e., the output for the noise-
free sample. This allows for approximating the variance of the CNN output
using Eq. (6.12) as follows

)’<(w) - E.;(<f(¢-(-->.<;>> - H-->)2) (613)
%1EC(CT'Z-G-GT-ZT~§) (6.14)
I ii~(ii:¢(g - gt) - Z - G - GT - zt), (6.15)

where tr(-) denotes the trace of a matrix. We will call this variance the sensitivity
score and present its formula for two samples perturbations in the following.

Predicting iid. Gaussian noise sensitivity We first analyze Gaussian iid. addi-
tive noise as defined in Eq. (6.10). Its definition can be directly applied in our
framework and results in ¢r6"“1SS(a:, Q‘) : :2 + Q‘, where Q‘ Q RN)” and Q ~ /\/(0,021)
with the zero mean vector 0 Q RN)” and covariance matrix 02I Q RNPQCXNPQB,
which is a diagonal matrix with all elements being 02 Q R on the diagonal. This
noise model fulfills ¢r6a“SS(:2, 0) : :2 as well as 1E¢(¢rgauSS(w,()) : :2 due to the
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linearity of the expectation operator. We apply this definition to Eq. (6.15) and
obtain for E;(( - (T) the identity matrix of shape Npn >< Nnn. scaled by 02. The
Iacobian of Trgauss (:2, Q‘) with respect to Q is the identity matrix Z : I Q RN)": XNPIB
as rrgauss is a simple addition of signal and noise. Hence, the sensitivity score is
given by

v§‘)“SS(w) ~ 02I]GII§, (6.16)
where || - |]2 denotes the Frobenius norm of a matrix. In other words, the sensitiv-
ity score is proportional to the magnitude of the gradient vector.

Predicting pepper noise sensitivity Pepper noise randomly and indepen-
dently sets the intensity value of a pixel to T : 0 with probability p Q I0, 1].
We can express the definition shown in Eq. (6.11) for this case in our frame-
work as well. Let Q Q -[0, 1}NP$ be a vector of independent Bernoulli distributed
variables. We then define the pepper noise perturbation as

TI'pepper(£13, C) : :2 o Q’, (6.17)

where o denotes the element-wise product. In case of multi-channel images,
we assume that all channel values for a pixel nnn, 1 g npn g Npx, are set to 0 if
C Inpn-] : 0.

We can now derive the approximation of the perturbation as follows. First,
the multiplication of the Nnn >< Nnn, Iacobian matrix Z with the Npn >< 1 gradient
vector G results in

Nn, Nzc: I I- winpnjaiinnj] “I 6 R (6.16)

which is a vector of length Nnn, i. e., the number of pixels in the sample. The
value of 1EZ‘.¢(§ - (T) is influenced by the noise probability p Q I0, 1] and given by

Ec(C ~ CT) = P268] — 29(2) — 1)I- (6-19)
where e Q RN)“: is a column vector of ones and I Q RNWXNWE is the identity
matrix. With Eqs. (6.18) and (6.19), we can now compute the approximation of
the variance of the output with respect to Q‘ as

)’lZepper(<B) ~ P2 ((ZG)Te)2 — 21(1) — 1)IlZGI|§- (6-26)

Predicting translation sensitivity Our sensitivity estimation can be also ap-
plied to small translations of the input image. We describe the translation by
moving a cropping area over a larger image. This means the image w is part of
a larger image and that a translation to the left causes new, previously unseen
image data to appear. The translation is described by a vector two iid. Gaussian
variables C ~ /\/(0, 02I) with zero mean vector 0 Q R2 and a diagonal covariance
matrix 02I Q R222, 02 Q R, describing the horizontal and vertical movement.
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Similar to before, E4-(Q - (T) : 02I Q R222 due to the Gaussian distribution
of Q’. The Jacobi matrix Z Q R2><NP@ contains the local intensity gradients at
each pixel:

[\2I'—\l—‘I—\ |.\3l_\QI—\l_\§

$

(L 6i 661%-I
Z Z I3; gs agf-QII . (6.21)

E?“ xi“ . . -

The first row corresponds to the gradients in the horizontal direction and the
second row to the vertical direction. The resulting approximated sensitivity for
small translations is then given by

V2ranslation(w) % _

It is the norm of the product of Jacobi matrix and gradient vector scaled by
the variance. This result is intuitive as a shift at pixels with a strong intensity
gradients and high influence have a high influence on the CNN output.
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7 I Experimental evaluation

In this section, we evaluate our fine-grained models and compare them to
previously published works on benchmark datasets. The structure of the results
follows the overall structure of these sections. After a brief description of the
datasets and implementation details in Sections 7.1 and 7.2, we will present the
results of the approaches presented in the contributions sections Chapters 4 to 6.
We first analyze the explicit and implicit approaches individually in Sections 7.3
and 7.4. This is followed by the two shared Sections 7.5 and 7.6 about the
transferability to other domains and remaining failure cases. Finally, we present
examples of our visualizations and show quantitative results based on them in
Section 7.7.

7. 1 Benchmark datasets
Benchmark datasets are a collection of annotated images with a usually prede-
fined split into training and testing data. A particular property is a sufficiently
large number ofheld-out images per object category, which allow for identifying
statistically significant differences in recognition accuracy. The images are also
fairly balanced across categories. In our experiments, we use five fine-grained
recognition datasets covering bird, pet, ape and flower species. We also describe
three additional datasets, which are used for transferability experiments, for
comparative visualizations, and for pre-training of complex CNN models.

7.1.1 Fine-grained recognition datasets
CUB200-201 1 One of the most widely used fine-grained datasets is CUB200-
2011 bird recognition dataset (Wah et al., 201 1) (CUB200-201 1), which contains
11788 images of 200 bird species. Fig. 7.1 shows examples of the contained
images. Some bird species are visually very similar and only small details make
the difference. In addition, images of the same species can greatly vary due
to different bird age, gender, and time of year. The authors provide class la-
bels, bounding box, part location, attribute, and ground-truth segmentation
annotation for each image. This allows for a wide range of experiments and for
analyzing properties of different approach. For example, we will use the part
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Figure 7.1: Examples of four different species in CUB200-201 1.

Figure 7.2: Examples of four different species in Oxford IIIT pets.

location annotation to assess the similarity of discovered parts to the annotated
semantic parts.

Most images have a high-quality and are taken with a DSLR camera using
a telephoto lens. The authors downloaded the images from Flickrl and used
Amazon Mechanical Turk2 to obtain the annotations. Various publications
analyze the dataset in detail. Joulin et al. (2016) discovered a small overlap of
24 images between the testing set of CUB200-2011 and the ILSVRC dataset,
which is often used for pre-training CNNs. The overlap exists, because images
of both datasets were downloaded from Flickr. The expert performance on
CUB200-2011 is between 93.6% and 95.0% as reported by Branson et al. (2014b)
and Horn et al. (2015). These experiments also revealed a label error of about
4.4%. Please note that all datasets likely contain errors in their annotation, but
only for a few reliable statistics exist. For example, the label error rate in ILSVRC
is estimated to be at least as high as for CUB200-201 1 (Horn et al., 2015).

Oxford IIIT pets The Oxford IIIT pet recognition dataset (Parkhi et al., 2012)
(Oxford I11T pets) contains 7349 images of 37 dog and cat species, which are
commonly used as pets. Fig. 7.2 shows one example images for four different
species in the dataset. The images are much more object-centric compared
to the bird datasets and occlusions occur only rarely. However, close-ups are
much more common, i. e., images showing only the head of the animal.

Oxford flowers 102 We evaluate plant species identification using the Oxford
flowers 1 02 recognition dataset (Wah et al., 201 1) (Oxfordflowers 102). It contains
images of the flowers of 102 plant species and a total of 8192 images. We present

1https://wwW.flickr.com/
Zhttps://www.mturk.com/mturk/
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Figure 7.3: Examples of four different species in Oxford flowers 102.
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Figure 7.4: Samples of C-Zoo in the top and C-Tai in the bottom row.

images for four different species in Fig. 7.3. It differs from the previous animal
species datasets in that flowers do not contain clearly localized semantic parts.
The images are centered on the flower, but often also contain the leaves. Hence,
both plant parts can be used for automated identification.

C-Zoo and C-Tai In cooperation with the Fraunhofer Institute for Digital Me-
dia Technology, Germany, and the Max Planck Institute for Evolutionary An-
thropology, Germany, and German Centre for Integrative Biodiversity Research
(iDiv), we analyzed in (Freytag et al., 2016) chimpanzees in the wild. We pre-
pared two benchmark tasks, called C-Zoo and C- Tai, from datasets collected
by Loos and Ernst (2013). The original photographs show chimpanzees in the
Zoo of Leipzig, Germany, as well as in the Ta'1' National Park in C6te d’Ivoire.
We cropped face images of the 24 and 78 chimpanzee individuals shown in
the photographs and associated them with the annotated ape name, gender,
age, as well as one out of four (C-Zoo) or five (C-Tai) age groups. This results in
2109 and 4377 fully annotated face images, which we made publicly available3.
The two datasets differ not only in size but also in image quality. Fig. 7.4 shows
examples. The C-Zoo images have a higher quality and were taken from close
distance, while C-Tai images were taken in the wild and hence contain blurry
images and occlusions. Fig. 7.5 shows the distribution of individuals across
the two datasets. In contrast to the other benchmark datasets, especially the
classes of C-Tai are fairly unbalanced. The reason is that some individuals might

ghttpz//WWW.inf—cv.uni—jena.de/chimpanzee_faces.html
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Figure 7.5: Distribution of individuals in the C-Zoo dataset on the left
and C-Tai dataset on the right.

Figure 7.6: Examples of four different categories in Stanford 40 actions.

usually life in well hidden areas and hence can be only rarely be seen in the
wildlife imagery.

7.1.2 Additional image classification datasets
Action Recognition The recognition of fine-grained object types and human
action categories from a single image share many similar properties. In par-
ticular, both require localized description. We evaluate the transferability of
our approaches to this domain using the Stanford 40 actions dataset (Yao et al.,
2011a) (Stanford 40 actions). Fig. 7 .6 presents four example images. It covers 40
action categories covering a wide range of movements, which are partly very
similar. For example, drinking, applauding, fishing, jumping, pouring liquid,
and watching TV are included. The 9532 images in the dataset vary greatly in
quality and viewpoint.

MIT scenes 67 In the evaluation of oi-pooling and the corresponding visualiza-
tion, we use the MITscenes 67 dataset (Qaattoni and Torralba, 2009) (MIT scenes
67) as an example of a more generic domain. It consists of 67 categories and
6700 images, of which we show four examples in Fig. 7.7 . The categories cover
indoor scenes including different types of stores and rooms at home as well as
different types of leisure time and working places. In contrast to fine-grained
recognition, a larger number of details in the scenes influence the category.
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Figure 7.7: Examples of four different categories in MIT scenes 67.

Figure 7.8: Examples of four different categories in ILSVRC.

ILSVRC A special case among all datasets listed so far is the ImageNet Large
Scale Visual Recognition Challenge 2012 classification task dataset (Rassalcoi/sky
et al., 2015) (ILSVRC). It is derived from ImageNet and was used as image clas-
sification benchmark in the corresponding challenge. There are in total 1000
object categories and about 1.3 million images, which is much larger than most
fine-grained datasets. Fig. 7.8 presents some examples. The categories are fine-
grained in parts, but most of them are very generic such as turtle, stethoscope,
Arc de Triomphe, or hot dog, for example. However, it is still challenging due
to the large amount of categories and varying viewing angles and background
types. The dataset takes a special place as it is used only for pre-training of all
our complex CNN models. This means the common practice of training the
model first for classification on this task and only slightly adapting it to the
actual fine-grained task afterward.

7.2 Experimental setup
Evaluation procedure We evaluate our approaches using the splits into train-
ing and testing data, which were provided by the authors of the datasets. This
allows for a comparison to a wide range of previous works. For hyperparam-
eter optimization, we randomly split the training data ourselves further into
equally large sets, of which half is used for training and the remaining part is
used for validation. The obtained hyperparameters are then used to train the
final models on the full training set. The accuracy of all models is measured
in terms of mean class-wise accuracy. Hence, the accuracy is calculated for
each category independently and averaged across all classes to address class
imbalances. Please note that all evaluation datasets are fairly balanced and
hence the mean class-wise accuracy is very close to the overall accuracy.
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Technical details The implementations were done using MATLAB and Python.
The CNN-based approaches use the Cajfe Uia et al., 2014) framework. In addi-
tion, we use our own Python framework for classification tasks4 as an abstrac-
tion of a recognition pipeline. The run time of the algorithms were measured
using an Intel i7 processor with 3.4 GHz and a Nvidia Titan Z graphics card.

Architectures Our approaches use generic recognition models as a basis and
improve upon these for the specific task of fine-grained recognition. In partic-
ular, we use AlexNet (Krizhevsky et al., 2012), VGG Very Deep (Simonyan and
Zisserman, 2014) (VGG-VD), and residual network 50 (He et al., 2016) (ResNet-
50) pre-trained on ILSVRC as a basis. For the former two, we use publicly
available models5. The ResNet model with 50 layers is trained by ourselves and
publicly available6. The pre-trained models are fine-tuned on the fine-grained
dataset using two-step fine-tuning as presented by Branson et al. (2014a) with
an initial learning rate of 0.001. The learning rate is decreased by a factor of 10
once the loss converges. The batch size is 256 for AlexNet and VGG-VD and 32
for ResNet.

Explicit models The explicit pose normalization approaches of Chapter 4
use the last convolutional layer after the activation and pooling for part pro-
posal generation. This corresponds to the layers poo15 for AlexNet as well as
VGG-VD and 1ast_re1u in case of ResNet, resulting in 256, 512, and 2048 part
proposals. The part model learning of Section 4.3.2.2 learns a model for each
object category with five views and ten parts per view. The optimization is
repeated five times and the model with the smallest objective value is used.
We use ten selected parts for classification. The part-based image description
extracts square patches with side length \/Wwith A Q {%, %} at the detected
location of each part. If there is no detection, the feature vector of the mean
image computed over all training images is used instead. Compared to zero
imputation, this leads to slightly improved results. The global image and all part
images are passed through the fine-tuned CNN individually and intermediate
activations are extracted as feature descriptors. The descriptions were taken
from relu6, relu7, and globa1_pool. Afterward, a linear SVM is trained on the
combined description in a one-versus-all fashion using a regularization param-
eter of '7' : 0.0001. For training, we increase the training set size by using flip
augmentation.

Implicit models Our implicit models use the pre-trained network up to the
last convolutional layer including the activation function. The experiments of
the Log-Euclidean transformation of Section 5.1 includes the pooling layer. We

4https://github.com/cvjena/classification_framework_py
5https://github.com/BVLC/caffe/tree/master/models/bv1c_alexnetand.

http://www.robots.ox.ac.uk/"vgg/research/very_deep/
Ghttpsz//github.com/cvjena/cnn—mode1s
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add L2-normalization of local features and the 2AvgP encoding followed by the
Log-Euclidean transformation and an SVM classifier. In case of oi-pooling, the
last pooling layer is excluded in order to obtain higher resolution features. This
is important as discriminative parts can be small. Hence, the local descriptors
are taken from the layers re1u5, re1u5_3, and 1ast_re1u. We use the approach
of Gao et al. (2016) to compute a compact representation of the outer product
with target dimensionality 8192. The pooling strategy parameter 0 is initialized
with 2.0. The choice of the initial 0 does not influence the final accuracy as
it is learned from data. We follow Lin et al. (2015) and add power and L2-
normalization to the obtained output. The local features are aggregated across
two input scales, 224 and 560 pixels in each dimension, to account for different
scales of the object. In case of ResNet-50, we only used a single scale with 448
pixels in each dimension due to GPU memory limitations. Two-step fine-tuning
is used as before, but we decreased the weight decay in the first step by a factor
of 0.01 for faster convergence. The learning rate schedule follows Gao et al.
(2016), who proposes a fixed learning rate of 0.001 and a small batch size of
8. The data augmentation is identical to the one used for the explicit models.
In the ablation study, the logistic regression classifier is learned with penalty
parameter C : 1.

7.3 Explicit pose normalization with discovered
object parts

Our approach for explicit pose normalization presented in Chapter 4 uses
discovered object parts. These are obtained by generating proposals in an unsu-
pervised way and selecting a few relevant ones as shown in Sections 4.2 and 4.3
afterward. All selected parts are then used in a part-based classification pipeline.
As the main contribution of Chapter 4 is the part selection, we focus our analysis
on the quality of the obtained parts. The discovered parts should ideally have
the following three properties. First, they should be well localized. That means
there should be only one detection per image and the corresponding detection
map should have high scores only within a small region. Second, the detections
should be consistent across images, i. e., represent the same physical point on
the object. Third, the set of discovered parts should be discriminative. This
includes both that each part is useful for recognition and that the complete
set of discovered parts is diverse. We will analyze these three properties for all
presented selection approaches in a qualitative and quantitative manner.

7.3.1 Qualitative analysis
We analyze the first two properties by visualizing the NAM of selected parts.
The NAMs are used as detection maps as introduced in Section 4.2. Fig. 7.9
visualizes sample maps generated with AlexNet for the CUB200-201 1 dataset.
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The AlexNet model was pre-trained on ILSVRC and fine-tuned afterward. We
show the results for the two extreme cases random part selection and part
selection based on a part constellation model. Each column shows first the
input image, then the maps for randomly selected parts R1 and R2, and then
the top scoring parts N1 and N2 of the constellation model approach. The
NAMs are visualized with a colormap. Dark blue colors correspond to no part
detection at this location. The brighter the color, the higher the detection score.

As can be seen, the NAMs are in general fairly sparse. Similar to the interme-
diate output of CNNs, there are many positions with zero detection score. The
constellation-based selected parts are even more focused on a small area than
the randomly selected ones. This is intuitive as focused NAMs result in more
consistent detections and the corresponding part is more likely to be selected
in the constellation model. Hence, the first property of part detectors is fulfilled
especially by parts selected with this approach. This also applies to the second
property, the consistency of detections. There does not seem to be a clear cor-
respondence of the parts R1 and R2 to any object part. In contrast, N1 seems
to focus on the bird head and N2 on the belly region. The constellation-based
selection is far superior to the random selection in this example.

Fig. 7.10 shows the resulting part detections for both approaches. The previ-
ous observation is even clearer in this figure. The constellation-based selection
is more consistent compared to random selection. For example, the detected
location of the randomly selected part R2 corresponds sometimes to the head,
sometimes to the feet, and sometimes to the background. In contrast, the part
N1 selected with a constellation model is close to the bird head in most of the
images. We also visualize selected parts for the Oxford IIIT pets and Oxford
flowers 102 datasets. Similar to before, the parts N3 to N6 correspond to the
randomly selected parts of each dataset and the parts P3 to P6 were selected
by our constellation model approach. The results are consistent with CUB200-
201 1 as parts selected with the constellation model are more focused on the
foreground object. In contrast to CUB200-201 1, however, the diversity of the
parts of Oxford IIIT pets is lower probably due to the head focused images.

In summary, we observed that parts selected with the NAC approach fulfill
the first and second property of part detectors better than the ones of random
part selection. The third property, i. e., their usefulness for object recognition,
will be evaluated in terms of recognition accuracy. We will present qualitative
results and failure cases for both our classification model based on the selected
parts and our implicit approach in Section 7.6.

7.3.2 Quantitative analysis
The depicted NAMs are merely a few examples out of hundreds of possible
parts and thousands of possible input images of each dataset. Hence, we also
compute statistics to support the observations with numbers. In particular,
we measure how focused the detection maps are using sparsity measures and
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Figure 7.9: NAMs of parts selected by our approach in bird species
recognition on CUB200-2011. Each column shows first the input image,
then the maps for randomly selected parts R1 and R2, and those of the
constellation-based selected parts N1 and N2. Dark blue corresponds to
no detection and bright colors to a high detection score at that location.
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Table 7.1: Sparsity of the NAMs of parts selected with the weakly su-
pervised and unsupervised strategies on CUB200-201 1 using AlexNet.
Higher values indicate higher sparsity.

Strategy Training L2 /L1
annotation

Bbox counting strategy Bbox 1.01 >< 10_2
Bbox border strategy Bbox 0.96 >< 10_2
Constellation-based None 0.97 >< 10-2
Random selection None (0.93i0.03) >< 10"2

the consistency of detections by using the correlation of discovered parts to
ground-truth parts. In addition, we evaluate the accuracy of our classification
model based on the parts to measure their contribution in object recognition.

7.3.2.1 Focus

Sparsity measures the percentage of zeros in the NAM. In a more general notion,
sparsity measures the number of very small elements relative to the highest
ones (Hurley and Rickard, 2009), which is comparable to the imbalanced in the
value distribution. This notion represents our idea of a focused part detection.
A high sparsity suggests that the part detection result has only a single peak in
the whole NAM in the optimal case. Please note that sparsity does not consider
local relationships but concentrates on the score distribution only.

The results for CUB200-201 1 and AlexNet are listed in Table 7.1. We use the
g measure, which is the negative quotient of L2- and L1 -norm of a vector as
explained in (Hurley and Rickard, 2009). Higher values correspond to a higher
sparsity. We compare random selection, the two bounding box strategies, and
the constellation-based selection. Each row shows the result of a different
approach listing its name, the required location annotation, and its sparsity
result. We use ten selected parts as in the quantitative evaluation later. The
sparsity result for the random part selection is averaged across 20 runs.

The results show that the random selection achieves on average the lowest
sparsity value in their NAM with (0.93i0.03) >< 10_2. This is in line with the
qualitative results shown in the previous section, where the NAM of randomly
selected parts appeared to be less focused. The bounding box and constellation
model approaches achieve slightly higher sparsity values with up to 1.01 >< 10_2.
The highest sparsity is obtained with the bounding box counting strategy. Please
note that its sparsity is still small compared to the maximum possible value of 1.

7.3.2.2 Consistency

The second property, the consistency of discovered part detectors, can be evalu-
ated by comparing their detected locations to annotated semantic parts. We
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Table 7.2: Mean distance of the selected parts to the annotated ground-
truth part locations. Lower values indicate a stronger relationship of the
selected parts to semantic parts.

Strategy Training Mean normalized
annotation distance

Optimal part selection Oracle 0.1928
Bbox counting strategy Bbox 0.2187
Bbox border strategy Bbox 0.2254
Constellation-based - 0.2263
Random selection - 0.35i0.02

apply our part selection approaches and compute for all selected parts the
detected locations in all testing images. Afterwards, we select for each part
the ground-truth part with the smallest mean distance across all images. We
normalize the distances by the length of the bounding box diagonal to become
more robust against the object scale. The mean computation ignores images,
in which either the discovered or the annotated part is missing. Afterward, we
compute the mean across all selected discovered parts and use it as consistency
measure. Lower values indicate that the part consistently detects near the same
annotated ground-truth part.

The results for AlexNet and CUB200-2011 are presented in Table 7.2. Each
approach selects ten parts out of all 256 generated from AlexNet. We compare all
four part selection strategies presented in this thesis to an optimal part selection.
The optimal selection picks the parts, which minimize the mean normalized
distance shown in the table. It is a lower bound, which we added for reference
and which achieves a normalized distance of about 0.19. The bounding box and
constellation-based approaches achieve all comparable results with a distance
of 0.22 to 0.23. The counting strategy achieved the lowest distance, which is
intuitive as the approach favors part detection in the middle of the bounding
box, which contain the bird belly and wings. Interestingly, the part constellation
model allows for selecting parts, which achieve almost the same consistency,
despite being free of any kind of location annotation. The random part selection
naturally leads to very noisy parts and hence shows the highest mean distance.

We plot the distance distribution over all testing images for each strategy
in Fig. 7 .1 1. Each line in the plot represents one strategy and is computed by
averaging the distances across all ten selected parts and sorting the resulting
values in an ascending order. Similar to Table 7.2, the bounding box strategies
as well as the constellation-based selection achieve a very similar results. Their
distance distributions are almost identical and differences are only noticeable
for images with larger distances. The oracle part selection corresponds to the
one in Table 7.2 and achieves lower distances for about 80% of the images.
The curve of random part selection was obtained by computing the distance
distribution for each random selection and averaging curves across multiple
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Figure 7.1 1: Normalized distance distribution over all testing images.
Each line represents the average across all selected parts. A lower dis-
tance corresponds to a stronger relationship to semantic parts.

selections. It can be seen that the distances are about twice as high compared
to the other strategies for the first 20% of the images. The difference is slightly
decreasing for the remaining images but remains large.

We would like to emphasize that the generated part proposals were never
trained for the localization of semantic parts. Instead, they were trained as part
of the CNN with a classification loss. Due to the pre-training on ILSVRC, the
generated parts cover a wide range of patterns and objects. This explains why
randomly selected parts show a high distance to the semantic parts of the bird.
The bounding box and constellation model approaches select parts related to
the foreground object and hence the experiments of this section are best-suited
to compare them. We observed that all three approaches achieve similar results
and hence fulfill the consistency property to a comparable extent.

7.3.2.3 Discrimination ability

The third property of parts requires them to be informative for object recog-
nition. The local appearance of the parts should allow for distinguishing the
different categories of a fine-grained application. We measure the property in
terms of classification accuracy. Our experiments include an evaluation of parts
for data augmentation and part-based classification as well as an ablation study
for the number of parts required for classification.

Parts for data augmentation The first experiment evaluates whether the dis-
covered object parts can be used for data augmentation during CNN training.
Data augmentation is crucial for obtaining a high accuracy in all state-of-the-art
models. It serves as a replacement for the missing explicit modeling of invari-
ance with respect to transformations like object translations, lighting changes,
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Table 7.3: Classification accuracy ofAlexNet on CUB200-2011 using the
part-based data augmentation in training.

Method Training Accuracy
annotation

Fine-tuning with images cropped to Bbox Bbox 67.2%

No fine-tuning - 63.8%
Fine-tuning with random cropping - 66.1%
Fine-tuning with filtered patch proposals - 68.0%

and aspect ratio. The most common augmentation strategy is random crop-
ping, which means extracting large patches out of the original image at random
locations. The approach assumes that the label of the original image is also
correct for the cropped patches. However, the cropped patch might also not
contain the foreground object at all.

We evaluate whether this problem can be addressed by the discovered
foreground-related parts. First, we use our constellation-based part selection
of Section 4.3.2 to identify the 10 best parts out of all generated part proposals.
Second, selective search (Uijlings et al., 2013) is used to generate for each image
a large number of patch proposals. Each patch is likely to contain some kind of
object. Third, we filter these proposals such that they are very likely to contain
the foreground object or at least parts of it. The selected parts are used for
that. For each image, we only keep patches which contain at least three part
detections. This results in 48 patches per image on average.

In the experiment, we use an AlexNet architecture pre-trained on ILSVRC
and evaluate on CUB200-2011. We use the explicit pose normalization approach
as presented in Section 4.1 reduced to 8 selected parts and a single scale A : %.
The results are shown in Table 7.3. We compare the proposed fine-tuning
approach with filtered patch proposals to simple random cropping and fine-
tuning with images cropped to the object bounding box. Fine-tuning with
random cropping achieves 66.1% on the dataset, which is about 2.3% higher
than without fine-tuning. Data augmentation with filtered patch proposals can
improve this result by another 1.9%, resulting in 68.0%. This is even 0.8% better
than fine-tuning with images cropped to the bounding box. The results indicate,
that the parts selected with the constellation-based approach are informative
for classification and foreground object related.

Recognition on CUB200-201 1 In the second experiment, we evaluate image
classification with the full part-based classification pipeline presented in Sec-
tion 4.1 with 10 parts and two scales. Hyperparameters were optimized once
using cross-validation on the training set of CUB200-201 1. The optimal hyperpa-
rameters are then used for all other datasets as well. This allows for investigating
the transferability of hyperparameters to new datasets. The results obtained
on CUB200-201 1 are presented in Table 7.4. We first list results of other works
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Table 7.4: Comparison of the presented explicit pose normalization
approaches on the CUB200-201 1 birds dataset.

Approach Model Req. annotation Accuracy
Training Testing

Published after submission
Zhang et al. (2016a), CVPR VGG-VD Parts Bbox
Zheng et al. (2017), ICCV VGG-VD - -

84.6%
86.5%

Previous
Branson et al. (2014a), BMVC AlexNet
Krause et al. (2015), CVPR
Xiao et al. (2015), CVPR

VGG-VD
VGG-VD

Parts
Bbox

75.7%
82.0%
77.9%

Ours, ACCV ’14, ICCV '15
No part modeling
Bbox counting strategy
Bbox border strategy
Random part selection
Constellation-based
GT parts

No part modeling
Bbox counting strategy
Bbox border strategy
Random part selection
Constellation-based
GT parts

No part modeling
Bbox counting strategy
Bbox border strategy
Random part selection
Constellation-based
GT parts

A'exNet
A§exXet
A'exXet
AQexXet
Aex.\"et
1£exNet

VGG-VD
VGG-VD
VGG-VD
VGG-VD
VGG-VD
VGG-VD

Res
Res
Res
Res
Res
Res

Net-5i

Net-5'

Net-5C

Net-5).
Net-50

Net-5).

Bbox
Bbox

Parts

Bbox
Bbox

Parts

Bbox
Bbox

Parts

Parts

Parts

Parts

52.2%
67.2%
67.1%

59.2% i 0.7%
68.5%
76.0%

71.9%
81.5%
81.8%

78.6% :t 0.2%
81.4%
82.0%

80.4%
83.8%
83.8%

82.8%i0.3%
83.4%
86.1%

as reference. As our explicit approaches were presented in (Simon and Rodner,
2015), we show a selection of results published before and after this paper. Ad-
ditional results of other works will be presented in our evaluation of the more
recent 01-pooling in Section 7.4.2. We use the three CNN architectures AlexNet,
VGG-VD, and ResNet-50 as a basis. For each CNN architecture, we show the
results of no part modeling, the semi-supervised selection of Section 4.3.1, the
unsupervised selection of Section 4.3.2, and for comparison the accuracy with
ground-truth parts. Each row lists the name of the approach or paper, followed
by the used CNN architecture, required annotation during training and testing,
and the obtained accuracy. As before, the required annotation refers only to
location annotations.

The recognition accuracy benefits in all cases from parts selected by our
approaches. We achieve an absolute improvement of up to 16.3% compared to
the baseline model. If bounding box annotations are available, we can use them
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to select parts with the presented counting and border strategy. Both select
useful parts for classification and achieve an improvement of about 15.0%,
10.0%, and 3.4% for the three CNN models AlexNet, VGG-VD, and ResNet-50.
When comparing the strategies with each other, the results are very comparable
with a slight advantage of the border strategy in case ofVGG-VD.

If bounding boxes are not available, only the random and constellation-
based selection is possible. Interestingly, even randomly selected parts increase
classification accuracy by 2.4% to 7.0%. The variance across different random
selections is fairly low with 0.2% to 0.7%. It seems all generated part proposals
are informative for recognition. The best result across all approaches is achieved
with the part constellation model, even though it does not require any location
annotations. The selected parts allow for improving the recognition rate by 3.0%
to 16.3%.

The accuracy of part-based recognition with annotated ground-truth parts
is a good comparison as annotated parts fulfill our part properties well. The gap
between our best part selection approach, the constellation-based selection,
and ground-truth parts is with 0.6% the smallest for VGG-VD and with 7.5%
the largest for AlexNet. This suggests that parts generated with VGG-VD are the
most informative ones. Please note that the annotated ground-truth parts are
not necessarily the optimal ones. For example, in CUB200-201 1 the middle of
the birds wing is annotated, but the tip of the wing might be more informative.
Hence, discovered parts have the potential to improve accuracy even further.

Across the three CNN architectures, the best results were obtained with
ResNet-50 reaching 83.4% mean class-wise accuracy. This is followed by VGG-
VD with 81.4% and, with a large margin, AlexNet with 68.5%. Aside from ab-
solute accuracy, the models also differ in the obtained benefit of part-based
approaches. The accuracy ofAlexNet can be improved by over 16%, going up
from 52.2% to 68.5%. The improvement decreases with increasing model com-
plexity. While VGG-VD can still be improved by 9.5%, the difference is only 3%
for ResNet-50. This is most likely due to saturation in terms of accuracy. In
addition, more complex baseline models might also be able to handle more
pose variation by themselves already.

All results indicate a high value of the discovered parts for the recognition
process. Our results showed that the parts of VGG-VD seem to be the most
informative ones, while the highest accuracy is achieved with ResNet. Hence, it
should be possible to further increase the accuracy if we use parts generated
with VGG-VD and describe their appearance with ResNet-50. This is indeed the
case. The combination of the two models obtains 83.7%, which is 0.3% better
than using ResNet-50 for both part generation and descriptions. Our observa-
tion is consistent with the findings of Lin et al. (2015), who achieved a small
improvement by using two different models for localization and description.

At the time of publication, most prior approaches for fine-grained recogni-
tion required some kind of location annotation. The work ofXiao et al. (2015)
was one of the first state-of-the-art works, which showed state-of-the-art re-
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Table 7.5: Comparison of the presented unsupervised part selection
approaches on the Oxford IIIT pets and Oxford flowers 102 datasets.

Approach Model Accuracy

Oxford IIIT pets Oxford flowers 102

Published after submission
Cai et al. (2016)
Zhang et al. (2016c)
Xie et al. (2017)

Previous
Azizpour et al. (2015)
Azizpour et al. (2015)

VGG-VD
VGG-VD
VGG-VD

AlexNet
VGG-VD

91.4%
92.2%

78.4%
88.1%

94.8%

96.6%

90.5%
91.3%

Ours, ACCV ’14, ICCV '15
No part modeling
Random part selection
Constellation-based

No part modeling
Random part selection
Constellation-based

No part modeling
Random part selection
Constellation model

AlexNet
AlexNet
AlexNet

VGG-VD
VGG-VD
VGG-VD

78.6%
82.7%i1.6%

85.2%

88.8%
90.4%i0.9%

91.6%

ResNet-50 93.6%
ResNet-50 91.1%i0.2%
ResNet-50 91.6%

90.4%
90.3%i0.2‘7

91.7%

93.1%
94.2%:I:0.2‘7

95.3%

95.7%
95.6%j:0.3‘7

95.7%

sults on CUB200-2011. Our approach was able to increase their results by over
3% absolute improvement. In the weakly supervised domain, we achieved
state-of-the-art results as well using our approaches for part selection based on
bounding box annotations.

Recognition of pet and flower species As our unsupervised part selection
approaches do not require any location annotation, they can be also applied to
datasets without suitable annotation. The Oxford IIIT pets and Oxford flowers
102 datasets are two examples for that. While Oxford IIIT pets only contains
bounding boxes for the head, Oxford flowers 102 comes with ground-truth
segmentation masks, which often cover almost the whole image. We evaluate
our random and constellation-based part selection for these recognition tasks.
The results are shown in Table 7.5. As before, we list works published prior to
and after our publication (Simon and Rodner, 2015). Afterward, we present
results for the baseline, the random, and the constellation-based part selection.
All models are evaluated with the three CNN models AlexNet, VGG-VD, and
ResNet-50. The first number of each row corresponds to the accuracy on Oxford
IIIT pets and the second one to Oxford flowers 102.

As before, we are able to greatly improve accuracy for AlexNet. This CNN
model shows for Oxford IIIT pets even for random part selection a strong boost
of 4.1% on average. The constellation-based selection increases this result by
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Figure 7.12: Classification accuracy on CUB200-201 1 versus the num-
ber of parts used for pose normalization. The constellation-based part
selection and AlexNet is used.

another 2.5%. For VGG-VD, the improvement is 1.6% for random selection and
another 1.2% if part constellations are used. The Oxford flowers 102 dataset
is an example of a fine-grained task without obvious semantic object parts
and small pose variations. The results represent this in a smaller benefit of
our part-based classification. The accuracy of AlexNet and VGG-VD can be
improved only by up to 2.2%. An exception among all models is ResNet-50,
where we did not observe any gain or even a small decrease in accuracy. This
supports our previous observation that the parts generated with ResNet-50
are not as informative as the ones generated with VGG-VD, for example. The
observed improvements are overall smaller compared to CUB200-2011. This is
a consequence of the small amount of pose variation in both datasets compared
to CUB200-2011. In addition, the high baseline accuracy leaves not much room
for improvement.

Influence of the number ofparts The third and last experiment shows the ac-
curacy of our unsupervised approaches as a function of the number of selected
parts. We use the same setup as in the first experiment and VGG-VD as part
descriptor, but AlexNet for part generation and only a single part scale due to
memory limitations. The results are shown in Fig. 7.12. Our approach generates
256 proposals using the layer poo15 of AlexNet. We vary the number of parts
used for pose normalization between 0, i. e., no pose normalization, and 256,
which means all part proposals are used and no selection is necessary.

As shown in Table 7.4 already, the accuracy greatly increases if parts are used,
indicating that they are relevant for recognition. This improvement increases
slowly for randomly selected parts and hence many parts are required for a good
accuracy. The parts selected with our constellation-based approach are much
more informative. Just five parts are required to get very close to peak accuracy,
which is at 79.8% using 25 parts. If more than 50 parts are used, the accuracy
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even drops slightly. This indicates that the less relevant parts are rather noisy.

Run time We report the run time using AlexNet and CUB200-201 1 as an ex-
ample. The computation of the locations of all 256 part proposals in all training
and testing images takes about 94 min on an Intel i7 processor with 3.4 GHz
and a Nvidia Titan Z GPU. This corresponds to less than 500ms per image and
scales linearly with the run time of the CNN, image count, and number of gen-
erated parts. The selection of parts based on bounding boxes can be efficiently
implement using array operations and hence takes less than 100ms for the
whole dataset. Learning a constellation model is computationally intensive
due to the iterative optimization and takes about 14 min. The run time of the
constellation model scales linearly with the number of images, parts, and views.
Once the parts are selected, the feature extraction, training, and evaluation
takes 34 min and consumes 15.3 GiB of memory. These values scale linearly
with the CNN inference time, image count, and number of selected parts. The
inference for a single image is finished after about 154 ms. We release the source
of the approaches on Githubl to allow for easily reproducing the results.

Summary We observed that the parts generated by our approaches are dis-
criminative and pose normalization based on them is beneficial. Among all
semi- and unsupervised part selection approaches, the bounding box strategies
naturally yield the most informative parts. However, the quality of the parts
selected with the constellation model is very similar. As this selection does not
require any location annotations, it can be applied to any kind of classification
dataset. The random part selection is much simple rbut also results in noisier
and hence less informative parts.

7.4 Implicit pose normalization approaches
The competing concept of explicit pose normalization is implicit pose normal-
ization. In this section, we evaluate the two implicit approaches for image
classification presented in Chapter 5. As no part detection and description is
required, we will focus in the experiments on the recognition accuracy of the
complete models. We start offwith Log-Euclidean transformation and present
the results of oi-pooling afterward.

7.4.1 Log-Euclidean transformation
Section 5.1 discussed the Log-Euclidean transformation as an extension of the
bilinear pooling framework presented by Lin et al. (2015). It aims at improving
the representation by embedding it into a Euclidean space using the matrix

lhttps://github.com/cvjena/part_constel1ation_models arul https://github.com/
cvjena/PartDetectorDisovery
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Table 7.6: Results for ape identification and gender prediction on the
C-Zoo and C-Tai datasets. The approach of Loos and Ernst (2013) is not
CNN-based and uses Gabor (Maréelja, 1980) and SURF (Bay et al., 2008)
descriptors in a part-based framework instead.

Approach Model Identification Gender

C-Zoo C-Tai C-Zoo C-Tai

Previous
Loos and Ernst (2013) Gabor+SURF

Ours, GCPR '16
poo15 \K}C}Faces
poo15 AlexNet
+ 2AvgP AlexNet
+ norm + LOGM AlexNet

82.9 i 1.5

82.7 i 0.7
89.2 i 1.1
89.2 i 1.6
92.0 i 1.3

64.4 i 1.4

68.0 i 1.1
76.6 i 1.3
76.1 i 0.3
75.7 i 0.9

94.8 1 1.4
96.6 1 1.1
97.6 1 0.5
98.2 1 0.4

79.8 1 1.9
90.5 i 1.2
93.0 i 0.4
90.9 i 0.7

logarithm. The approach was developed for attribute prediction of apes and
hence we evaluate it using the C-Zoo and C-Tai datasets, which contain cropped
ape face images as shown before. In this section, we present the results of the
identity and gender prediction task. We use AlexNet pre-trained on ILSVRC for
the extraction of local feature descriptors. We also compare to a CNN model
trained for human face identification, called VGG Faces (Parkhi et al., 2015), to
assess its domain transferability to ape faces. As the datasets do not provide a
predefined split into training and testing data, we compute our results using
five random splits generated with stratified sampling using 80% as training and
the remaining 20% as held-out testing data.

The results are shown in Table 7.6. We compare our approaches to the
work of Loos and Ernst (2013), who have actively developed automated ape
identification approaches in the previous years. The baseline VGG Faces model
is able to achieve a comparable accuracy to their work reaching 82.7% on the
C-Zoo and 68.0% on the C-Tai identification task. Surprisingly, it is greatly
outperformed by the generic AlexNet model with an absolute difference of 6.5%
and 8.6%. This suggests that there is a large domain shift between images of
aligned human faces and slightly less constrained ape faces. We are able to
further improve the results on C-Zoo by adding 2AvgP and the Log-Euclidean
transformation, reaching 92.0% accuracy. However, there is a slight decrease in
accuracy on C-Tai. In the gender estimation task, the gap between VGG Faces
and AlexNet is still huge on C-Tai, but fairly small on C-Zoo. The difference
might be caused by the low image quality in C-Tai. There is little variation
and especially only few blurry images in the dataset (Huang et al., 2007) used
for training the VGG Faces model and hence it cannot handle these cases. In
contrast, the image variety is much greater in ILSVRC, which results in a more
robust feature description. \/Vhen adding 2AvgP, the accuracy increases for
both datasets. The Log-Euclidean transformation improves the accuracy on
C-Zoo, but decreases the accuracy on C-Tai. As for the VGG Faces model, the
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Table 7.7: Accuracy of our implicit or-pooling approach on the CUB200-
201 1 dataset.

Approach Model Req. annotation Accuracy

Training Testing

Published after submission
Li et al. (2017), arXiv
Zheng et al. (2017), ICCV

ResNet
VGG-VD

Previous
Zhang et al. (2016a), CVPR
Krause et al. (2015), CVPR
Lin et al. (2015), CVPR

VGG-VD
VGG-VD
VGG-VD

Parts Bbox
Bbox -

86.0%
86.5%

84.6%
82.0%
84.1%

Ours, ICCV ’17
No part modeling
Explicit (w/ constellation model)
Implicit (oi-pooling)

AlexNet
AlexNet
AlexNet

VGG-VD
VGG-VD
VGG-VD

No part modeling
Explicit (w/ constellation model)
Implicit (oi-pooling)

No part modeling ResNet-50
Explicit (w/ constellation model) ResNet-50
Implicit (01-pooling) ResNet-50

52.2%
68.5%
72.8%

71.9%
81.4%
85.3%

80.4%
83.4%
85.7%

blurry images of C-Tai might be the reason for that. In Section 5.1, we explained
that the Log-Euclidean transformation increases the influence of the axes with
small eigenvalues. However, these axes do not contain any relevant information
about the category due to the image blur. The inference time of the approach is
dominated by the computation of the matrix logarithm and takes about 223 ms
for a single image.

7.4.2 oi-pooling
Our second approach, 0-pooling, allows for learning the strategy of the final
global pooling layer in CNNs. In the previous section, we used 2AvgP, while
generic CNN models often use global average pooling. As shown in Section 5.2,
both strategies are special cases and can be learned. In the following, we will
evaluate the accuracy of our generalized pooling strategy and analyze the rela-
tionship of the learned pooling strategy and the dataset.

Recognition on CUB200-201 1 We evaluate our approach using CUB200-2011,
Oxford IIIT pets, and Oxford flowers 102. For local feature extraction, we
use AlexNet, VGG-VD, and ResNet-50 pre-trained on ILSVRC. The results for
CUB200-2011 are presented in Table 7.7. Similar to the results presented for
explicit pose normalization in Table 7.4, we first list works published prior and
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after submission of our corresponding paper (Simon et al., 2017). Below we list
our own results for the three models used for feature extraction. For each model,
we present the results without part modeling, i. e., the original model fine-tuned
on CUB200-2011, the best result of explicit pose normalization without location
annotation from Table 7 .4, and the result of the or-pooling approach, where we
learn the value of 0 as described before.

Implicit pose normalization based on 0:-pooling can significantly improve
the accuracy of both the baseline model and the explicit pose normalization
approach. The increase is the largest for AlexNet and VGG-VD with 20.6%
and 13.4% compared to the baseline and 4.3% and 3.9% compared to explicit
modeling. For ResNet-50, we observed an improvement of 3.0% and 2.3%. The
smaller gain for ResNet-50 can be explained by the fact, that the architecture
uses global average pooling as last operation before the classifier. Global average
pooling is a special case of 0:-pooling and hence the model already performs
implicit pose normalization to a certain extent. This results in a very high
baseline accuracy of 80.4%.

Recognition of pet and flower species Our implicit pose normalization ap-
proach 0:-pooling does not require any kind of location annotation such as
semantic parts or bounding box. Hence, we can use the approach for all kinds
of fine-grained datasets. For comparison with our explicit pose normalization
approaches, we also evaluate it on Oxford IIIT pets and Oxford flowers 102.
The results are shown in Table 7.8. The observations in these experiments a
very similar to the ones of our explicit pose normalization experiments in Sec-
tion 7.3.2.3. The largest benefit can be achieved on Oxford IIIT pets with AlexNet
and VGG-VD, where the accuracy is improved by 7.6% and 4.6% compared to
the baseline. With ResNet-50, we obtain a small improvement of 0.6% and thus
can avoid the decrease in accuracy, which we observed in the explicit pose
normalization approach. For Oxford flowers 102, the benefit of implicit pose
normalization is similar for all three models ranging from 1.0% for ResNet-50 to
2.5% for VGG-VD. As before, these numbers should be interpreted with the high
baseline accuracy in mind. For example, while the absolute improvement of
ResNet-50 on Oxford flowers 102 is only 1.0%, the relative reduction of the error
rate is more impressive with 30%.

Run time The training time of oi-pooling models mostly depends on the train-
ing speed of the underlying CNN and the input resolution. It took about 2 hours
for AlexNet, 114 hours for VGG-VD, and 40 hours for ResNet-50 on a Nvidia
P100 GPU. ResNet-50 was faster to train as we could only fit a single image scale
into the GPU memory while VGG-VD uses two scales. The inference takes about
26 ms for AlexNet, 142 ms for VGG-VD, and 62 ms for ResNet-50. The oi-pooling
itself only occupies a small fraction of the whole run time. For example, it takes
4.7 ms for the ResNet-50 model, which is about 5% of the whole inference time.
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Table 7.8: Accuracy of the or-pooling models on the Oxford IIIT pets and
Oxford flowers 102 datasets.

Approach Model Accuracy

Pets Flowers

Published after submission
Xie et al. (2017)

Previous
Azizpour et al. (2015)
Azizpour et al. (2015)
Cai et al. (2016)
Zhang et al. (2016c)

VGG-VD

AlexNet
VGG-VD
VGG-VD
VGG-VD

92.2%

78.4%
88.1%

91.4%

96.6%

90.5%
91.3%
94.8%

Ours, ICCV ’17
No part modeling
Explicit (w/ constellation model)
Implicit (01-pooling)

No part modeling
Explicit (w/ constellation model)
Implicit (0:-pooling)

AlexNet
AlexNet
AlexNet

VGG-VD
VGG-VD
VGG-VD

No part modeling ResNet-50
Explicit (w/ constellation model) ResNet-50

78.6%
85.2%
86.2%

88.8%
91.6%
93.4%

93.6%
91.6%
94.2%

90.4%
91.7%
91.7%

93.1%
95.3%
95.6%

95.7%
95.7%
96.7%Implicit (07-pooling) ResNet-50

We release the source of the approach on Github8 to allow for easily reproducing
the results.

Influence of 04 In Section 5.2, we showed that a large value of 0 corresponds
to a focus on few strong correspondences between local features. In case of
fine-grained classification, a few strong correspondences are usually suitable
for classification as only the similarity of a few relevant object parts matter. For
other tasks like scene classification, however, a wide range of correspondences
might be necessary as the overall appearance of the scene matters. In this
experiment, we aim at supporting this intuition with experimental results. We
pick three datasets from different domains, namely the fine-grained dataset
CUB200-2011, the action recognition dataset Stanford 40 actions, and the scene
recognition dataset MIT scenes 67. For each dataset, we extract or-pooling
descriptors using a pre-trained VGG-VD and manually selected values for 0.
Afterward, we train an SVM classifier with regularization parameter r : 1 and
compare the accuracy using different values of 0.

The results are shown in Fig. 7.13. We evaluate the accuracy for 0 Q I1, 4],
which includes global average pooling at 0 : 1 and bilinear pooling at 0 : 2. In
the left plot, we show the accuracy versus the value of 0 for all three datasets.
We normalize the accuracy using the maximum over all 0 for each dataset for

8https://github.com/cvjena/alpha_pooling
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Figure 7.13: Classification accuracy versus the value of 0. The value of
0 is manually set in this experiment and only the classifier is learned.
The left plot shows the results for the individual datasets. On the right,
we show the derived dataset order and the mean across all datasets.

easier comparison. All three datasets show a significant increase in accuracy
when going from 0 : 1 to larger values. However, each dataset shows a different
characteristic afterward and the peak accuracy is reached at different values of
0. For MIT scenes 67, it is at 0 : 1.3, for Stanford 40 actions 0 : 1.5, and for
CUB200-2011 0 : 2.5. A second difference is the slope of the curves for 0 values
larger than the peak value. The curve of MIT scenes 67 drops significantly faster
than the other two. While Stanford 40 actions still shows a moderate drop, the
accuracy on CUB200-201 1 remains high even for 0 : 4.

These two observations lead to the conclusion, that there is a relationship be-
tween the properties of the dataset and the value of 0. In fine-grained datasets,
in which only a few small details matter, larger values of 0 are better. Generic
datasets like the ones for scenes recognition are better tackled with smaller
values of 0 since a wide range of details matter. This allows for ordering the
datasets as shown in the top right plot of the figure. During fine-tuning, 0 is
learned from data and hence can adapt automatically to such characteristics.
A second conclusion can be drawn from the plot at the bottom right. It shows
the mean curve across all three datasets, which reaches the peak accuracy at
0 : 1.5 and decreases afterward. The optimal pooling strategy is between
global average and bilinear pooling and 0 : 1.5 is a recommendable value, if
fine-tuning is not used and 0 is not learned from data.

7.5 Transferability to other domains
Our approaches were developed with fine-grained recognition in mind. How-
ever, as most of them do not require location annotation, they can also be
applied in other more generic domains. The discovered part detectors can in
this case be seen as attention location or interest point detectors. There has
been a steady stream of publications about attention-based visual recognition
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Table 7.9: Accuracy of explicit and implicit approaches on the combined
dataset consisting of CUB200-2011, Oxford IIIT pets, and Oxford flowers
102 using ResNet-50.

Approach Accuracy

No part modeling 85.9%

Explicit (w/ random parts) 85.7%;E0.1%
Explicit (w/ constellation model) 86.6%
Oracle ensemble of NAC models 88.2%

Implicit (02-pooling) 90.4%
Oracle ensemble of oi-pooling models 90.1%

models in the past years (Bregonzio et al., 2009; Xu et al., 2015; You et al., 2016).
In this section, we analyze the transferability of our approaches to combined
datasets and action recognition in still images.

7.5.1 Combined datasets
Our explicit pose normalization approach with constellation-based part selec-
tion assumes that all objects in a recognition task have a shared semantic object
structure. In some applications, it might be desirable to combine multiple
object types and distinguish subcategories for each of them. For example, a
wildlife monitoring station might observe different types of animals and not
only birds. A natural solution would be a two-step classification process, which
first identifies the high-level category and applies a specialized fine-grained
classifier for a more detailed species prediction afterward. However, such a
recognition approach is fairly complex.

We are hence interested in the recognition accuracy on such datasets. In
this experiment, we combine the three datasets CUB200-2011, Oxford IIIT pets,
and Oxford flowers 102 into a single recognition task. Hence, there are four
kinds of supercategories in the dataset: birds, cats, dogs, and flowers. This
results in 339 classes and 27326 images. Table 7.9 shows the obtained mean
class-wise accuracy for each approach and ResNet-50. The baseline without
part modeling is 85.9%, which is fairly high due to the ResNet-50. We first
compare the approaches for explicit pose normalization to an oracle ensemble
of explicit models. While randomly selected parts do not help, the constellation-
based selection slightly improves accuracy despite the violation of the shared
part assumption. For the oracle ensemble, we use separate models for each
dataset and predict the labels of testing images with the appropriate model. As
expected, a single model performs worse than the oracle ensemble. However,
the difference is moderate with 1.6%. Interestingly, this is different for the 0-
pooling model. A single model slightly surpasses the accuracy of the oracle
ensemble. The reason is that there is no shared part assumption and hence the
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Table 7.10: Accuracy of our location-annotation-free approaches in the
action recognition domain.

Approach Model Accuracy

Previous
Zhou et al. (2016), CVPR Inception
Cai et al. (2016), CVPR
Rosenfeld and Ullman (2016), CVPR
Khan et al. (2018), MVA

VGG-VD
VGG-VD
VGG-VD

72.0%
80.9%
81.7%
83.1%

Ours, ICCV '17
No part modeling
Explicit (w/ random parts)
Explicit (w/ constellation model)
Implicit (oi-pooling)

No part modeling
Explicit (w/ random parts)
Explicit (w/ constellation model)

AlexNet
AlexNet
AlexNet
AlexNet

VGG-VD
VGG-VD
VGG-VD
VGG-VD

63.8%
63.3%i0.5%

65.6%
66.6%

80.5%
82.4%:I:0.4%

83.3%
86.0%Implicit (oi-pooling)

ResNet-50
ResNet-50
ResNet-50
ResNet-50

84.1%
84.2%i0.4%

85.2%
87.7%

No part modeling
Explicit (w/ random parts)
Explicit (w/ constellation model)
Implicit (01-pooling)

parts of irrelevant object types do not influence the classification. The model
even benefits from the increased amount of training data. We conclude that our
models are also useful on datasets with mixed object types, but an ensemble of
specialized models is recommended for the explicit approaches.

7.5.2 Action recognition
Similar to the notion of part-based object descriptors, attention-based models
compute the description of an image from a small set of relevant areas in
it. Action recognition is an area which can greatly benefit from this as the
difference between two actions can be very subtle, for example, a different hand
pose. However, in contrast to common fine-grained recognition tasks, there
can be different object types and multiple relevant objects in the scene. In this
section, we evaluate how well our approaches can tackle this new setting. We
evaluate action recognition in images using Stanford 40 actions and compare
the approaches which do not require location annotation.

The results are presented in Table 7.10. As can be seen in the table, our
approaches are able to consistently improve the recognition accuracy across all
three CNN models. VGG-VD shows the largest gain with up to 5.5% absolute
improvement compared to the accuracy of the unmodified network. It is also
the only architecture, which benefits from randomly selected parts with almost
2% improvement. The improvement for AlexNet and ResNet-50 is slightly lower
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with up to 2.8% and 3.6%. When comparing the approaches, the implicit ap-
proach oi-pooling achieves the best results with up to 5.5% improvement. In
contrast, our explicit approach with a constellation-based part selection shows
an improvement between 1.1% and 2.8%. This is intuitive as the assumptions of
a part constellation do not apply to the action recognition tasks. The oi-pooling
can better adapt to the different domain by learning the value of 0 and hence
the pooling strategy.

7.6 Remaining failure cases
Failure cases can reveal which properties of the testing objects are currently not
exploited by the recognition models. In this section, we compare the different
strength and weaknesses of our best approaches for explicit and implicit pose
normalization, which do not require location annotation. This analysis will be
extended by the classification visualizations for oi-pooling models shown later
in Section 7.7.2.

Failure examples Fig. 7.14 presents failure cases for CUB200-2011 and models
based on VGG-VD, from which we were able to generate the best parts among
all evaluated CNN architectures. Each row shows the results for a single test-
ing sample. The first image shows the testing image itself. The second and
third image shows a sample image of the predicted class computed with our
constellation-based explicit and implicit pose normalization approach. Above
each image, we denote the name of the bird species.

Most failure cases show plausible confusions ofvery similar species. The first
two testing images are examples, which are recognized neither by the explicit
nor by the implicit approach. It seems that the approaches ignored important
body parts in the decision. For example, the Hooded Oriole has a yellow crown
and hence clearly differs from the brown and black crowns of the predicted
species Palm Warbler and Scott Oriole. In case of the Western Gull, the yellow
beak is ignored. It sets this species apart from the predicted Northern Fulmar
and Herring Gull. The uncommon viewing angle might be a reason for it.

The two bottom rows show examples where one approach failed but the
other one predicted correctly. The reason for the failures is less obvious. In
case of the Marsh Wren, discriminative patterns on the back are hidden and the
remaining parts do not provide much information to distinguish the Bewick
Wren and Marsh Wren. The recognition of the Rock Wren probably failed due to
the unusual lighting of the bird and its small scale relative to the image. Across
all failure cases, we observed that the ignorance of a single small discriminative
often leads to a wrong prediction. In case of our explicit pose normalization, a
more accurate part localization combined with a tighter crop around the part
could address this issue. For implicit pose normalization, a feature map with
higher resolution could improve the recognition.
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Input. Hooded Oriole Pred. Expl. Pal Warbler P d. l: Sc Oriol
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Input: Western Gull Pred. Expl: Northern Fulmar Pred. Impl: Herring Gull

Input: Marsh Wren Pred. Expl: Bewick Wren Pred. Impl: Marsh Wren

Input: Rock Wren Pred. Expl: Rock Wren Pred. Impl: Bewick Wren
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Figure 7.14: Failure cases in the recognition of bird species. Each row
shows one randomly drawn testing image, followed by the predicted
category of our two approaches NAC and 0-pooling, denoted with Pred.
Expl. and Pred. Impl. For each prediction, we provide the class name
and a sample image of that class.
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Whip poor Will Chuck will Widow

Loggerhead Shrike Great Grey Shrike

Common Tern Artic Tern

Figure 7.15: Pairs of classes, which were confused by both our explicit
and implicit approaches the most. Each row shows one such pair with
one image of each category and the bird species name above.

Most confused classes In addition to the four presented failure cases, we
also present a summary of all false predictions by showing the most confused
categories in Fig. 7.15. We show three such pairs with an example image for
each category along with the bird species name. All pairs are almost identical
looking bird species, which even humans can barely distinguish. The Whip poor
Will and Chuck will’s Widow both have similar irregular patterns, which makes
distinction hard. According to AllAbout Birds9, the while color around the tail

ghttps://www.a11aboutbirds.org/guide/Chuck-wills-widow/id
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is more prominent for Whip poor Will. When comparing the Loggerhead to the
Great Grey Shrike, then it is usually smaller with a smaller all black beak and
a larger mask“). Finally, the Arctic Tern has slightly more gray in the plumage
with a white cheek and a tail which usually extends much beyond the wing tips.
There are whole videos filled with explanations about how to distinguish these
two species“.

These examples illustrate that visual recognition from a single static image
is not always possible. The distinction might require close inspection of the
animals from multiple viewpoints. The comparison to human performance
provides an idea of the reachable accuracy. However, it is also important to
point out that a classification model can only learn from labeled training images
while human experts have much more prior knowledge. This could also be
one reason for the recent saturation of recognition accuracy in fine-grained
recognition tasks.

Complementarity Each approach has different strengths and hence is better
suited for different types of images. We analyzed how complementary the
predictions of the two investigated approaches are. Both the constellation-
based explicit and the oi-pooling-based implicit approach predict the label
of all testing images. Afterward, we calculate the accuracy of the combined
prediction assuming an oracle, which always chooses the best approach for a
given image. Using the VGG-VD model and CUB200-201 1 dataset, this leads to
an increase in accuracy from 85.3% achieved by oi-pooling to 88.9% achieved by
the combination with an oracle.

The increase of 3.6% is noticeable, but there are still over 11% testing images
with false predictions. A simple late fusion scheme based on computing the
mean class score across the two approaches even slightly decreases accuracy by
0.3%. If 0:-pooling is used as image descriptor in an explicit pose normalization
framework, the accuracy decreases as well. The reason is a large overlap between
the error cases of both models. In total 75.7% of all falsely classified images of
oi-pooling were also not recognized by the explicit pose normalization approach.
This is most likely a consequence of both approaches implementing the same
idea of pose normalization and supports our interpretation and understanding
of the model behavior.

7.7 Understanding and interpreting fine-grained
classifiers

Our fine-grained approaches of Chapters 4 and 5 are able to improve the re-
cognition accuracy of three different baseline models and on four different
benchmark datasets. However, it is as important to provide the user with an

lnhttpz//www.audubon.org/news/learn-te11-northern-shrike-1oggerhead-shrike
llhttps://Www.bto.org/about—birds/bird-id/common-and—arctic-tern
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Figure 7.16: Examples of the activation flow using VGG-VD and
CUB200-201 1. The flow is visualized as a tree, in which each level cor-
responds to a layer in the CNN. Brighter colors denote earlier layers.

understanding ofwhy a predicted category is the most likely one. In this section,
we present results of our approaches for the visualization of learned part decom-
positions and for the visualization of decisions as introduced in the Sections 6.1
and 6.2.

7.7.1 Analyzing learned part decompositions
The visualization of learned part decompositions as presented in Section 6.1
can be used for qualitatively analyzing the prediction of a single image as well
as for a quantitative analysis with statistics for a whole dataset.

Qualitative analysis The qualitative analysis shows the recognized part hier-
archy of an input image by tracing back the highest class score to the most in-
fluential intermediate output elements in earlier layers. In Fig. 7.16, we present
examples for an unmodified VGG-VD fine-tuned on CUB200-201 1. Each image
in the plot is from the testing set of CUB200-201 1. We draw the activation flow as
a tree starting from the dark red root node and spreading out to the orange and
yellow edges. The edge color corresponds to the hierarchy level in the CNN with
brighter colors indicating earlier layers. The root node is in the image center
as fully connected layers of VGG-VD are global feature transformations and
no spatial information is preserved. Hence, we map this global feature to the
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Table 7. 1 1: Accuracy and mean proportion of the activation flow located
on the foreground object, called object focus, for three different CNN
architectures on CUB200-201 1.

Architecture Accuracy Object focus

AlexNet 52.2% 47.0%
VGG-VD 71.9% 59.0%

ResNet-50 80.4% 65.2%

image center. The hierarchy shown by the tree corresponds to a decomposition
of the scene or object into increasingly smaller parts. In the first level, the edges
span large distances and their nodes represent the large parts such as the head,
belly, and tail of a bird. The consecutive levels correspond to smaller subparts
of these large parts. This is in line with visualizations, e.g., by Zeiler and Fergus
(2014), which show that the layers of a CNN are sensitive to increasingly abstract
patterns in the input image.

Users of an automatic bird recognition system assume that the recognition
is based on the birds itself and that the model uses all necessary body parts
for the decision. In our visualization, this corresponds to a tree focused on the
bird and covering most parts of it. The first row of three images in the figure are
examples for this. If the recognition is based mostly on background information,
the activation flow tree is scattered and covers everything but the bird. Reasons
might be a bird covered by leaves or an uncommon pose. The second row
visualizes examples for that. This relationship of activation flow and recognition
allows for increasing the confidence of a user into the prediction result.

The figure also shows that the first level, shown as the dark red edges in
the tree, covers the largest distances. This corresponds to the transition from
the first fully-connected layer fc6 to its predecessor poo15. The edges of earlier
layers before p0015 span smaller distances as their receptive field is smaller.
This observation supports the layer selection used for part discovery in our
explicit pose normalization approaches.

Quantitative analysis The quantitative evaluation consists of two experiments
The first analysis evaluates the intuitive relationship of a focused activation
flow and a successful recognition result. We use annotated object segmentation
masks to compute the proportion of the activation flow tree, which is located
on the foreground object. This proportion is averaged across all testing images.
In addition, we compute the accuracy, i.e., the proportion of correctly recog-
nized testing images. The results for the three CNN models AlexNet, VGG-VD,
and ResNet using CUB200-201 1 are shown in Table 7 .1 1. The models were pre-
trained on ILSVRC and fine-tuned on CUB200-2011. This results in an accuracy
of 52.2%, 71.9%, and 80.4%, which corresponds to the baseline results shown
in our fine-grained classification experiments. The proportion of the activa-
tion flow located on the foreground object, called object focus in Table 7 .1 1,
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Figure 7.17: Relationship between pose rarity and object focus.

increases at the same time from 47.0% to 59.0% and 65.2%. Hence, there seems
to be indeed a correlation between the two measures.

In our second analysis, we investigate the relationship between the rarity of a
pose and the object focus of the activation flow. The rarity of a pose is measured
by using the Euclidean distance of the annotated semantic part locations. We
first normalize the annotated part location with respect to the bounding box and
concatenate the locations for all parts in an image. This allows for computing
the distance between two poses by computing the Euclidean distance between
the two concatenated location vectors ignoring parts which are hidden in one
or both images. We use I:-means clustering based on this metric to identify
20 clusters within the poses of the training images. Afterward, we compute
for each testing image the minimal pose distance to the cluster centers. If the
distance of a pose is large to all cluster centers, then it is considered a rare pose.

In Fig. 7.17, we plot the obtained distances together with the object focus
for the CUB200-2011 dataset. We aggregate the pose distances into 10 equally-
spaced groups and show a box plot of the object focus for each group. It can be
seen that the median of the object focus is smaller for images with larger pose
distance to the training data. That means that the rarer the pose the smaller is
the object focus. However, the variance is large in all groups and groups with
higher pose distances have significantly fewer samples than the other ones.

To summarize, our activation flow allows users to clearly identify the ob-
ject parts used in the recognition process of a generic CNN. In addition, we
observed a positive correlation between object focus and the activation flow
and recognition accuracy. This motivates the use of part-based approaches
especially for less complex CNNs like AlexNet. Part-based approaches shift the
focus to the foreground object and hence improve recognition accuracy.
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7.7.2 Visualizing classification decisions
Our second approach visualizes the decision process by relating the current
testing image to the training data. It was introduced in Section 6.2 and can be
used for ct-pooling models including models based on global average pooling
like ResNet.

Visualization examples Fig. 7.18 presents visualization results for VGG-VD
using CUB200-201 1 and Oxford flowers 102. For each dataset, we show visual-
izations for two correct and four false predictions. The visualizations of correct
predictions use green lines for correspondences and the ones of false predic-
tions red lines. As explained in Section 6.2, the large image in each visualization
corresponds to the input testing image. It is surrounded by the five training
image patches, which have the largest influence on the prediction. It can be
seen that the most influential image regions consistently correspond to object
parts and not to background. For example, the two correctly predicted birds are
recognized based on the typical appearance around the eye and the prominent
red belly and wing pattern. In case of flowers, the appearance of the tip of the
petals and the stamen is used.

False predictions are particularly interesting from a research point of view.
The visualizations allow for analyzing failure reasons and hence the weaknesses
of an approach. In case of 0-pooling, it seems that many similar looking object
parts can cause a confusion between two similar looking birds. We will discuss
the CUB200-201 1 image in the second row on the right of Fig. 7.18 as an example.
The strong patterns on the wings as well as the transition from gray to orange
on the neck match. However, the model ignores the different colors around the
eye and hence comes to a wrong decision. An interesting example is the image
in the last row of Oxford flowers 102 in the middle. The young, not yet opened,
flowers in the testing image are confused with the similar looking stamens of
the predicted category. Overall, we observed that the oi-pooling model achieves
very good results in terms of pose normalization. Correspondences are made
between matching object parts in most cases. In addition, we can conclude that
the visualization is useful for increasing the trust of a user in the classification
decision as the correspondences allow for cross-checking and hence verifying
the prediction.

Influence of 0: The visualizations in Fig. 7.18 are based on computing the
influence of region pairs as defined in Eq. (6.9) of Section 6.2. We can relate
the pairs to the semantic parts of an object and hence compute the relative
influence of these parts on the class score. In this experiment, we use the
CUB200-2011 dataset to analyze how the pooling strategy changes the part
influence. We divide the bird images into head, belly, and background regions
by using ground-truth part annotations and the provided segmentation masks.
Afterward, we compute the relative influence of each region pair for each testing
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Figure 7.18: Results of our classification visualization for oi-pooling
models based on VGG-VD. For each dataset, we show examples of two
correct and four false predictions. The correct predictions have green
and the false ones red correspondence lines. Best viewed in color.
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Figure 7.19: Influence of the parameter 0 on the importance of seman-
tic parts in classification.

image and average across all testing regions. The results for VGG-VD are shown
in Fig. 7.19. The figure contains three plots corresponding to a fixed 0 value of 1,
1.5, and 2. Each plot consists of a three-by-three matrix, where each column
corresponds to a certain training image region and each row to a certain region
in the testing image. For each region pair, we show the mean relative influence
as a number as well as a colored background with darker colors denoting higher
values. For example, for 0 : 1, matches between the head region in a given
testing image and the head regions in all training images contributed 1 1% to
the class score on average.

We observe that the influence of the background is fairly high for 0 : 1,
which corresponds to global average pooling. As the background region is
usually fairly large, we can interpret this result as a balanced decision, which
considers a wide range of aspects for classification. The higher the value of
0, the more dominant are the semantic parts of the foreground object. At
0 : 2, the mean influence of inner products between head features reaches
42%. This is very high considering the small size of a head compared to the
whole image. We conclude that 0 indeed controls the influence of the largest
matches. On CUB200-201 1, this is beneficial as the classification focuses more
on the foreground object. This also explains the success of bilinear pooling as
presented by Lin et al. (2015).

7.7.3 Sensitivity of fine-grained classifiers
State-of-the-art recognition approaches are usually evaluated using testing im-
ages of the same domain as the training images. While an impressive accuracy
can be achieved, recent works showed that it is possible to cause a CNN to
produce an arbitrary false prediction by only slightly modifying the input image
(Goodfellow et al., 2014; Liu et al., 2016). These so-called adversarial examples
show that even a slight shift in the data distribution could cause a severely
degraded accuracy. In practical applications like fine-grained recognition, the
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Figure 7.20: The impact of random noise and transformations on the
classification accuracy ofAlexNet using CUB200-2011. Fig. (a) shows the
results for independent Gaussian noise on the saturation, intensity, and
hue channel as well as for random RGB noise. The influence of rotations,
flips, pepper noise, and random translations is shown in Fig. (b), (c),
and (d).

expected output change is more relevant than the strongest output change.
Hence, we analyze and estimate in this section the sensitivity of fine-grained
classifiers using the approaches presented in Section 6.3. The results were
obtained with AlexNet using the CUB200-2011 dataset unless mentioned other-
wise. In contrast to previous experiments on CUB200-2011, we crop the input
image to the ground-truth bounding box in order to reduce the impact of object
scale and background in our analysis. The result is resized to the CNN input
size and noise is applied to the RGB or HSI representation of it. We will also
show comparisons to two other fine-grained datasets, i. e., Oxford flowers 102
and Oxford IIIT pets, and other CNN models. The CNN models are pre-trained
on ILSVRC and fine-tuned to the respective fine-grained dataset as before.

Noise types A comparison of different noise types using the AlexNet architec-
ture and CUB200-201 1 is shown in Fig. 7.20. The plot in the top left, Fig. 7.20a,
shows results for Gaussian noise on the saturation, intensity, and hue channel as
well as for independent Gaussian RGB noise. The noise level is measured with
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Figure 7.21: Comparison of the sensitivity of different CNN models on
CUB200-2011 and across different datasets for AlexNet. Both plots show
the impact of Gaussian RGB noise.

the standard deviation 0 6 R. assuming a maximum signal value of 255. The
influence of rotations, flips, pepper noise, and random translations is shown in
Figs. 7 .20b to 7.20d. In case of translations, we translate the bounding box and
crop it from the image to avoid boundary effects. For each noise type and level,
we plot the accuracy averaged across all testing images.

The influence of noise varies greatly depending on the type. Left-right flips
and translations have no or only a very small influence, which is expected
considering the data augmentation used during training of the CNN. However,
the impact is severe for the remaining noise types as they were not considered
in training. In particular, noise on the intensity channel or independent noise
on all three RGB channels considerably decreases accuracy even at medium
levels. A standard deviation of 16, which is merely % of the maximum signal of
255, already reduces the accuracy by more than half, going down from 62.5% to
28.9%. A similar impact is caused by large rotations in the form of 90° rotation
and upside-down flip. Gaussian noise on the hue channel or random pepper
noise also cause a noticeable degradation and reside between the two extremes.

CNN models and datasets In Fig. 7.21, we compare the impact of Gaussian
RGB noise on different CNN models and across different datasets. The left
figure, Fig. 7.21a, compares AlexNet, VGG-VD, and Inception using CUB200-
201 1. The accuracy of VGG-VD and Inception on the original testing images
is both comparable and almost 20% higher than the AlexNet shown before.
Nevertheless, the accuracy decreases severely in a similar way. The most robust
predictions are obtained with VGG-VD, which still obtains 42.5% accuracy at
the highest noise level tested. The Inception model is more affected by the noise
and the gap between it and VGG-VD increases to up to 20% absolute difference.

The right figure, Fig. 7.21b, compares the behavior of AlexNet across the
three datasets CUB200-2011, Oxford flowers 102, and Oxford IIIT pets. We show
the results for Gaussian RGB noise as before. The most obvious difference can
be seen between Oxford flowers I02 and Oxford IIIT pets. The original accuracy
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Figure 7.22: Effectiveness of na'1've approaches for handling noise. We
evaluate Gaussian filtering (blur) and morphological closing (closing)
applied to the testing image as well as data augmentation at training
time (data aug.).

on Oxford IIIT pets starts out at a lower level, but decreases slower at higher
noise levels. In contrast, we observe a higher baseline accuracy on Oxford
flowers 102, but the accuracy drops even below the one obtained with Oxford
IIIT pets at 0 > 16. We explain the difference with the acquisition of the images.
Many images in Oxford IIIT pets are noisy as they were often taken using simple
cameras at home. The images of Oxford flowers 102, however, are often taken
with a high-quality camera and hence the training data does not contain much
noise. The influence of noise on CUB200-201 1 resides between the other two
datasets in terms of the absolute difference in accuracy. However, the relative
decrease is larger as the accuracy goes down to only I 1.7% at 0 : 32.

In summary, most models and datasets are greatly affected by noise, even if
it is only barely visible to humans. In our corresponding publication (Rodner
et al., 2016), we provide additional results and observations. For example, we
present images whose prediction is highly sensitive to noise or very robust. It
turns out that the prediction is especially unstable if the foreground object has
a low contrast. This is intuitive as the noise has a larger relative impact on the
image signal in these images.

Increasing robustness The severe impact of even slight noise is a major chal-
lenge for the practical use, because images might be taken at bad lightening con-
ditions or low-quality cameras. The second set of experiments hence evaluates
the na'1've approaches presented in Section 7.7.3 for handling noisy images. As
in the previous experiments, we evaluate with AlexNet using the CUB200-201 1
dataset. The Gaussian filter with standard deviation and 0.5 and morphological
closing with window size 3 >< 3 is directly applied to the noisy testing image. The
data augmentation is implemented as dropout layer with probability 0.1 applied
to the input images during training.

The results are presented in Fig. 7.22. Fig. 7 .22a on the left shows results
for Gaussian RGB noise and Fig. 7 .22b on the right the results for pepper noise.
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The line with the label original corresponds to no noise handling and hence is
identical to the curve shown in Fig. 7 .20a before. Compared to that, all noise
handling approaches show an increase in accuracy for high noise levels with
0 Z 16. Gaussian blur and morphological closing achieve a comparable small
improvement, especially for pepper noise. In case of Gaussian RGB noise, the
Gaussian blur is best-suited to tackle it. The best results by a large margin were
obtained with data augmentation. However, the increased robustness comes
at the cost of a reduced accuracy on noise-free images. In case of Gaussian
RGB noise, the reduction is the largest for data augmentation with an absolute
decrease of 8.6% and the smallest for Gaussian filtering with 3.5%. Similar
results can be seen for pepper noise. This leads to a remarkable behavior of the
model trained with data augmentation. The accuracy on the original images
is even lower than the accuracy on noisy images. This contradicts the loss
of information caused by the noise. It can be explained by the domain shift
between training and testing data. The closer both domains are, the more
representative is the training data and the higher is the accuracy.

To summarize, if representative data are missing and if it is possible to
simulate the expected noise, then data augmentation is a good choice. Noise
removal at testing time can be beneficial as well but requires a careful selection
of the best-suited approach. However, it is not advisable to use noise removal
techniques if the data is representative.

Noise prediction At training time, the expected noise level after deployment
is often not clear. A learned model might be used by many individuals over a
long period of time and with various generations of cameras. In Section 7.7.3,
we therefore presented a gradient-based approach which allows for estimating
the stability of a decision. We evaluate the accuracy of the presented approach
by correlating the predicted variance of the output with the observed variance.
We simulate the perturbation by randomly picking testing images, applying
noise to them, and computing the variance of the output change.

The results for AlexNet and CUB200-2011 are shown in Fig. 7.23. In the
four scatter plots, each point corresponds to one perturbation of a testing
image. Its position in the plot is defined by the predicted and observed standard
deviation. We colorize the points according to the density value computed
with an estimated Gaussian kernel density. The red line shows the ideal result,
in which predicted and observed deviation are identical. The first two plots,
Figs. 7.23a and 7.23b, show results for Gaussian RGB noise with 0 : 1 and 0 4.
The two plots below, Figs. 7.23c and 7.23d, correspond to pepper noise with
p : 0.001 and p : 0.01. For each plot, we compute the Pearson correlation
coefficient and present the results in the corresponding caption. As can be seen,
the correlation between prediction and observation is high for low noise levels
and decreases as the noise strength increases. For example, the correlation is
r : 0.78 at 0 : 1 and decreases to 1" : 0.66 at 0 : 4. This is expected as a
first-order approximation is only accurate in a local neighborhood. In most of
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Figure 7.23: Correlation between the predicted and observed standard
deviation. Each point in the scatter plot corresponds to one perturba-
tion of a testing image.

the cases, the prediction underestimates the observed standard deviation. We
conclude that our approach is suitable for raising the awareness of the user as
large predictions imply an even higher real sensitivity.
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8 I Additional applications

Benchmark datasets are useful for comparing different approaches for a task,
because they provide a large number of images and are used by a wide range
of publications. However, they can also be very different from the datasets
used in real applications. This section provides insights into challenges and
opportunities when moving from research results to real-world applications.
We show differences in terms of class distribution and dataset bias as well as
how to exploit application specific properties of the images. We present two
sample applications covering moth and butterfly as well as ID card recognition.

8. 1 Moth and butterfly recognition
While the running example of this thesis is bird species recognition, zoologists
are also actively monitoring and analyzing moth and butterfly populations.
As for bird recognition, zoologists currently analyze populations by catching
individuals. Usually, each insect is photographed and its species is determined
manually later in the lab. There are large collections of such photographs
available at many institutes. Applying and evaluating approaches on these
datasets would be a great field test for a future automation of the identification
process. However, the data is often difficult to access for computer vision
researchers or not prepared for evaluation purposes.

In (Rodner et al., 2015), we hence present in cooperation with the Phyletis-
ches Museum, Jena, Germany, and the Zoological Research Museum Alexander
Koenig, Bonn, Germany, two novel datasets for the fine-grained recognition
of butterfly and moths species. The images were collected from the publicly
available datasets (Ianzen and Hallwachs, 2010) and (Brehm et al., 2013) and pre-
pared for two standardized classification tasks. The first dataset is called Costa
Rica dataset and contains images of 331 butterfly and moth species obtained by
Ianzen and Hallwachs (2010) from long-term sampling and caterpillar rearing
in Costa Rica. We picked only species with more than two individuals and only
females as the initial dataset for them is larger. The resulting dataset contains
2310 images, from which one randomly selected image of each category is used
for testing and the remaining ones for training.

Our second dataset is the Ecuador moths dataset. It contains 2120 images of
675 genetically verified moth species of the family of Geometridae collected in
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Figure 8.1: Sample images of the Costa Rica dataset on the left and the
Ecuador moths dataset on the right. In each row, we show two images
of two randomly sampled species.
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Figure 8.2: Class distribution of the Costa Rica dataset and the Ecuador
moths dataset.

the montane tropical rainforests of southern Ecuador. The included species are
visually very similar and some of them are even unknown to science. As we have
only a few samples for some species, we merged male and female individuals to
one category. For evaluation, we use up to three training samples per species
and the remaining ones for testing. Both datasets were made publicly availablel.

Fig. 8.1 shows sample images for both datasets. Each row contains two im-
ages of two randomly sampled species to gain an insight into class relationships
and the intra-class variance. As can be seen, the images of both datasets were
taken in controlled environments, which could help to improve automated
recognition of these partially very similar species. However, the datasets also
contain a significant bias. For example, images have varying size and some
images contain a characteristic background such as a typical color or even
textual labels with the species description. These are common problems in
real-world applications as the images were often not taken for training an image
classifier but for archiving purposes instead. In Fig. 8.2, we visualize the class
distribution of the dataset images. We sorted the classes of both datasets by the

Ihttp://WWW.inf—cv.uni—jena.de/fgvcbiodiv.html
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Table 8.1: Baseline results on the two caterpillar datasets.

Approach Costa Rica dataset Ecuador moths dataset

AlexNet poo15 79.2% 55.7%
+ pyramid 81.3% 53.5%

number of images and plot the image count for each class. Overall the classes
are very unbalanced. In case of the Ecuador moths dataset, over one third of all
species even have only two samples — for training and testing. This is a common
problem in real-world applications and a consequence of the species rarity.

Both problems, the dataset bias and the class distribution, affect the train-
ing and evaluation of approaches. Training classifiers with sometimes only
one example is difficult as there is not enough data to generalize well. The
evaluation is affected because differences in accuracy are often not significant
and a dataset bias might cause an overestimation of the recognition accuracy.
Nevertheless, a systematic evaluation is necessary to provide an idea of the
achievable performance. We evaluate two baseline approaches based on CNN
feature extraction using AlexNet pre-trained on ILSVRC. The input images are
resized to fit the network input and the activations of the poo15 layer were used
as feature descriptors. As there are too few images per category, fine-tuning is
not possible and we use an SVM classifier instead. We also evaluate a simple
spatial pyramid (Lazebnik et al., 2006) with one level on top of the feature map
of poo15, which allows for more invariance with respect to small translations
and rotations.

The results are shown in Table 8.1. The baseline models achieve up to
81.3% on the Costa Rica dataset and up to 55.7% on the Ecuador moths dataset.
Interestingly, the spatial pyramid with one level increases the accuracy only on
the Costa Rica dataset by 2.1% and decreases accuracy by 2.2% on the Ecuador
moths dataset. This suggests that the butterflies are very consistently aligned
as even the concatenation of the highly localized poo15 features yields good
results. It seems more robustness against small translations and rotations is
not required. The alignment could be also a reason besides dataset bias for the
fairly high recognition rate considering the small amount of training data.

8.2 Identity card recognition
Previous evaluations and descriptions in this thesis focused on fine-grained
recognition for animal species and human actions. However, there are many
more real-world applications beyond this focus. For example, we evaluate in
(Simon et al., 2015) the automated fine-grained recognition of identity doc-
ument types using a dataset of scanned documents. Fig. 8.3 shows selected
anonymized sample documents. Given a scanned and cropped image of an
identity document, the task is to identify the type of document, whether it’s
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Figure 8.3: Anonymized sample images from the identity document
dataset. Each image shows a different category. We distinguish docu-
ment type, country of issue, version, and front- versus backside.

front- or backside, the country of issue, and the version. The possible docu-
ment types are regular passport, child passport, identity card, visa, and driver’s
license. In total, there are 78 categories of documents in our dataset, which are
partly visually very similar due to only minor changes in the layout between
two versions of a document. For example, the Indian passport version 5 and
6, shown in Fig. 8.3 on the left, differ only in the intend of the fifth line and
the blue shadow showing the face. In the middle and right of Fig. 8.3, we show
further examples including the similar ID cards of Belgium and Portugal as well
as an old ID card and passport of Germany. While small visual cues often make
the difference between classes, the more salient varying photograph, text, as
well as dirt and cover do not influence the class.

The document classification is an intermediate step of a complete OCR
pipeline, which recognizes the content of the document. While generic state-
of-the-art OCR approaches achieve a remarkable recognition accuracy, there
are still too many failure cases for practical applications if the font family, size,
style, and position is unknown. The recognized document type allows for
determining all these aspects and hence can be used as a strong prior for OCR.
In addition, it allows for assigning recognized text to semantic fields like first
and last name, place of birth, authority, and so on by using the corresponding
identity document layout specification.

Similar to our butterfly and moth recognition dataset, the classes in the
document type recognition dataset are also extremely unbalanced as shown in
Fig. 8.4a. In total, 19 out of the 78 categories contain only one and 20 categories
only two samples, which causes challenges in training and evaluation as before.
In addition, the application requires the recognition to be fast even on cheap
computer hardware without GPU. We hence evaluate traditional shallow as well
as less complex CNN-based approaches for feature extraction combined with
an SVM for classification. Our evaluation includes HoG in combination with
BoW and optionally spatial pyramid matching (Lazebnik et al., 2006), pyramid
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Figure 8.4: Experimental results of our approaches for the identity card
dataset: (a) class distribution of the images in the dataset, (b) classifica-
tion accuracy. SP3 denotes a spatial pyramid of depth three, (c) cpatial
pyramid levels versus recognition accuracy, (d) Receiver operating char-
acteristic (Fawcett, 2006) (ROC) analysis of our approach for unknown
class rejection.

histogram oforiented gradients (Bosch et al., 2007) (PHOG), Colorname (Van
De Weijer et al., 2009), as well as the activations of relu5 of an AlexNet pre-
trained on ILSVRC. We randomly sample one training image per each category
and use the remaining ones for the calculation of the mean class-wise accuracy.
This is repeated 100 times to obtain a reliable estimation. The 19 categories
with only one sample are always part of the training and hence not present in
the testing set. While we cannot evaluate the accuracy of these categories, the
classifier could still predict them in testing.

The results are shown in Fig. 8.4b. Surprisingly it is possible to achieve
a classification accuracy of over 90% using only a single training image per
category. The best results were obtained with a combination of HoG, Colorname,
and a spatial pyramid achieving 97.7%. We observed, that a spatial pyramid
is crucial for good accuracy as shown in Fig. 8.4c and three pyramid levels
are required to achieve the highest accuracy. The AlexNet re1u5 features can
also exploit the alignment of the documents, but perform slightly worse than
the best approach. This might be due to the low number of training images
compared to the large number of descriptor dimensions. We also evaluated a
simple approach for rejecting unknown document types, which is necessary in
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the application to avoid false predictions. We learn an L2-regularized logistic
regression classifier and use computed probability estimates during inference.
If the probability of the predicted class is below a certain threshold, then the
document is rejected. This task is evaluated using a leave-one-class-out strategy
using one randomly selected image from the known classes for training. The
approach for rejection of unknown documents achieves an area under the curve
of 0.986 and hence works fairly reliable.

To summarize, the moth and butterfly as well as the document type re-
cognition turn out to be solvable even with less complex machine learning
approaches. In case of the identity documents, the varying photo and textual
content surprisingly do not disturb the recognition process. The main reason is
that the objects are well aligned. In contrast, the recognition of animal species
in the wild cannot be tackled with these approaches as the pose can vary greatly.

8.3 Consequences
The properties of a specific application dataset can be very different compared
to the benchmark datasets, which are typically used in scientific publications.
Major challenges are a severe class imbalance as well as a bias in the data.
Both are a result of the natural class distribution in the real world. The class
imbalance can cause problems in the training of complex vision models. In
addition, it forces the user to decide whether the a priori class distribution is
considered in the prediction. In terms of optimization, this means to decide
whether to optimize the mean class-wise accuracy using class weights or the
overall accuracy. The dataset bias appeared, for example, as characteristic
background or text labels in the moths and butterflies recognition task. It
is often not possible to avoid it as the data was captured before considering
automated recognition and recreating the dataset is too expensive. The only
solution is then to keep it in mind when judging the recognition accuracy.

On the positive side, many recognition tasks in the real-world can be greatly
simplified by using controlled data acquisition environments. The two tasks
presented in this chapter are examples of this. Both the moths and the ID cards
are manually aligned by the user and captured in front of a uniform background.
This simplifies the recognition as, for example, the top left corner of the image
always corresponds to the top left part of the moth wing.

The data acquisition as well as the properties of the data greatly influence the
choice of the recognition approach. The ID card recognition results show that
some tasks can be solved without learning a huge CNN model with hundreds
of millions of parameters. Simpler models require less resources and training
data, which is an important advantage if they are only a small part of a larger
application. In addition, these models are often easier to understand and hence
it is easier to convince companies to use it in products. The moth recognition is
an example, which is between these two extremes. The approaches presented in
this thesis are developed for challenging recognition tasks, which include large
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variations in object pose and appearance. They hence show the largest gains for
these tasks and might not be necessary for more constraint recognition tasks
The results of this section emphasize that the optimal recognition model always
depends on the dataset and application.
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9 I Conclusions

This thesis presents approaches for the challenging task of fine-grained recog-
nition. We will summarize the main messages of the individual chapters in
the following Section 9.1. Afterward, we conclude the thesis with Section 9.2
presenting consequences and directions for future research.

9. 1 Summary
Fine-grained recognition is the task of identifying the exact category of a given
image out of many partially very similar ones. We present approaches for this
task based on explicit and implicit pose normalization as well as for visualizing
and understanding predictions.

Introduction While machines can already handle many simple automation
tasks, more complex tasks such as fine-grained recognition are still unsolved.
Chapter 1 motivates the topic as a crucial part for higher automation levels in in-
dustry and everyday life. Bird species identification for assisted and automated
animal monitoring is the running example throughout the thesis. However,
there are plenty of other applications such as product image tagging for online
shops and detailed image description for search engines.

A major challenge is the large intra-class variation within each category.
This is caused by pose and phenotypic variations, for example, and stands in
contrast to the partially high similarity between categories. Previous works
propose to reduce the intra-class variance by normalizing the object pose. Most
of them require annotated semantic object parts at least in training for that.
As such annotations are expensive, our work investigates novel explicit and
implicit pose normalization approaches, which require only bounding boxes or
even no location annotations at all. In addition, we extend previous works with
visualizations, which allow for maintaining the interpretability of predictions
even in case of implicit approaches.

Visual recognition systems The theoretical framework of our visual recogni-
tion approaches is presented in Chapter 2. It uses a machine learning perspec-
tive, i. e., we use a labeled dataset to learn the optimal parameters of the function,
which maps images or features to the desired output. The role of computer
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vision research is to identify suitable parameterized functions. State-of-the-art
models usually consist of a cascade and combination of operations. Due to the
popularity of CNNs, typical examples are linear, element-wise, aggregation, and
normalization operations. In particular, convolutions, ReLU, and pooling are
used repeatedly and followed by one or multiple final matrix multiplications.
Traditional descriptors such as HoG can be modeled in this framework as well.

The parameters of the operations are obtained by solving an optimization
problem using representative labeled data. The optimization requires a measure
of the difference between predicted and desired model output, which is called
loss function. An optimal set of parameters minimizes the expected loss across
the data distribution and it can be challenging to find one. We distinguish
between differentiable model parameters such as the entries of convolution
filters and the remaining hyperparameters, which are often discrete and also
include the model architecture. Analytical solutions or gradient descent is often
used for the former ones. The latter ones can be found either manually or by
using exhaustive or grid search and a separate validation dataset.

Concepts in fine-grained recognition Chapter 3 extends the generic image
recognition framework with concepts related to fine-grained recognition. We
explain how pose normalization allows for large pose variations despite the
limited amount training data. Pose normalization can be done in an explicit
or implicit manner. Explicit approaches describe an object with the combined
appearance of its less deformable parts ignoring their spatial relationship. This
results in descriptors which are fairly robust against object pose variations. The
critical aspect of this concept is, however, the acquisition and detection of the
parts. Implicit approaches aggregate numerous local features without consid-
ering their position in the image. Hence, the locations of the object parts have
less influence on the resulting global description. We show that the aggregation
leads to a pairwise matching of local features in the distance function of the
classifier. Mostly the similarity of corresponding semantic parts influences the
distance and hence the approaches achieve an implicit normalization of the ob-
ject pose. We also present basic concepts for visualizing and understanding the
learned parameters and the output of fine-grained recognition models, which
is an important topic for many applications.

Explicit pose normalization Our explicit approaches presented in Chapter 4
use discovered object parts generated with pre-trained CNN models. We extend
our previous work with novel selection strategies for relevant parts given the
large set of generated generic part proposals. If bounding box annotations
are available for the training data, relevant parts are defined by being located
either inside the bounding box or at least close to the bounding box border.
If no location annotation is available at all, we either select parts randomly
or use a part constellation model. The model is learned in an unsupervised
manner and allows for identifying parts, which consistently occur in a certain
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relative position to each other. The identified parts are used afterward in a part-
based recognition pipeline consisting of part detection, description, feature
concatenation, and classification.

Implicit pose normalization Our two novel approaches for implicit pose nor-
malization are presented in Chapter 5. The first combines the recently success-
ful pooling strategy 2AvgP applied to CNNs with the Log-Euclidean transforma-
tion. The transformation maps the aggregated feature vector into a Euclidean
space by applying the matrix logarithm. The second generalizes both 2AvgP and
global average pooling into a single pooling function called oz-pooling. In con-
trast to previous works, we learn the pooling strategy from data and hence learn
the influence of the highest matches in the distance function of the classifier.

Understanding and interpreting Approaches for fine-grained recognition are
also used to support humans in the identification of animal species. We hence
highlight the importance of understanding and explaining predictions and
present in Chapter 6 three approaches in this area. The first, called activation
flow, visualizes learned concepts in CNN models. It allows for investigating
which parts are relevant for fine-grained predictions as well as their hierarchical
relationship. The second is a classification visualization for ox-pooling models
including those based on global average pooling like ResNet. It shows the most
influential pair of input and training image regions with a quantification of the
individual contribution. Finally, we discuss the influence of noise on predictions
of fine-grained classifiers and present an approach for predicting the stability
of the output.

Experiments In Chapter 7, we evaluate all presented approaches in a quali-
tative and quantitative manner on publicly available benchmark datasets in-
cluding CUB200-2011, Oxford IIIT pets, and Oxford flowers 102. The semi-
and unsupervised part mining with the proposed strategies helps to obtain
parts which are more focused, consistent, and discriminative compared to the
randomly selected ones. Explicit pose normalization based on these helps to
greatly increase the accuracy by up to 16.3% absolute improvement compared
to the baseline. The benefit is the highest for CNNs with lower complexity and
for objects with large pose variations such as the birds in CUB200-201 1.

Our implicit pose normalization approaches also improve the accuracy
in most settings. The Log-Euclidean transformation transfers its theoretical
benefits into a higher accuracy on the dataset with high-quality images. The
04-pooling approach consistently improves the baseline results as well as the
results of our explicit pose normalization models. We also analyze the learned
pooling strategy and observe that higher values for a are better suited for fine-
granular tasks. All results can be reproduced with publicly available code. We
also investigate the remaining failure cases and observe a major overlap be-
tween the ones of explicit and implicit pose normalization on CUB200-201 1.
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This emphasizes the similarity of both pose normalization concepts. Finally,
we observe a good transferability of our approaches to the domain of action
recognition as well as to combined fine-grained datasets.

We present insightful examples for our visualizations and also use the under-
lying concepts for a quantitative analysis. Our activation flow shows that there is
a relationship between model complexity and object focus. The visualization of
the classification process allows for identifying relevant and possibly confusing
object parts in the input image. An analysis based on it indicates that higher
values of a increase the influence of the semantic parts in the recognition of
birds, which explains the recent success of 2AvgP. The noise analysis shows a
relative accuracy drop of up to 50% at barely visible noise levels. While naive
noise handling approaches fail, we find that our sensitivity prediction is reliable
especially for these unobtrusive perturbations.

Applications Chapter 8 provides an insight into real-world applications using
butterfly, moth, and document type classification as examples. We observe an
extreme class imbalance and dataset bias, which can only partially be tackled.
However, it is often possible to control the recording environment allowing
for good recognition rates even without pose normalization. This leads to the
conclusion that benchmark results have only limited meaning and that the
choice of the most suitable approach highly depends on the application.

9.2 Future work
Fine-grained recognition is an active research topic, which experienced a tremen-
dous progress in the past years. The wide range of approaches presented in this
thesis along with their extensive experimental evaluation provide a solid basis
for future work. We will discuss possible extensions of our approaches as well
as directions, which are beyond the scope of this thesis.

Explicit pose normalization Our approach based on discovered object parts
currently uses a single selection for all classes in a dataset. However, different
parts might be required for different classes or object poses. The recognition
could greatly benefit from separate classification models for the different views
and classes. An alternative implementation of this idea is an iterative approach
with a single recognition model. The recognition model can query the appear-
ance of single parts or even arbitrary locations in the image and updates the
prediction with it. For example, if two remaining bird species candidates differ
only in the appearance of the beak, then the model could query the appearance
of it. The part selection can be learned jointly with the part description and
classification using reinforcement learning resulting in a complete end-to-end-
learnable framework.

The part selection itself can also be improved. In Section 4.3.2.2, we identi-
fied relevant parts by learning a part constellation model in an unsupervised
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way. Currently, the spatial relationship is modeled only in 2D with multiple
object views. This can be replaced by a single 3D model. It requires less train-
ing data and allows for modeling hidden parts, but the estimation of the 3D
positions might be challenging.

A second improvement is the use of the detection maps for the part selection
instead of the maximum location only. During learning, the actual location
of a part can be estimated as latent variable for each image. The estimation
could even include the scale. Detection scores serve as confidence scores for the
presence of a part at a location. This idea could be also used to handle multiple
detections of the same part better, e.g., the left and right wing of a bird.

In terms of part generation, it is possible to greatly increase the number of
part proposals by considering combinations as well. A single additional part
proposal can be defined as a randomly chosen but fixed linear combination of
the existing ones. For each image, we could first apply all existing part detectors
and then compute the linear combination of their detected locations. This
allows for generating detectors for parts, which are rarely contained in part
proposals and reside between other salient parts, e.g., the throat of a bird.

Implicit pose normalization A promising idea for 04-pooling is to decouple
part detection and description. The framework can be adapted to use two
independent local features for each location as done by Lin et al. (2015). One
is used for part localization and the other for appearance description similar
to Section 3.3. The learning of the localization features can be constrained
to fulfill the focus, consistency, and discrimination properties. For example,
a sparsity constraint on the channel output can be used to achieve the first
property. The part descriptors, on the other hand, can be learned without these
constraints optimizing only classification accuracy. Our framework allows for
jointly learning localization and description in an end-to-end manner. The
separation of localization and description was already successfully applied in
object detection (Redmon et al., 2016) and could show benefits in our task too.

Our 04-pooling approach is developed with fine-grained recognition in mind.
However, its motivation extends to the learning of network architecture in
general. Currently, only the pooling strategy is learned from training data with
two commonly used strategies as special cases. Different architectural choices
are still manually optimized using the validation data. The ultimate goal would
be to turn all hyperparameters including the architecture of a recognition model
into normal parameters learned on training data only. This could greatly speed
up the overall training procedure as only a single model training is required
without checking validation accuracy of different variations.

Another direction is using 04-pooling as local aggregation operation in in-
termediate layers as well. While we focus in this thesis on a global pooling for
implicit pose normalization, local features can be aggregated in a small region
as well. This is usually done with maximum pooling in state-of-the-art CNNs.
An individual cu for each layer allows for learning a different pooling strategy
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according to the position in the architecture. This can potentially improve the
information contained in the resulting local encoding. It is also possible to
move from a single 04 per layer to an individual parameter for each channel.
This allows for learning a different pooling strategy for each channel, which
might help to achieve more variety in the feature description and hence to
increase recognition accuracy.

Visualization and understanding The activation flow currently considers
only the winning class score. However, a class can also be the most likely
one because of the elimination of other classes. A possible extension could
include a visualization, which shows why it is not a certain class. This can be
achieved by tracing back the scores of other classes in a similar way, but iden-
tifying elements with the largest negative contribution. In addition, it would
be helpful to combine our visualization with images of channel prototypes, i. e.,
sample patterns causing a large activation of that element. These images allow
for a better understanding of the hierarchy level and the relevant visual cues for
the individual elements.

The decision visualization for or-pooling models currently analyzes only the
classifier of the model. However, the mapping from input image to the local
features is an important part of the model as well. It would be possible to add a
visualization of the local feature computation in a similar way as done for the
activation flow. For the local features of the highest match, we can identify the
elements in earlier layers which support a higher inner product. In addition, the
visualization could also benefit from channel prototypes as proposed for the
activation flow already. Hence, it would be interesting to investigate a possible
fusion of both approaches into a single visualization.

In terms of noise analysis, it would be interesting to include the combination
of different noise types as well as compression artifacts and geometrical dis-
tortions. While these types can be difficult to simulate, the result is also much
closer to reality. The noise handling and in particular the data augmentation
can also benefit greatly from noise models developed in this task. We could
identify the noise types and their parameter distributions in given dataset. Dur-
ing training, we could augment training images such that all levels of noise are
included while maintaining the noise statistics of the dataset on average. The
noise model of a dataset can also be used to improve the sensitivity prediction.
It is possible to estimate the noise level of an input image and compute how
well this noise level is represented in the training dataset. If it is not represented
well, then the prediction might be unreliable and sensitive.

Additional topics Fine-grained recognition is highly related to other topics
in computer vision. For example, it is a great application for human-assisted
recognition as non-experts are often not able to identify the correct category by
themselves or need too much time. Our approaches are well suited for this task.
The recognition models provide accurate predictions and the corresponding
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visualizations are a good basis for interaction. For example, a user could remove
wrong matches in the classification visualization and increase the influence
of important correspondences. A second direction is a combination of our
approaches and image captioning. Detailed descriptions of an image require
fine-grained predictions. Our models can easily be extended to attribute pre-
diction, which allows for describing multiple aspects of an image. We can also
enrich a generated caption with a visualization for each predicted aspect.

Fine-grained recognition in videos offers interesting topics as well. To the
best of our knowledge, there is no such dataset currently available. However, the
task is especially relevant in wildlife monitoring. First promising ideas can be
derived from approaches developed for action recognition in videos. The idea
of parts in our work can be extended to the concept of attention across image
location and time, which is often used in that task. For example, we currently
compute the most probable part location in our explicit approach. It would
be also possible to compute the maximum response across time as well and
compute appearance descriptors at this time step.

Long-term goals The current black-box property of recognition approaches
limits both the development of improved models and the acceptance in prac-
tical applications. Visualizations are a first step to tackle this problem. They
allow for comparing the learned image features to the visual cues used by hu-
mans for the recognition of objects. However, the post hoc analysis of a model
after its training is inherently limited by the ideas we have for visualizations.
This is similar to analyzing the inner workings of the human brain. While we
can compute statistics and analyze relationships between different regions, it
is extremely unlikely that we will ever understand all underlying concepts. A
more promising direction are models, which work similar to species identifi-
cation books. These books allow for identifying an animal species by checking
different properties of an object. This is similar to decision trees, but with a
human-understandable split criterion at each node. Currently, split criteria are
based on abstract features and therefore are hard to interpret. In contrast, each
split should be based on properties of the object, for which we can guarantee
a correct recognition. Future research could include both the identification of
suitable split criteria and the development of recognition approaches, which
allow for computing the them. State-of-the-art approaches cannot provide any
guarantees due to their complexity. However, it might be possible for simpler
models. The hierarchical approach allows for translating the guarantees of the
individual nodes into guaranteed properties about the whole object. Tremen-
dous research effort is required to realize this vision, but it can provide the
understanding and accuracy expected in critical real-world applications.
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a, b, c,
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A,B,C,...
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0
8

I

diag(a

8811(9)
<9» 5)
vec(A)

tr(A)

A-1

AT

A o B

93(5)

,b,c,...)

Set of all natural numbers including zero.
Set of all real numbers
Sets restricted to strictly positive numbers, i. e., without
zero
Sets restricted to positive numbers including zero
Scalars: lower case and not bold
Vectors: lower case and bold, notation assumes column
vectors, i.e., D >< 1, D € N matrices
Entry of vector ti in dimension d
Matrices: upper case and bold
Entry of matrix A in row i and column j
Vector of zeros
Vector of ones
Identity matrix, i. e., a matrix with all entries zeros except
the diagonal, which contains ones.
Matrix containing the values a, b, c, . . . on the diagonal
and zeros at all remaining positions
The element-wise sign function
Inner product of vector a and b
Vectorization of a matrix A, i.e., concatenation of all
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The trace of a matrix A, i.e., the sum of all diagonal
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The inverse of a matrix A
The transpose of a matrix A
The element-wise multiplication of matrices A and B.
Power set of the set S
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123, 170, 171
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ing hype in the recent years.
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C

B

bag-of-visual-words (Csurka et al.,
2004) 8, 22, 27, 28, 31, 44, 138,
139

the output of a convolutional
layer used to improve CNN
training. 24
strategy Approach for the

weakly supervised selection of
relevant part proposals. It as-
sumes that parts inside the ob-
ject bounding box as well as
parts near the bounding box
border are relevant. 63, 107,
108

BoW see bag-of-visual-words (Csurka
et al., 2004)

Caffe (Iia et al., 2014) C-based frame-
work published by the Berke-
ley Vision and Learning Center
for convolutional neural net-
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cessor of the Decaf (Donahue
et al., 201 4) framework. 98

Caltech 256 see Caltech 256 objects
dataset (Griffin et al., 2007)

CNN see convolutional neural net-
work (LeCun et al., 1998a)

CNN architecture Arrangement of the
operations of a CNN model.
In the linear case, each oper-
ation uses the previous oper-
ation’s output, transforms it,
and passes it on the the next
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convolutional neural network (LeCun
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Costa Rica dataset Benchmark dataset
for image classification con-
taining 331 butterfly and moth
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from (Ianzen and Hallwachs,
2010). 135-137, 172

counting strategy Approach for the
weakly supervised selection of
relevant part proposals. It as-
sumes that only parts inside
the object bounding box are
relevant. 62-64, 107

C-Tai Dataset for ape attribute estima-
tion recorded in the Ta'1' Na-
tional Park in Cote d’Ivoire. 95,
96,112,113,170,173

CUB200-2011 see CUB200-2011 bird
recognition dataset (Wah et al.,
2011)

CUB200-2011 bird recognition dataset
(Wah et al., 2011) Fine-grained
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sponding bounding box, part
location, and ground-truth
segmentation annotations for
each image. 9, 1 1, 76, 93, 94,
99,100,102-104,106—111,113-
117,119,122—132,145,169—
171,173

C-Zoo Dataset for ape attribute esti-
mation recorded in the Zoo of
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Leipzig, Germany. 95, 96, 112,
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D

deep learning Concept of learning all
components of a computer vi-
sion model mapping from im-
age intensity values to desired
output jointly. 10

deformable parts model (Felzenszwalb
et al., 2008) 10, 46, 47

digital single-lens reflex 86, 94
DPM see deformable parts

model (Felzenszwalb et al.,
2008)

dropout An approach for decreasing
overfitting during CNN train-
ing and improving generaliza-
tion ability of the final model.
Dropout randomly selects in-
termediate outputs and sets
their value to 0 in each itera-
tion. 20, 29

DSLR see digital single-lens reflex

E

Ecuador moths dataset Benchmark
dataset for image classifica-
tion containing 675 moth
species, which was derived
from (Brehm et al., 2013). 135-
137, 172

F

fast Fourier transform (Cooley and
Tukey, 1965) 27

FFT see fast Fourier transform (Cooley
and Tukey, 1965)

fine-tuning The process of iterative op-
timization using the solution
of another optimization prob-
lem as initialization. 42, 106

Fisher vector Approach for aggregating
local feature descriptors into a



single global descriptor. Can
be seen as extension of BoW
with additional statistics. Sim-
ilar to VLAD. 8, 1 1,25

Gaussian mixture model (Bishop, 2007,
Sect. 9.2) 60

GMM see Gaussian mixture
model (Bishop, 2007, Sect. 9.2)

histogram of oriented gradients (Dalal
and Triggs, 2005) 8, 22, 27,28,
31,45,47,138,139,144

HoG see histogram of oriented gradi-
ents (Dalal and Triggs, 2005)

ILSVRC see ImageNet Large Scale
Visual Recognition Chal-
lenge 2012 classification task
dataset (Russakovsky et al.,
2015)

ImageNet Large collection of images
corresponding to words of the
WordNet hierarchy. At the
time of writing, 21841 synsets
with over 14 million images
are indexed. 8, 47, 97

ImageNet Large Scale Visual Recogni-
tion Challenge 2012 classifica-
tion task dataset (Russakovsky
et al., 2015) 8-10, 28-30, 42,
52, 59, 60, 94, 97, 98, 100, 105,
106, 112, 113, 124, 129, 137,
139, 169, 170

Inception Widely used CNN architec-
ture developed at Google. 10,
11, 74, 75, 82, 118, 130

Index

k-means Clustering approach com-
monly used for cluster analy-
sis and vector quantization. 27

L

LBP see local binary patterns (Ojala
et al., 1996)

local binary patterns (Ojala et al., 1996)
8

local response normalization (Krizhevsky
et al., 2012) 22, 25, 29

Log-Euclidean transformation Projec-
tion of positive semi-definite
matrices into a Euclidean
space as presented in Sec-
tion 5.1. 71-73, 98, 99, 111-
113, 145, II

LRN see local response normaliza-
tion (Krizhevsky et al., 2012)

M

MIT scenes 67 see MIT scenes 67
dataset (Quattoni and Tor-
ralba, 2009)

MIT scenes 67 dataset (Quattoni and
Torralba, 2009) Scene recog-
nition dataset with 67 indoor
scenes and 6700 images. 96,
97, 115,116, 170

N

NA Birds see North American birds
dataset (Horn et al., 2015)

NAC see neural activation constella-
tions

NAG see Nesterov’s accelerated gradi-
ent (Nesterov, 1983)

NAM see neural activation map
nearest neighbor (Bishop, 2007, Sect.

2.5.2) 7, 16, 17
Nesterov’s accelerated gradient (Nes-

terov, 1983) 39
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Index

neural activation constellations One
of our approaches for fine-
grained recognition, which
uses object parts, which were
discovered in an unsupervised
way. 65, 100, 117, 120, 171

neural activation map 59, 60, 89, 99-
101,103,170,173

NN see nearest neighbor (Bishop, 2007,
Sect. 2.5.2)

North American birds dataset (Horn
et al., 2015) Fine-grained re-
cognition dataset containing
555 bird specie. 9

O

OCR see optical character recognition
optical character recognition 6, 138
Oxford flowers 102 see Oxford flowers

102 recognition dataset (Wah
et al., 201 1)

Oxford flowers 102 recognition dataset
(Wah et al., 2011) Fine-grained
recognition dataset contain-
ing 102 flower species. 94, 95,
100, 102, 109, 110, 113-115,
117, 126, 127, 129-131, 145,
170, 173

Oxford LIIT pet recognition dataset
(Parkhi et al., 2012) Fine-
grained recognition dataset
containing 37 cat and dog
species. 9, 60,94, 100, 102, 109,
113-115, 117, 129-131, 145,
169, 170, 173

Oxford IIIT pets see Oxford IIIT pet re-
cognition dataset (Parkhi et al.,
2012)

P

PCA see principal component analy-
sis (Pearson, 1901)
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PHOG see pyramid histogram of ori-
ented gradients (Bosch et al.,
2007)

principal component analysis (Pear-
son, 1901) 18

pyramid histogram of oriented gradi-
ents (Bosch et al., 2007) 139

R

random selection Approach for the un-
supervised selection of part
proposals. It assumes inde-
pendence between the part
relevance and the detected lo-
cations and results in a uni-
form sampling of parts. 64,
100, 108

receiver operating characteristic
(Fawcett, 2006) 139,172

rectified linear unit (Iarrett et al., 2009;
Nair and Hinton, 2010) 20, 28-
31, 41, 60, 85, 144

ReLU see rectified linear unit (Iarrett
et al., 2009; Nair and Hinton,
2010)

residual network 50 (He et al., 2016)
Variant of ResNet with 50 con-
volutional and inner product
layers. 13, 98, 99, 107-110, 113-
115,117,118, 124, 173

residual network (He et al., 2016) 10,
22, 28, 30, 74, 75, 82, 98, 108,
113, 124, 126, 145, 169

ResNet see residual network (He et al.,
2016)

ResNet-50 see residual network 50 (He
et al., 2016)

ROC see receiver operating character-
istic (Fawcett, 2006)

S

scale-invariant feature trans-
form (Lowe, 1999, 2004) 8,
22, 58, 65



Index

second-order average pooling (Car- chine (Boser et al., 1992;
reira et al., 2012) 12, 25, 26, 49, Cortes and Vapnik, 1995)
50, 71, 74, 76,99, 112, 113, 145,
146 T

Sensmvlty SCOF Desirlpes th? I1nfIu_ tensor sketch Approach for approx-enceo pertur ationso t ein- . . .imating polynomial kernelsput on the output of a model. . . .The higher the influence the with linear kernels by using ex-
’ licit feature transforms. 26higher is the score. 89, 90 p

SGD 38, see stochastic gradient de- V
scent

SIFT see scale-invariant feature trans- vector of linearly aggregated descrip-
form (Lowe, 1999, 2004) tors (Iégou et al., 2010) 8, 25

Stanford 40 actions see Stanford 40 ac- VGG Very Deep (Simonyan and Zis-
tions dataset (Yao et al., 2011a) serman, 2014) Widely used

Stanford 40 actions dataset (Yao et al., CNN architecture with high re-
201 1a) Action recognition cognition accuracy and which
dataset containing 40 types proved to provide good re-
of human actions including sults when transferring a pre-
drinking, applauding, fishing, trained set of weights to a new
jumping, pouring liquid, and application domain. 10, 11,
watching TV. 96, 115, 116, 118, 21, 28, 29, 47, 74, 75, 79, 88,
170 98, 107-110, 113-115,118,119,

Stanford dogs see Stanford dog re- 122-124, 126-128, 130, 169,
cognition dataset (Yao et al., 171
2011a) VGG-M Widely used CNN architec-

stochastic gradient descent 35, 37-39 ture with similar complexity as
support vector machine (Boser et al., AlexNet. 10

1992; Cortes and Vapnik, 1995) VGG-VD see VGG Very Deep (Si-
7, 8, 18, 28, 33, 54, 58, 72, 73, monyan and Zisserman, 2014)
82, 84, 98, 99, 115, 137, 138 VLAD see vector oflinearly aggregated

SVM see support vector ma- descriptors (Iégou et al., 2010)

183



Index

184



List of own publications

Simon, M., Darrell, T., Denzler, I., and Rodner, E. (2018). Fine-grained classifica-
tion without explicit pose normalization. Transactions on Pattern Analysis
and Machine Intelligence (early access).

Simon, M., Gao, Y., Darrell, T., Denzler, I., and Rodner, E. (2017). General-
ized orderless pooling performs implicit salient matching. In International
Conference on Computer Vision, pages 4970-4979.

Simon, M. and Rodner, E. (2015). Neural activation constellations: Unsuper-






